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Abstract

We propose a new approach for reconstructing a 2-manifold from a point
sample in R3. Compared to previous algorithms, our approach is novel in
that it throws away geometry information early on in the reconstruction
process and mainly operates combinatorially on a graph structure.

Furthermore, it is very conservative in creating adjacencies between sam-
ples in the vicinity of slivers, still we can prove that the resulting reconstruc-
tion faithfully resembles the original 2-manifold. While the theoretical proof
requires an extremely high sampling density, our prototype implementation
of the approach produces surprisingly good results on typical sample sets.
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Chapter 1

Introduction

This chapter introduces the problem we deal with and gives an overview of
our contribution, followed by an outline of this thesis.

1.1 Motivation

Reconstructing a surface Γ in R3 from a finite point sample V has attracted
a lot of attention both in the computer graphics community as well as in
the computational geometry community. While in the former the emphasis
is mostly on algorithms that work ‘well in practice’, the latter has focused
on algorithms that come with a theoretical guarantee: if the point sample V
satisfies a certain sampling condition, the output of the respective algorithm
is guaranteed to be ‘close’ to the original surface.

There are already a number of algorithms for this problem that perform
quite well in practice. However, they suffer from a number of problems:
there is usually much effort involved, leading to quadratic cost. Also, many
of the approaches have a filtering step which is not stable.

We aim at avoiding problems with geometric peculiarities by reducing
the problem to a combinatorial setting, and by using afterward tools specific
to graph theory.

1.2 Our Contribution

We propose a new graph-based algorithm for reconstructing a 2-manifold
in R3. Our algorithm fundamentally differs from previous approaches in
two respects: first it mainly operates combinatorially on a graph structure,
which is derived from the original geometry; secondly, the created adjacen-
cies/edges are “conservative” in a sense that two samples are only connected
if there is a safe, sliver-free region around the two samples.

Interestingly we can show, though, that conservative edge creation only
leads to small, constant-size faces in the respective reconstruction, hence
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2 CHAPTER 1. INTRODUCTION

completion to a triangulated piecewise linear surface can easily be accom-
plished using known techniques. We want to emphasize that our approach
does not require a manifold extraction step.

In order to test the practical suitability of our algorithm, we have imple-
mented it an tested it on several publicly available data models, obtained
mainly by laser scanning of physical objects. We obtained good results both
to what concerns the quality of the resulting reconstruction, and also in
terms of running times and memory consumption.

While the theoretical analysis requires an absurdly high sampling density
– like most of the above mentioned algorithms do – our prototype imple-
mentation of the novel steps in the algorithm suggests that the approach
is viable even for practical use. The results are quite promising, and there
is potential for considerable speedup (e.g. in parallel computing or external
memory scenarios) due to the local nature of computation in our algorithm.

The remainder of this thesis is organized as follows:

Chapter 2 briefly presents some notions necessary for the understanding
of the following discussion.

Chapter 3 gives an overview of the most important contributions to this
area.

Chapter 4 exposes our approach and proves some results about it.

Chapter 5 talks about the implementation and the experiments we have
conducted, as well as about the results obtained.

Chapter 6 contains some conclusions and directions of future work.



Chapter 2

Preliminaries

This chapter is a presentation of notions and results that are important for
the remainder of this thesis. They are not original contribution, and are
only presented here for a better understanding of the subsequent chapters.

2.1 Mathematical Background

We provide here a brief enumeration of definitions and formulas that we
make use of in our approach.

A vector ~v is a concept characterized by magnitude (or length) and
direction. Vectors in Rd can be represented as a linear combination of d
orthogonal vectors, called the basis: ~v =

∑d
i=1 vi~ei. It is common for the

vector in the basis to be orthonormal (i.e. also of unit length), in which case
a vector is simply denoted by a d-tuple: ~v = (v1, v2, . . . , vd).

In the following we refer to vectors in three dimensions, where the refer-
ence basis is right-handed and orthonormal.

Length. The length |~v| of a vector ~v is a real number:

|~v| =
√

v2
1 + v2

2 + v2
3.

Addition and subtraction. The result of adding or subtracting two
vectors is another vector:

~u + ~v = (u1 + v1, u2 + v2, u3 + v3).

Scalar multiplication. The multiplication of a scalar with a vector
yields a vector:

r~v = (rv1, rv2, rv3).

3



4 CHAPTER 2. PRELIMINARIES

Normalization. A vector is called unit vector or normalized vector
(usually denoted v̂) when it has unit length. Any non-zero vector can be
normalized by multiplying it with the inverse of its length:

v̂ =
1
|~v|
· ~v =

(
v1

|~v|
,
v2

|~v|
,
v3

|~v|

)
.

Dot product. It is denoted by ~u · ~v and has a scalar as result:

~u · ~v = |~u||~v| cos θ

where θ is the angle formed by the two vectors. It can also be defined as
the sum of the component-wise products, that is

~u · ~v = u1v1 + u2v2 + u3v3.

Note: The length of a vector can be alternatively defined as the square
root of its dot product with itself, i.e. |~v| =

√
~v · ~v.

Cross product. It is only defined in R3 and its result ~u × ~v is also a
vector, perpendicular to both ~u and ~v:

~u× ~v = |~u||~v| sin θ n̂

where θ is the angle between the two vectors and n̂ is a unit vector perpen-
dicular to them. It can be also expressed as

~u× ~v = (u2v3 − u3v2, u3v1 − u1v3, u1v2 − u2v1).

There are two possible result vectors for the cross product, as both n̂
and −n̂ are perpendicular to ~u and ~v.

Angle. From the definition of the dot product, we can easily see that
the (unordered) angle between two vectors is

∠(~u,~v) = arccos
(

~u · ~v
|~u||~v|

)
Signed angle. We can talk about the signed, ordered angle made by

vectors ~u and ~v if we provide a relative axis ~η. If the axis points in the same
direction (in the same half space) as the cross product of ~u and ~v then the
angle is positive, otherwise it is negative, that is:

signed-angle(~u,~v; ~η) =
{

∠(~u,~v) if ∠(~u× ~v, ~η) ≤ π
2

−∠(~u,~v) otherwise

Distance between points. A point represents a position in space;
points can be represented by vectors. The segment pq is then the vector
~q − ~p, and therefore the length of segment pq is
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|pq| =
√

(q1 − p1)2 + (q2 − p2)2 + (q3 − p3)2

Segment and line as affine combinations. For points p and q, we
can express any point on the line through them as an affine combination
p+α · (q−p), where α ∈ R. For 0 ≤ α ≤ 1, we obtain points on the (closed)
segment pq.

Plane through three points. Given three points p, q and r, they
define a unique plane with equation ax + by + cz + d = 0, whose coefficients
are found by solving the equation∣∣∣∣∣∣

x− p1 y − p2 z − p3

q1 − p1 q2 − p2 q3 − p3

r1 − p1 r2 − p2 r3 − p3

∣∣∣∣∣∣ = 0

which yields

a = p2q3 + q2r3 + r2p3 − p2r3 − r2q3 − q2p3

b = p1r3 + r1q3 + q1p3 − p1q3 − q1r3 − r1p3

c = p1q2 + q1r2 + r1p2 − p1r2 − r1q2 − q1p2

d = p1r2q3 + q1p2r3 + r1q2p3 − p1q2r3 − q1r2p3 − r1p2q3

Normal to plane. A normal is a vector perpendicular to plane; thus
its dot product with any vector that lies in the plane is zero. Note that
there exist two (opposite) normals for a plane: given a plane by its equation
ax + by + cz + d = 0, the two normals are (a, b, c) and (−a,−b,−c).

Projection of a point on a plane. It is defined as the intersection of
the plane with the perpendicular to the plane through the given point. Let
the plane h : ax+ bx+ cz +d = 0, point p, and p′ the projection of p onto h.
Using the parametric equations of the perpendicular to a plane, one obtains
the coordinates of the projection:

p′1 = p1 − a · ap1 + bp2 + cp3 + d

a2 + b2 + c2

p′2 = p2 − b · ap1 + bp2 + cp3 + d

a2 + b2 + c2

p′3 = p3 − c · ap1 + bp2 + cp3 + d

a2 + b2 + c2

2.2 Convex Hull

A set S is convex if for any two points p, q ∈ S, the entire segment pq is
contained in S.
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The convex hull of a set of points S is the smallest convex set that
contains S, or in other words, the intersection of all convex sets containing
S.

In follows that the convex hull is a convex polytope (a convex polygon
in the plane).

Convex Hull in R2

We start from the observation that for any p, q ∈ S, the segment pq belongs
to the convex hull of S if and only if all other points in S lie on the same
side of the line through p and q. Thus we can easily devise an algorithm
of complexity O(n3): consider lines through all pairs of points and for the
remaining ones check whether they lie on the same side of the line under
consideration.

Figure 2.1: A point set in the plane and its convex hull

There exist better algorithms, many of them having an O(n log n) com-
plexity, and using almost all main techniques in algorithm design. We can
mention:

• Graham’s Scan [Gra72] uses incremental construction

• The algorithm by Preparata and Hong [PH77] uses divide-and-conquer

• QuickHull generalizes the QuickSort algorithm.

In fact, one can prove that the convex hull problem has a lower bound
of Ω(n log n), by reducing it to the sorting problem [Yao81].

However, in practice only a small fraction of the input points lie on the
convex hull; thus, we can talk about another category, the so called output-
sensitive algorithms. Denoting by h the number of points on the convex hull,
we can cite in this category Jarvis’s March [Jar73] with a running time of
O(nh), and the algorithm by Chan [Cha96] that obtains a time complexity
of O(n log h).
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Because the convex hull of a set of n points is a convex polytope with at
most n vertices, and in the plane a polygon with n vertices has n edges, it
is obvious that the combinatorial complexity of the convex hull in the plane
is O(n).

Convex Hull in Higher Dimensions

Since a convex polytope in 3D can have considerably more edges than ver-
tices, one would expect that the convex hull be more complex combinatori-
ally. Nevertheless, by using Euler’s formula (Theorem 2.1), it is not difficult
to prove that the number of edges in the hull is at most 3n − 6, and the
number of faces is at most 2n − 4; in other words, the complexity in this
case is also O(n).

Solving the problem in three dimensions does not directly follow from
the 2D solutions, but they can be used as design starting points. It turns
out that there are solutions of complexity O(n log n), such as:

• The divide-and-conquer algorithm of Preparata and Hong [PH77]

• The randomized algorithm by Clarkson and Shor [CS89].

In higher dimensions, an upper bound for the combinatorial complexity
of the convex hull in d dimensions is Θ(nbd/2c). The algorithm of Clarkson
and Shor generalizes to higher dimensions and is worst-case optimal, with
an expected running time of Θ(nbd/2c).

2.3 Voronoi Diagram

A question arising in many natural problems requires finding regions that
are closer to some given “landmarks” than to others. Simple examples are:

• A student has finished writing a letter just some little time before she
must go to an important exam. She has a map of the post offices in
town and she knows where she lies. In order to save as much time as
possible, she has to find which is the closest post office to her current
position.

• A taxi company has a number of stations in the city. In order to
dispatch their orders, the company needs to know for any point in the
city, which station is the closest, so that a taxi can get there as fast as
possible.

The answer to this question comes in the form of a very important geo-
metric structure, called the Voronoi diagram.
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Figure 2.2: The Voronoi diagram of a point set in the plane

Let S be a set of distinct points in the plane, called sites. The Voronoi
diagram of S, denoted by VD(S), is a subdivision of space into cells, one
for each point in S, such that any point in the cell is closer (with respect to
Euclidean distance) to the governing site than to any other site. Formally,
the Voronoi cell of a site pi is V (pi) = {q ∈ R2 | dist(q, pi) < dist(q, pj),∀pj ∈
S, j 6= i}.

We can define the Voronoi cell of a site alternatively, as intersection of
halfplanes. For two sites pi, pj ∈ S, the set of points in the plane strictly
closer to pi than to pj is the open halfplane bounded by the perpendicular
bisector between pi and pj . If we denote this by h(pi, pj), then it can be
observed that a point q is inside V (pi) if and only if it is in the intersection
of halfplanes h(pi, pj) for all j 6= i, that is

V (pi) =
⋂
j 6=i

h(pi, pj)

It follows from this alternative definition that the Voronoi cells are con-
vex polygons, not necessarily bounded, and that the Voronoi diagram is a
collection of possibly unbounded line segments.

The Voronoi diagram is what is left if we remove from the plane all the
open Voronoi cells, and consists therefore of:

• Voronoi edges: Points having exactly two nearest sites. It follows that
there is one circle centered at every point on a Voronoi edge, that goes
through the corresponding two nearest sites, and contains no other
sites in its interior.

• Voronoi vertices: points having at least three nearest sites. Thus,
similarly, there is a circle centered at every Voronoi vertex, that goes
through these three nearest sites, and no other site lies in the interior
of this circle.

The Voronoi edges only meet at Voronoi vertices, and they can be seg-
ments, rays, or even lines (when all sites are collinear).
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The above definitions extend naturally to higher dimensions, with cells
being convex polytopes. In particular, in R3 they are tetrahedra, and sup-
plementary we have Voronoi facets shared by two Voronoi cells, edges shared
by three cells, and vertices shared by four cells.

We will give without proof the next well-known theorem:

Theorem 2.1 (Euler’s formula) Let G = (V,E) be a connected planar
graph, with n = |V |, e = |E|, and f the number of faces. Then it holds:

n− e + f = 2

We can use Euler’s formula to prove an interesting result about the
complexity of the Voronoi diagram in terms of number of sites.

Theorem 2.2 Let S be a set of points in the plane with n = |S|, and VD(S)
the Voronoi diagram of S. Then the following hold:

(i) The number of vertices of VD(S) is at most 2n− 5.

(ii) The number of edges of VD(S) is at most 3n− 6.

An algorithm stemming directly from the definition and computing the
common intersection of halfplanes between every pair of sites has a running
time complexity of O(n2 log n). Starting from the evidence that the combi-
natorial complexity of the Voronoi diagram is only linear, better algorithms
have been devised. The one by Shamos and Hoey [SH75] uses divide-and-
conquer, whereas the famous algorithm by Fortune [For87] uses the plane
sweep technique. Both of them have a complexity of O(n log n), which is
optimal since it is proved that the sorting problem can be reduced to the
Voronoi diagram problem, and hence the latter must take Ω(n log n) in the
worst case.

In the d-dimensional space, the combinatorial complexity of the Voronoi
diagram is Θ(ndd/2e) [Kle80] and it can be computed in O(n log n + ndd/2e)
time. In particular, for the tridimensional case, the diagram has quadratic
complexity and can be computed in O(n2) time.

Graph Voronoi diagram. There exist many variations of the Voronoi
diagram, for instance based on different definitions of distance, or by assign-
ing weights to sites. Of special interest to us is the graph Voronoi diagram
which takes as sites some of the vertices of a graph, and as distance the
number of hops in the graph (i.e. the length of the shortest path between
the sites and the rest of the vertices).

Restricted Voronoi diagram. Let X be a subset of R3. The restricted
Voronoi diagram of S to X, denoted by VDX(S), is obtained from VD(S)
by replacing each Voronoi face with its intersection with X.
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Relation to convex hull. A Voronoi cell is unbounded if and only if
the corresponding site lies on the convex hull of the site set. This observation
can be used to extract the convex hull of a given point set when its Voronoi
diagram is known, a process that takes linear time.

2.4 Delaunay Triangulation

A triangulation of a set S of points (called sites) in the plane is a partition
of the convex hull of S into triangles whose vertices are sites; by extension,
a triangulation in d-dimensions is a partition of the d-space into d-simplices,
all vertices thereof being sites. Obviously there are more (yet a finite number
of) triangulations possible for a set of points.

Figure 2.3: A triangulation of a point set in the plane

A Delaunay triangulation is a triangulation of S in which the circumcircle
of any triangle (or, in higher dimensions, the circum-hypersphere of any
simplex) in the triangulation contains no other site. It is denoted by DT(S)
and has some interesting properties:

• Two sites p and q are connected by an edge in the Delaunay triangula-
tion if and only if the circle passing through p and q contains no other
sites.

• The closest pair of sites in S are connected by an edge.

• The Delaunay triangulation maximizes the minimum angle, and this
property makes it useful in many geometric applications. (That is,
if we take all triangulations for S and form a vector for each with
the angles of its triangles, sorted increasingly by measure, then the
Delaunay triangulation’s vector will be the largest lexicographically.)

The Delaunay triangulation in the plane has a combinatorial complexity
of O(n), and in d-dimensions of O(ndd/2e). In particular, in 3D space its
complexity is quadratic.



2.4. DELAUNAY TRIANGULATION 11

However, there are algorithms for computing the Delaunay triangulation
in the plane in O(n log n) time, such as the one by Guibas et al. [GKS92]
that uses an incremental construction.

Figure 2.4: The Voronoi diagram (dashed) and Delaunay triangulation (full
line) of a point set in the plane

Any triangulation of a point set in the plane can be transformed into a
Delaunay triangulation by repeatedly applying a local method called edge
flipping (see Figure 2.5). Let pr be an edge in the triangulation and 4pqr,
4prs its incident triangles. If their circumcircles contain s or q respectively
(pr is called not locally Delaunay), a flip of the edge pr to qs is performed,
thus the new edge is locally Delaunay. It can be proved that after at most
O(n2) flips, one obtains a Delaunay triangulation.

p

q

r

s

Figure 2.5: Flipping an edge in a triangulation

The direct generalization of edge flipping in 3D does not work, because
by starting with an arbitrary triangulation, it is possible to find faces that
are not Delaunay, and still cannot be made Delaunay.

However, edge flipping can still be used in this case. Joe [Joe91] proved
that given a Delaunay triangulation of a set S in R3 and adding a point p to
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it, then there is a sequence of flips that produces a Delaunay triangulation
of S∪{p}; this result was used as the basis for an incremental flip algorithm.
Later, Edelsbrunner and Shah [ES92] proved that incremental flipping also
works for an arbitrary sequence of flips, and gave a randomized incremental
flip algorithm in Rd that has a worst-case running time of O(nd(d+1)/2e), and
expected running time of O(n log n + ndd/2e). Hence it takes O(n2) time to
compute the Delaunay triangulation for a set of points in 3D.

The Delaunay triangulation exists unless all sites are collinear, and it is
unique when the points are in general position, that is when no four sites lie
on the same circle (or in general, for d dimensions, if no (d + 2) sites lie on
the same d-hypersphere).

Delaunay triangulations and Voronoi diagrams are closely related struc-
tures, one being the dual of the other. For example, having the Voronoi
diagram of a point set, and connecting by an edge each pair of sites whose
corresponding Voronoi cells are adjacent, one obtains the Delaunay triangu-
lation of the set.

Restricted Delaunay triangulation. Let X be a subset of R3. The
restricted Delaunay triangulation of S to X, denoted by DTX(S), is defined
similarly as DT(S), only that instead of taking the common intersection of
Voronoi cells, one takes the common intersection of restricted Voronoi cells.
That is, whenever a collection V1 ∩ X, . . . , Vk ∩ X of Voronoi cells corre-
sponding to points p1, . . . , pk restricted to X have a non-empty intersection,
the simplex whose vertices are p1, . . . , pk belongs to the restricted Delaunay
triangulation.



Chapter 3

Related Work

In this chapter we give an overview of the most important approaches and
algorithms for surface reconstruction.

Several directions have been followed in the attempt of reconstructing
a surface as faithful as possible. We can categorize some of the possible
approaches as follows:

1. Tangent plane based: the tangent planes to the surface are determined
locally and subsequently patched up to form the surface approximation

2. Restricted Delaunay based: the Delaunay triangulation of the input
points is computed and then a subcomplex thereof is extracted as the
surface approximation

3. Inside/outside labeling: the tetrahedra in the Delaunay triangulation
are classified as either inside or outside the surface; the interface be-
tween them is taken as the reconstruction

4. Empty ball methods: conceptually, a ball is rolled over the surface,
creating surface approximation as patches of the contact points.

In [AB98], Amenta and Bern proposed a framework for rigorously an-
alyzing algorithms reconstructing smooth closed surfaces. They define for
every point p ∈ Γ on the surface the local feature size lfs(p) as the distance
of p to the medial axis1 of Γ. A set of points V ⊂ Γ is called a ε-sample
of Γ if ∀p ∈ Γ ∃s ∈ V : |sp| ≤ ε · lfs(p). For sufficiently small ε, Amenta
and Bern define a canonical correct reconstruction of V with respect to Γ as
the set of Delaunay triangles that are dual to Voronoi edges in the Voronoi
diagram of V that are intersected by the surface Γ.

Unfortunately, due to certain point configurations called slivers – four
(almost) cocircular points that are nearby on the surface and have an empty,

1The medial axis of Γ is defined as the set of points which has at least 2 closest points
on Γ.

13
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(almost) diametral circumsphere – it is not possible to algorithmically de-
termine the canonical correct reconstruction of V without knowing Γ. Algo-
rithms have been proposed, though, that determine a collection of Delaunay
triangles which form a piecewise linear surface that is topologically equiva-
lent to the canonical correct reconstruction and converges to the latter both
point-wise as well as in terms of the surface normals as the sampling density
goes to infinity (ε→ 0).

3.1 Crust

Amenta and Bern [AB98] have proposed an algorithm that conceptually
only uses a “crust” of the Delaunay triangulation, thus approximating the
medial axis. It proceeds in four stages:

1. The Voronoi diagram of V is computed.

2. The set P of poles for V is computed: for a given Voronoi cell, the
positive pole p+ is defined as the point in the cell furthest from the
cell’s site p, and the negative pole p− is the furthest point such that
∠ p−pp+ > π

2 .

3. The Delaunay triangulation of V ∪P is determined and a set of candi-
date triangles from this triangulation is chosen, such that all selected
triangles have all three vertices in V .

4. A surface is extracted from the candidate triangles by “walking” on
the inside/outside of the triangles.

The final step has to be performed with care as it can produce undesired
results: some triangles referred to as dangling have to be removed a priori
to avoid problems. These are triangles containing edges that do not appear
in other candidate triangles. Moreover, the candidate triangles contain a
surface only if V is sufficiently dense.

For a closed smooth surface and a sufficiently dense ε-sampling thereof,
it is proved that the set of candidate triangles contains all the triangles in
the restricted Delaunay triangulation of V to the surface. This ensures that
under these conditions and by removing dangling triangles, the result of
step 4 is indeed a surface.

The running time in the worst case is Θ(|V ∪P |2). Problems can arise for
non-smooth or not dense enough samples, as it is often the case in practice.
In these situations, a more careful extraction step has to be performed.
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3.2 CoCone

An improvement to Crust that determines a surface equivalent to the canon-
ical correct reconstruction is CoCone [ACDL00]. As its predecessor, it pro-
ceeds also in four stages:

1. The Voronoi diagram of V is computed.

2. For every point p ∈ V the surface normal −→np at p is estimated as a
vector pointing from p to the furthest point in p’s Voronoi cell.

3. A set of candidate triangles T is determined by selecting all Delaunay
triangles whose dual Voronoi edge is contained in the cocones2 of all
three respective sample points.

4. From the set of candidate triangles that form a “thickened” layer near
the real surface, extract the final piecewise-linear surface approximat-
ing Γ.

The last step of the CoCone algorithm first removes triangles with free
edges and then essentially walks on the outside of the thickened layer of
triangles to determine the final reconstruction. This is quite challenging, in
particular in actual implementations, since local undersampling might result
in a complete removal of all the triangles.

There have been attempts to locally decide for each sample p which of the
candidate triangles to keep for the final reconstruction; such local decisions
might disagree, though, and hence the selected triangles do not patch up
to a closed manifold. Again, the reason why local decisions might disagree
is the presence of slivers which induce a Voronoi vertex inside the CoCone
region of the involved sample points. Each involved sample point has to
decide whether in ‘its opinion’ the true surface Γ intersects above or below
the Voronoi vertex and create the respective dual Delaunay triangles. If
these decisions are not coordinated, contradicting decisions are made. One
possibility is to decide on triangles/adjacencies in a conservative manner by
only creating those triangles/adjacencies which are ‘sure’, i.e. where essen-
tially the respective dual Voronoi edge/face completely pierces the CoCone
region. It is unclear, though, how much connectivity is lost – whether the
resulting graph is connected at all, and how big potential holes/faces are.

The main contribution of this thesis is to show that it is actually possible
to make local decisions but still guarantee that the resulting graph exhibits
topological equivalence to the original surface. That is, it is connected,
locally planar, and contains no large holes.

2The cocone region of a point p with estimated surface normal −→np is the part of p’s
Voronoi cell that makes an angle close to π/2 with −→np at p.
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3.3 The Funke-Ramos Algorithm

We want to point out that the CoCone algorithm (like many other algorithms
in that area) has an inherent (theoretical) quadratic worst-case running time
since it computes a Voronoi diagram/Delaunay triangulation of a point set
in R3 – the algorithm by Funke and Ramos [FR02] is a notable exception
since it runs in near-linear time by enforcing the computations to take place
locally. We borrow two of its ingredients:

1. In a first step, the algorithm by Funke and Ramos computes a function
φ(p) ∀p ∈ V such that φ is Lipschitz3 and φ(p) ≤ ε lfs(p). They use this
function to “prune” the original point set V to obtain a set S which
has certain nice properties. For our theoretical analysis, we assume
that this function φ has been computed in the same manner and use
it to construct a local neighborhood graph on which our algorithm
operates.

For S, the algorithm in [FR02] then locally computes candidate tri-
angles (which due to the nice properties of S can be done locally in
near-linear time), and uses the standard manifold extraction step to
obtain a reconstruction of S with respect to Γ.

2. Finally, all samples in V − S are reinserted to produce the final re-
construction; this can be done very elegantly using the reconstruc-
tion of S as a “reference surface” with respect to which the restricted
Voronoi Diagram/Delaunay triangulation of V −S is considered. The
restricted VD/DT can easily be computed locally and efficiently via a
2-d weighted Delaunay triangulation on planes supporting the faces of
the reconstruction of S.

We borrow this last step for our algorithm, as we also compute an
intermediate reconstruction for a subset of sample points.

3.4 Other Approaches

In [FM07] Funke and Milosavljevic present an algorithm for computing vir-
tual coordinates for the nodes of a wireless sensor network which are them-
selves unaware of their location. Their approach crucially depends on a sub-
routine to identify a provably planar subgraph of a communication graph
that is a quasi-Unit-Disk graph. The same subroutine will also be used in
our surface reconstruction algorithm presented in this thesis.

While we deal with the problem of slivers in some sense by avoiding or
ignoring them, another approach coined sliver pumping has been proposed

3More precisely their algorithm computes a δ-approximate ω-Lipschitz function φ, that
is for x, y we have φ(x) ≤ (1 + δ)(φ(y) + ω|xy|).
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by Cheng et al. in [CDR05]. Their approach works for smooth k-manifolds
in arbitrary dimension, though its practicability seems uncertain.
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Chapter 4

Our Approach

In this chapter we present the main contribution of this thesis on the theory
side, namely an algorithm that, given a ε-sample V from a closed smooth
2-manifold Γ in R3, computes a faithful reconstruction of V with respect to
Γ as a subcomplex of the Delaunay tetrahedralization of V .

4.1 The Algorithm

The outline of our method is as follows:

1. Determine a Lipschitz function φ(v) for every v ∈ V which lower-
bounds ε lfs(v) (as in [FR02])

2. Construct a local neighborhood graph G(V ) by creating an edge from
every point v to all other points v′ with |vv′| ≤ O(φ(v)).

3. Compute a subsample S of (V )

4. Identify adjacencies between elements in S based on the connectivity
of G(V ) (as in [FM07])

5. Use geometric positions of the points in S to identify faces of the graph
induced by certified adjacencies when embedded on the manifold

6. Triangulate all non-triangular faces

7. Reinsert points in V − S by computing the weighted Delaunay trian-
gulations on the respective faces (as in [FR02]).

The core components of the correctness proof of this approach are:

• We show that the local neighborhood graph corresponds locally to a
quasi-unit-disk graph for a set of points in the plane.

• The identified adjacencies locally form a planar graph.

19
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• The faces of this graph have bounded size.

Essentially this means that we cover Γ by a mesh with vertex set S consisting
of small enough cells that the topology of Γ is faithfully captured.

We first discuss the 2-dimensional case, where we are given a uniform
ε-sampling (i.e. the local feature size is 1 everywhere) of a disk and show
that steps 2 to 5 yield a planar graph with ‘small’ faces. Then we show how
the same reasoning can be applied to the 3-dimensional case.

The main rationale of our approach is the “conservative” creation of
adjacencies; that is, we only create an edge between two samples if in any
good reconstruction the two points are adjacent, which can be interpreted
as creating edges only in the absence of slivers in the vicinity.

4.2 Conservative Adjacencies in R2

Let V be a set of n points that form a ε-sampling of the disk of radius R
around the origin o, that is, ∀p ∈ R2 with |po| ≤ R, ∃v ∈ V : |vp| ≤ ε.

Definition 4.1 A graph G(V,E) on V is called a α-quasi-unit-disk-graph
(α-qUDG) for α ∈ [0, 1] if for p, q ∈ V

• if |pq| ≤ α then (p, q) ∈ E

• if |pq| > 1 then (p, q) /∈ E

That is, in G all nodes at distance at most α have to be adjacent, while all
nodes at distance more than 1 cannot be adjacent. For nodes with distances
inbetween, either is possible.

Within G we consider the distance function dG defined by the (un-
weighted) graph distances in G(V,E). Let k ≥ 1, we call a set S ⊆ V
a tight k-subsample of V if

• ∀s1, s2 ∈ S: dG(s1, s2) > k

• ∀v ∈ V : ∃s ∈ S with dG(v, s) ≤ k.

A tight k-subsample of V can easily obtained by a greedy algorithm which
iteratively selects a so far unremoved node v into S and removes all nodes
at distance at most k from consideration.

The following algorithm determines adjacencies between the nodes in
S based on a Graph Voronoi diagram such that the induced graph on S
remains planar (see [FM07] for the details).
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4.2.1 Graph-based Conservative Adjacencies

The ideas for construction and the planarity property of our construction are
largely derived from the geometric intuition. To be specific, the planarity
follows from the fact that our constructed graph – we call it combinatorial
Delaunay map of S, short CDM(S) – is the dual graph of a suitably defined
partition of the plane into simply connected disjoint regions.

In the following we use the method for identifying adjacencies between
nodes in S purely based on the graph connectivity as described in [FM07].
The reasoning is based on the fact that the original communication graph
is not an arbitrary graph but in some way resembles the geometry of the
underlying domain by being either a unit-disk or quasi-unit-disk graph.
First we introduce a labeling of G(V,E) for a given set S ⊆ V .

Definition 4.2

(i) Consider a vertex a ∈ S and a vertex v ∈ V − S. We say that v is an
a-vertex if a is one of the elements in S which is closest to v (in graph
distance), and it has the smallest ID among such.

(ii) Consider arbitrary vertices a, b ∈ S and an edge e = (u, v). We say
that e is an a-edge if both u and v are a-vertices. We say that e is an
ab-edge if u is an a-vertex and v is a b-vertex or vice versa.

Clearly, this rule assigns unique label to each vertex and edge, due to the
uniqueness of nodes’ IDs. Also note that any a ∈ S is an a-vertex. Next we
present a criterion for creating adjacencies between vertices in S.

Definition 4.3 Vertices a, b ∈ S are adjacent in CDM(S) if there exists a
path from a to b whose 1-hop neighborhood (including the path itself) consists
only of a and b vertices, and such that in the ordering of the nodes on the
path (starting with a and ending with b) all a-nodes precede all b-nodes.

We have the following result of [FM07].

Theorem 4.4 If G is an α-qUDG with α ≥ 1√
2

and S a tight k-subsample
of G, then CDM(S) is a planar graph.

Of course, just planarity as such is not too hard to guarantee – one could
simply return a graph with no edges. But we will show in the following
that this is not the case; in particular we show that the respective graph is
connected and all its faces are bounded by a constant number of edges.

4.2.2 Computational Delaunay Map is Dense

Let us consider the β-skeleton ([KR85]) of the points corresponding to the
node set S. The β-skeleton of a point set has an edge between two points
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p, q iff any ball of radius β|pq|/2 touching p and q is empty of other points.
For β = 1 we obtain the well-known Gabriel graph (there is exactly one ball
touching p and q with radius |pq|/2). For β > 1 we get a subgraph thereof
(there are always two balls of radius > |pq|/2 touching p and q).

First we will show that the graph obtained via the β-skeleton is con-
nected1 and all internal faces of this graph (when using the obvious straight-
line embedding in the plane) have constant complexity. Then we argue that
for suitable parameters k and ε, every β-skeleton edge is also present in
CDM(S).

The β-skeleton is dense. We establish both connectivity as well as
bounded face complexity by showing that the β-skeleton for the point set
S is a σ-power spanner. For the point set S, the σ-power distance dσ(p, q)
between two points p, q ∈ S is determined by a sequence of points p =
p0p1 . . . pl = q such that dσ(p, q) =

∑l−1
i=0 |pipi+1|σ is minimal.

Intuitively, the power distance between two points can be seen as the
minimum amount of energy required to transmit a message between the two
points (potentially using intermediate points as relays) assuming that direct
communication between two points at distance d has cost dσ.

Observation 4.5 For σ ≥ 2, every pipi+1 is a Gabriel edge.

What we want to show is that for a suitable choice of σ dependent on
β, all links pipi+1 in a power minimal path are even edges of the β-skeleton.
We start with a simple observation about the distribution of S.

Lemma 4.6 For any pair s1, s2 ∈ S, we have |s1s2| ≥ (α− ε)k.

Proof: Follows from the fact that V is a ε-sampling and S being a tight
k-sample.

The fact that V is a ε-sampling of a disk also implies that all Gabriel
(and hence β-skeleton) edges cannot be too long.

Lemma 4.7 For any s1, s2 ∈ S such that |s1s2| > 2(k + ε), s1s2 cannot be
a Gabriel edge.

Proof: Assume otherwise. Consider the Gabriel ball of s1s2, with center c
and radius r > k + ε; due to convexity of a disk and V being a ε-sampling
thereof, there must be a point p ∈ V at distance at most ε from c. But for
this p there must exist a s ∈ S at distance at most k, violating the Gabriel
ball property.

1In general, the β-skeleton need not be connected; in our case it is due to our choice
of β (rather close to 1) and the local uniformity of S.
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Let us now consider one potential edge between nodes p and q which is
not part of the β-skeleton and show that this edge cannot be part of any
power minimal path.

p q

s′

Figure 4.1: Violation of the β-skeleton property.

Lemma 4.8 Let p, q ∈ S but pq not an edge in the β-skeleton. Then if

σ ≥ 4 ln 2(k+ε)
(α−ε)k and β ≤

�
1+

(α−ε)k
4(k+ε)

�2

2

r�
1+

(α−ε)k
4(k+ε)

�2
−1

, pq cannot be part of any power

minimal path.

Proof:
Assume otherwise. Due to Observation 4.5 and Lemma 4.7, |pq| ≤ 2(k+

ε), otherwise pq is certainly not part of any power minimal path. Since
pq is not an edge of the β-skeleton, there must be a landmark s′ in one of
the respective balls of diameter β|pq| touching p and q, see Figure 4.2. We
want to argue that for suitable choice of β, |ps′|, |qs′| ≤ |pq|(1− δ) for some
positive δ.

Let β′ be the circum-diameter of 4pqs′. Clearly, β′ ≤ β. It is easy to
verify that

|ps′|+ |qs′| ≤ |pq|

sin
(

1
2 arcsin 1

β′

) ≤ |pq|

sin
(

1
2 arcsin 1

β

) .

(the first inequality holds with equality when s′ = s′′ in Figure 4.2). By
Lemma 4.6, |ps′| cannot be too small,

|ps′| ≥ (α− ε)k ≥ (α− ε)k
2(k + ε)

|pq| .
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p q

β|pq|s′

β′|pq|

s′′

Figure 4.2: For the proof of Lemma 4.8.

This immediately implies that |qs′| cannot be too large,

|qs′| ≤ (|ps′|+ |qs′|)− |ps′| ≤ |pq|

 1

sin
(

1
2 arcsin 1

β

) − (α− ε)k
2(k + ε)

 .

The range of β in the statement of the Lemma is chosen so that the term
in square brackets be no greater than 1− (α−ε)k

4(k+ε) . The same bound holds for
|ps′|, by symmetry.

The range of σ in the statement of the Lemma satisfies

σ ≥ 4 ln 2(k + ε)
(α− ε)k

≥
ln 1

2

ln
(
1− (α−ε)k

4(k+ε)

) .

Thus, for this choice of σ we have |ps′|σ + |qs′|σ ≤ |pq|σ. Furthermore, since
|ps′| and |qs′| are not longer than |pq|, and (p, q) is an edge in the landmark
neighborhood graph, then (p, s′) and (q, s′) are also edges. It follows that
a shorter path (in the σ-distance) can be obtained by replacing (p, q) with
(p, s′) and (q, s′), which is a contradiction.

It follows that for the respective choice of σ and β, all power-efficient
paths use only edges of the β-skeleton and that the β-skeleton-graph is
connected. It remains to show that the graph is somewhat dense, more
precisely we want to show that the induced faces are of constant size.

Lemma 4.9 Any bounded face of the β-skeleton is of size

O

((
2(k + ε)
(α− ε)k

)2(σ+1)
)

.
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Proof:
Fix an arbitrary face (not the outer face) of size s and consider the

Delaunay triangulation of the s vertices in its boundary. This is also a
proper triangulation of the face itself (viewed as a simple polygon), since all
edges in the face boundary are in the β-skeleton, and therefore Delaunay.
Any triangulation of a simple polygon has a dual graph2 which is a tree
([dBvKOS97], Chapter 3). The tree can be rooted so that any of its (at
most 3) subtrees have Ω(s) leaves.

Observe that the length of any diagonal adjacent to the root triangle is at
most 2(k + ε), by a simple variation of Lemma 4.73. On the other hand, the
length of any β-skeleton edge is at least (α− ε)k by Lemma 4.6. Now it fol-
lows from Lemma 4.8 that the endpoints of the diagonal are O

((
2(k+ε)
(α−ε)k

)σ)
hops apart.

Notice that the shortest path realizing the above hop distance need not
be along the face boundary. Still, we can use a packing argument to obtain
the desired bound. Consider the cycle (not necessarily a face cycle) which
is a concatenation of the shortest path and the diagonal. By construction,
this cycle encloses a constant fraction of the face boundary edges. The cycle
is included in the ball of diameter

O

((
2(k + ε)
(α− ε)k

)σ)
· (2(k + ε))

On the other hand, the cycle includes Ω(s) elements of S, and by Lemma 4.6,
the balls of radius Ω((α−ε)k) around them are disjoint. Thus, by a standard
ball-packing argument

s = O

((
2(k + ε)
(α− ε)k

)2(σ+1)
)

.

At this point, we have shown that the β-skeleton of S induces a connected
planar graph which has constant-size faces only. It remains to show that all
edges of the β-skeleton of S are also identified as adjacencies in CDM(S).

To achieve that, observe that any value β > 1 implies that points s1, s2 ∈
S adjacent in the β-skeleton of S share a ‘relatively long’ Voronoi edge in
the Voronoi diagram of S; more precisely s1 and s2 share a Voronoi edge of
length |s1s2|

√
β2 − 1. Hence it suffices to show that this long Voronoi edge

is also reflected in the α-qUDG by respective witness paths. This can be
easily achieved by choosing a large enough k (dependent on β).

2The dual graph of a triangulated polygon has one vertex for each triangle, and edges
between the vertices corresponding to adjacent triangles.

3We can state the same Lemma for internal (diagonal) Delaunay edges instead of
Gabriel edges.
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The following corollary follows immediately:

Corollary 4.10 The graph induced by S and the adjacencies identified by
our algorithm is planar, connected and has (internal) faces of size O(1).

4.3 Conservative Adjacencies in R3

All the reasoning so far has been concentrating on a flat, planar setting,
let us now consider the actual setting in R3. Let V be an ε-sampling of a
smooth closed 2-manifold Γ in R3.

Here the steps of our algorithm are as follows:

• In step 1 we have to compute a Lipschitz4 function φ with φ(p) ≤
ε lfs(p) for all p ∈ V . This can be done using the procedure given
in [FR02] in near-linear time.

• Then in step 2 the graph G(V,E) is constructed by creating edges
between samples p1, p2 iff |p1p2| ≤ 6 · φ(p1) or |p1p2| ≤ 6 · φ(p2) (Note
that the constant 6 is somewhat arbitrary and only chosen such that
every sample is connected to at least its neighbors in the canonical
correct reconstruction).

• The following steps 3 to 5 are exactly the same as in the 2-dimensional
case.

We now want to argue that locally around a sample point p the con-
structed graph looks like an α-quasi-Unit-disk graph. To keep the rep-
resentation simple, we assume that φ(p) = ε lfs(p), whereas the procedure
in [FR02] yields a lower bound for the latter, the argumentation remains the
same, though. The following basic observations are easy to derive (think of
ε� γ � 1):

Lemma 4.11 Let p ∈ Γ be a point on the surface, Tp the tangent plane at p,
q ∈ Γ some point on the surface with |pq| ≤ γ lfs(p), γ < 1, q′ its orthogonal
projection on Tp. Then we have |qq′| ≤ (1−

√
1− γ2) lfs(p) < γ2 lfs(p).

Proof: The surface is sandwiched between the two tangent balls at p with
radius lfs(p). The Lemma follows immediately.

Observation 4.12 Let p ∈ Γ be a point on the surface, Tp the tangent plane
at p, q1, q2 ∈ Γ two points on the surface with |pqi| ≤ γ lfs(p), γ < 1, q′i their
orthogonal projections on Tp. Then we have |q1q2| − |q′1q′2| ≤ 2γ2 lfs(p).

4In fact one computes a δ-approximate ω-Lipschitz function.
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The latter observation means that when projecting into the tangent plane
at p, distances are shortened by at most an additive amount of 2γ2 lfs(p).
We are interested in the largest distance between any two samples s1, s2

with |psi| ≤ γ lfs(p) and the smallest (projected!) distance of a non-adjacent
pair. If the ratio of these two distances is at most

√
2 we know that locally in

a γ lfs(p)-neighborhood of p the constructed graph is an α-quasi-Unit-Disk
graph.

Lemma 4.13 For γ ≤ 1/16, the γ lfs(p)-neighborhood of p in the con-
structed graph is an α-quasi-Unit-disk graph with α > 1/

√
2.

Proof: Within a distance of γ lfs(p) from p on the surface, the local feature
size can increase by at most 2γ2 lfs(p) (again, a sandwiching argument).
Hence the distance of samples identified as adjacent can increase by a factor
of (1 + 2γ2). On the other hand, the local feature size can actually decrease
by γ lfs(p), hence the smallest distance of a non-adjacent pair (taking into
account the projection) can be as little as 6ε lfs(p)(1− γ − 2γ2). Therefore
the ratio between these two distances is 1+2γ2

1−γ−2γ2 . Choosing e.g. γ = 1/16
makes this ratio less than

√
2.

Now we can invoke Corollary 4.10 which tells us that locally for any
p ∈ S the graph constructed by our algorithm is planar, connected and has
internal faces of constant size.
Note: The faces or more precisely the local embedding can be simply ob-
tained by reusing the geometry again and locally projecting the adjacent
points si of a point s ∈ S into an (almost) tangent plane and reading off the
cyclic order around s. Global connectivity is ensured by choosing γ large
enough (compared to ε) such that large faces are completely contained in
the γ lfs(p)-neighborhood of any node bounding the face.

What does this mean? The graph that we constructed on the subsample
of points S is a mesh that is locally planar and covers the whole 2-manifold.
The mesh has the nice property that all its cells (aka faces) have constant size
(number of bounding vertices). The edge lengths of the created adjacencies
between S are proportional to the respective local feature sizes. Therefore
its connectivity structure faithfully reflects the topology of the underlying
2-manifold.

Theorem 4.14 The adjacencies created between samples in S form a graph
which faithfully reflects the topology of the underlying 2-manifold.

4.4 Algorithm Epilog

We did not talk about steps 6 and 7 of our approach, since they follow exactly
the approach in [FR02] and therefore are not novel. We would however like
to present them shortly here:
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• In step 6, we essentially triangulate non-triangular faces by projecting
them into a nearby (almost) tangent plane and computing the De-
launay triangulation. The resulting triangulated faces behave nicely
since all faces have small size (the respective points hence are almost
coplanar) and because S is essentially a locally uniform sampling of
the surface (as also used in [FR02]).

• In step 7, the points pruned in step 3 are reinserted by computing
a weighted Delaunay triangulation on the supporting planes of the
respective faces. The resulting triangulations are guaranteed to patch
up (see [FR02]).

The proofs for convergence both point-wise as well as with respect to
triangle normals can be carried over from [FR02] since S can be made an
arbitrarily good, locally uniform ε′-sampling (the original ε-sampling V has
to be accordingly denser, i.e. ε� ε′).



Chapter 5

Implementation and
Experiments

In order to test the practical suitability of our algorithm, we implemented it
and ran a series of experiments on publicly available data models. My main
personal contribution has been in realizing the implementation, as well as
running the experiments, and analyzing the results obtained.

In our implementation, we make the simplifying assumption that the
set of input data points V is a locally uniform sampling, which is typically
true for sample data acquired by laser scanning. In that way we circumvent
implementing the (rather involved) step 1 of our algorithm.

Also, making use of the assumption that V is a locally uniform sam-
ple, we slightly simplified the routine that declares two samples s1, s2 ∈ S
adjacent: s1 and s2 are connected by an edge in CDM(S) if the number
of samples in the cell of s1 with direct neighbors in the cell of s2, plus the
number of samples in the cell of s2 with direct neighbors in the cell of s1,
is above a certain threshold a. In our experiments, a value of a = 7 worked
well.

5.1 Implementation

We have implemented our algorithm in C++, using the built-in STL library,
and for rendering we chose OpenGL. The graphical user interface was writ-
ten with Qt 4, and our scene viewer was built with the aid of the free
libQGLViewer library [QGL]. We used several publicly available data mod-
els, obtained mainly by laser scanning of physical objects.

5.1.1 Design issues

We aimed to implement our algorithm as accurately as possible, and in the
same time to provide a simple and expressive graphical interface that would

29
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Figure 5.1: Closeup of a turbine blade: holes in the bottom (left), narrow
fork on its top (right).

allow us to give desire input, tune the various parameters involved, and to
be able to analyze the output by viewing the resulting scene from different
standpoints, or modifying colors.

In the following we categorize our implementation classes and give details
related to most important of them:

1. Classes directly related to the algorithm – these are classes that per-
form operations directly connected to our procedure:

• OcNode: implements an octree node, as well as some useful meth-
ods, i.e. OcNode::computeDistance() returns the distance from
a given 3D point to the circumsphere of the cube represented by
the node (see Figure 5.2)
• OcTree: represents the octree structure; OcTree::findNearest-
Neighbors() is the method intensively used in the creation of
the neighborhood graph

• GraphNode and Graph take care of the graph structure used through-
out our implementation. Graph::computeIndependentSet() is
used to find a maximal independent set in the neighborhood
graph, Graph::computeGraphVoronoiDiagram() computes the
graph Voronoi diagram, and Graph::fillPatchConnectiveness()
calculates the number of edges crossing between adjacent graph
Voronoi cells.

2. Graphical user interface classes – they render the interface, deal with
the user events and display the output of the algorithm:

• Viewer is a class derived from QGLViewer that takes care of the
actual rendering of the scene containing the input point cloud,
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the supplementary structures created during the execution of the
algorithm, and its output

• GenusGui is the main GUI class. It renders the interface elements
(buttons, viewer, etc.), captures the events generated by it, and
calls the appropriate handles in response to these events.

3. Helper classes – they provide utilities and other concepts needed to

Figure 5.2: UML class diagram centered on OcNode
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fulfill the main goal of the application:

• GraphUtilities implements the procedure that enumerates the
graph cycles.

• GeometricUtilities has procedures for computing cross prod-
uct, orientation predicates, etc.

• Point3D and related classes provide a hierarchy of components
modeling points and other structures centered on points (see Fig-
ure 5.3)

• Plane allows for computation of normals to and projections of
points onto planes

• Timer is used throughout the application for timing purposes

Figure 5.3: UML class diagram centered on Point3D

The general UML class diagram for our application is given in Figure 5.4.
The UML sequence diagram can be seen in Figure 5.5.
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Figure 5.4: Main UML class diagram of the implementation
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Figure 5.5: Sequence UML diagram of the implementation
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The graphical user interface

A screenshot of the main window of our implementation is given in Fig-
ure 5.6. Our GUI is composed of several elements, explained in the follow-
ing:

• The viewer, on the left hand side, shows the intermediary stages and
the final output of our implementation; the scene can be rotated, trans-
lated and zoomed using the mouse and keyboard

• The Open button is used for loading input files (representing point
clouds)

• The Randomize button generates a random point cloud (for testing
purposes)

• the granularity o of the octree is set by the Granularity spinner

• Compute Octree button is used to update the octree after the granu-
larity was changed

Figure 5.6: Main window of our application
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• Show/Hide Octree enables/disables the drawing of the octree structure
in the viewer

• The radio buttons in the Drawing style for patches section provide
different ways for plotting the graph Voronoi cells

• The spinners Neighbors, Hops and Threshold serve for tuning the pa-
rameters k, h and a, respectively.

• SUM and MIN are the two aggregation functions that can be used
when creating adjacencies between our graph Voronoi cells

• Show points makes visible the initial point cloud

• Show patches enables drawing of the graph Voronoi cells

• Show graph plots the combinatorial Delaunay map

• Show 3-faces and Show big faces draw the triangular and non-triangular
faces, respectively (the drawing colors can be changed using the but-
tons 3-faces color and Big faces color)

• BF lines and BF filled control the rendering of non-triangular faces (as
an empty/filled polygon)

• Draw normals plots the surface normals, for debugging purposes (Re-
versed takes the opposite normal directions)

• Update Scene must be used when one of the parameters change

5.1.2 Main steps

Our implementation consisted of the following steps:

1. Read the input file and create an octree with the sample points, given
a granularity o

2. Compute neighborhood graph by finding the k-nearest neighbors for
each sample point

3. Select a sub-sample from graph by computing the h-hop maximal in-
dependent set

4. Consider the vertices in the maximal independent set computed in
step 3 as sites for a graph Voronoi diagram based on the neighborhood
graph

5. Create cell adjacencies in conservative manner and obtain combinato-
rial Delaunay map
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6. Find faces (cycles) in the combinatorial Delaunay map and reconstruct
surface.

The important elements of each intermediate step, as well as the final
reconstruction, are visualized by means of the built-in viewer1.

In the following we provide details about some of the practical aspects
of our implementation.

Input
The input represents the points in a point cloud P and comes in a simpli-

fied PLY format [PLY], a simple object description designed as a convenient
format for working with polygonal models. In our case there is no special
header, since we are only interested in the points themselves. That is why
each line in the file corresponds to a sample point and is a simple list of its
three coordinates. We simply report but skip any line not conforming to
this format.

Spatial representation
In order to allow for efficient positional queries, the points in V are

stored in an octree. An octree is a structure suited for storing spatial data,
which takes into consideration the relative distribution of points, backed up
by an 8-ary tree. Each node in the tree represents a cube. The tree root
corresponds to the bounding box of the point cloud and stores all the points.
This cube is split in two along each axis, yielding eight smaller cubes.

A threshold o is imposed on the number of points that can lie within
any node/cube. When the threshold is exceeded, the cube is split into eight
smaller cubes of equal volume. They provide a refinement of the larger
cube and this is recorded by making them the children of the tree node
corresponding to the big cube. The process of splitting continues recursively
and stops when all the tree leaves contain less than o points; this is the reason
why o is known as the octree granularity.

BuildOctree(v, o)
if v contains less than o points then return

create child nodes ci for v, i = 1, 8;

foreach point p stored in v do
find c, the octant of v where p lies;
add p to c;

end

foreach child ci of v do
BuildOctree(ci, o);

end

1Note that in all the implementation snapshots shown in this thesis, the triangular
faces are dark colored, while the non-triangular faces are light colored.
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Figure 5.7: Octree for a given 3D point cloud

Lemma 5.1 The depth of an octree for a set P in R3 is at most log
s

c
+

1
2

log 3 + 1, where c is the smallest distance between any two points in P ,
and s is the side length of the initial bounding cube for P .

Proof: The cube side length of a child is half that of its parent, therefore
the side of the cube on octree level i is s

2i . Thus two points lying in the same

cube are at a maximum distance of s
√

3
2i , and any node in the octree contains

at least two points; since the minimum distance between two points is c, it
follows that the depth i for an internal node must satisfy s

√
3/2i ≥ c, or

i ≤ log s
c + 1

2 log 3.
The depth d of an octree is 1 plus the maximum depth of an internal

node, hence

d ≤ log
s

c
+

1
2

log 3 + 1.

Lemma 5.2 An octree of depth d for a set P with n points has O
(
(d + 1)

n

o

)
nodes.

Proof: Let k be the number of internal nodes. Since an internal node has
8 children, it follows that the total number of leaves is 1 + 7k, or the octree
has a total number of nodes equal to 1 + 8k.

Every internal node contains at least one point, and the nodes at any level
partition the initial bounding cube, thus the total number of internal nodes
at any level is at most n/o. Hence the size of the octree is O

(
(d + 1)

n

o

)
.
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Using Lemmas 5.1 and 5.4 we have the following result:

Corollary 5.3 The time complexity of BuildOctree is O
(n

o
log

s

c

)
.

Finding the k-nearest neighbors

The octree structure is particularly useful when looking for the k-nearest
neighbors of a given point.

First, we perform a traversal of the tree starting at the root and aiming
at ending in the leaf that contains the query point. The decisions about
which direction to follow at each step in this traversal are made based on
the geometric coordinates of the query point; three simple comparisons with

FindNearestNeighbors(T, p, k)
qcubes ← ∅ // top holds minimum
qngb ← ∅ // top holds maximum
v ← root(T )

while v is not leaf do
if v does not contain p then return ∅
foreach vi sibling of v do

insert (vi, dist(p, S(vi)) into qcubes // S(vi) circumsphere of vi

v ← child of v containing p

insert (v, dist(p, S(v)) into qcubes

dnext ← distance stored in top(qcubes)
dmax ←∞
while q 6= ∅ and (dnext < dmax or size(dngb) < k) do

v ← top(qcubes); pop(qcubes)
if v is leaf then

foreach point s in v do
if size(dngb) < k then

insert (s, d(s, p)) into qngb

else if d(s, p) < distance stored in top(qngb) then
pop(qngb)
insert (s, d(s, p)) into qngb

else foreach vi child of v do
insert (v, dist(p, S(vi)) into qcubes

dnext ← distance stored in top(qcubes)
dmax ← distance stored in top(qngb)

return nodes in qngb
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the middle coordinates of the current node’s bounding box along each axis
are enough to decide which child to move to. As we go down with this
traversal, we insert all siblings of nodes on this path into a priority queue
based on the Euclidean distance from the query point to the circumsphere
of the current node’s corresponding cube. The priority queue’s first element
will contain the node with the smallest distance.

After finishing the traversal, a top-k-like algorithm is used. The first
node in the priority queue is extracted and if it is a leaf, a test is performed
for the points stored in the node to check whether they are eligible for the set
of k-nearest neighbors. For internal nodes, their eight children are inserted
back into the queue. The algorithm ends when the distance dmax to the
furthest nearest-neighbor cannot be improved, i.e. when the distance to the
circumsphere of the node currently popped out of the queue is larger than
dmax.

Lemma 5.4 The complexity of FindNearestNeighbors is O
(
n+

n

o
log

s

c

)
.

Proof: In the worst case, all the octree nodes get inserted into the priority
queue once – this accounts for O(n

o log s
c ) time. On the other hand, we might

have to go through every point to find the k nearest neighbors for p.

Neighborhood graph

We compute an (undirected) neighborhood graph GN = (VN , EN ) by
taking as vertices all the initial sample points V . For each of them we
compute its k-nearest neighbors as shown above, and we create an edge
between points and each of its nearest neighbors discovered in this way.

ComputeNeighborhoodGraph(V )
VN ← ∅
EN ← ∅
foreach p ∈ V do

VN ← VN ∪ {p}
N(p)← FindNearestNeighbors(t, p, k)
foreach r ∈ N(p) do

EN ← EN ∪ { {p, r} }
end

end
return G = (VN , EN )

We have the following result:

Lemma 5.5 The complexity of ComputeNeighborhoodGraph is O(n2).
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Independent set
In the next step, a maximal independent set S in GN is computed, such

that any two vertices in S are at least h hops away.
To this end, we use a straightforward greedy algorithm: in the beginning,

all vertices of GN are marked as eligible. We choose an eligible vertex v and
perform a breadth-first search to discover all vertices reachable in less than
h hops from v, which are then marked as ineligible. This process continues
until there are no more eligible vertices left.

Figure 5.8: Point cloud and maximal independent set denoted by diamonds

ComputeMaximalIndependentSet(G, hops)
A← V // available vertices;
M ← ∅ // independent set ;
while A 6= ∅ do

choose s from A;
A← A \ {s};
M ←M ∪ {s};
perform a breadth-first search from s of depth hops;
forall v visited in the BFS(s) do

S ← S \ {v};
end

end
return M

We can give the following straightforward result about the time com-
plexity of our procedure:

Lemma 5.6 The procedure ComputeMaximalIndependentSet has a
time complexity of O(n + m), where n = |VG| and m = |EG|.
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ComputeGraphVoronoiDiagram(G, L)
q ← ∅
foreach ` ∈ L do

insert ` into q
master(`)← `

end
while q 6= ∅ do

p← top(q); pop(q)

foreach r ∈ Adj(p) do if r not visited then
master(r)← master(p)
V (master(p))← V (master(p)) ∪ {r}
mark r as visited

end
end

Graph Voronoi diagram

The vertices in S are used as landmark nodes (sites) for a graph Voronoi
diagram in the neighborhood graph GN . Since the distance function for this
diagram is simply the number of hops in the graph (i.e. all edges have unit
weight), we use a parallel breadth-first search.

Figure 5.9: Graph Voronoi diagram, with Voronoi sites depicted as dia-
monds, and all the points in a graph Voronoi cell are shown in the same
color

The processing queue is initialized with all the landmarks, then when a
new vertex v is first seen, it is assigned to the vertex u from which it was
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reached. If u had already been assigned to a landmark l (i.e. it is not itself
a landmark), we assign v also to l. In this way in the end we know for each
vertex its “dominating” landmark, and we can easily determine the graph
Voronoi cells.

Lemma 5.7 The procedure ComputeGraphVoronoiDiagram has a time
complexity of O(n + m), where n = |VG| and m = |EG|.

Combinatorial Delaunay map

We create cell adjacencies in a conservative manner, leading to a so called
combinatorial Delaunay map CDM(S) = (VCDM(S), ECDM(S)). Let S1 and
S2 be two graph Voronoi cells; the number bS1S2 of points in S1 with at
least one (1-hop) neighbor in S2 is calculated. If bS1S2 + bS2S1 is greater
than some threshold a, the points s1 and s2, corresponding to Voronoi cells
S1 and S2 respectively, are added to VCDM(S), and the edge (s1, s2) is added
to ECDM(S).

Figure 5.10: Combinatorial Delaunay map
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ComputeCombinatorialDelaunayMap(G, L, a)

foreach ` ∈ L do
VCDM ← VCDM ∪ {`}

foreach v ∈ VG do
foreach w ∈ Adj(w) do

v ← master(v); w ← master(w)
if v 6= w then

increase bv,w

if bv,w + bw,v > a then ECDM ← ECDM ∪ { {v, w} }

return CDM = (VCDM , ECDM )

Lemma 5.8 The procedure ComputeCombinatorialDelaunayMap has
a time complexity of O(n + m), where n = |VG| and m = |EG|.

Face enumeration

The graph CDM(S) is further used for face detection. Faces correspond
to elementary cycles in CDM(S), with the supplementary constraint that
any edge in ECDM(S) is allowed to appear in at most two cycles.

Since we are more interested in finding small faces, we need a method
that enumerates the graph cycles in increasing order of cycle length. To
this end, we use the algorithm given in [LW06], modified in the sense of our
constraint.

The algorithm constructs cycles in an incremental manner, based on the
observation that (x1, x2, . . . , xk) is a (elementary) cycle if and only if it is an
open path and (xk, x1) is an edge of the graph. An open path of length k is
composed of an open path of length k− 1 and an edge adjacent to the path
tail whose end does not occur in the open path. The algorithm starts with
cycles of length 0 (simply the vertices) and grows them as long as possible.
In order to avoid reporting duplicate cycles, IDs are assigned to vertices,
and an open path is grown only with vertices whose ID is greater than that
of the path head. This way, the algorithm enumerates all k-length cycles
before enumerating any (k + 1)-length cycle.

Cycles of length 2 (between vertices that are mutually connected by an
arc) are also found but not kept; the edges of such cycles are not considered
as having already been part of a cycle, therefore they can still be included
in other cycle(s).
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Figure 5.11: Detected cycles (the bottom and back faces of the tetrahedron
are hidden by the lateral faces)

FindCyclesIncrementally(G)
q ← ∅
C ← ∅
foreach v ∈ VG do

assign IDs to nodes in VG

insert [v] into q

while q 6= ∅ do
p← top(q); pop(q)
if all edges in p are still usable then

if {tail(p), head(p)} ∈ EG then
C ← C ∪ {p}
mark edges in p as used once in a cycle

foreach r ∈ Adj(tail(p)) do
if r 6∈ p and ID(r) > ID(head(p)) then

insert [[p], r] into q

return C

5.2 Experimental Setup

The application was compiled with g++ 3.3.5 and all experiments presented
in this chapter were performed on a machine with a Pentium 4 processor at
3 GHz, 1 GB of RAM, running Debian Linux kernel version 2.6.13. The
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output was visualized with a viewer built with the libQGLviewer library.

Figure 5.12: The Dragon, head closeup: point cloud, graph Voronoi dia-
gram, combinatorial Delaunay map and discovered faces (left to right, top
to bottom)

We benchmarked our implementation on publicly available data sets ob-
tained from laser scans of physical models, most of them from the Large
Geometric Models Archive [LGM] at Georgia Institute of Technology and
the 3D Scanning Repository [SSR] at Stanford University. We give in Ta-
ble 5.1 some details about the size and characteristics of the models used.

5.3 Experimental Results

We ran our algorithm on the data models in Table 5.1, and measured mem-
ory and time consumption for the entire run, as well as for intermediate
stages of our algorithm.

We also ran the CoCone algorithm [ACDL00] on the same datasets to
give a rough comparison with other algorithms2. We want to emphasize,

2We thank Prof. Tamal K. Dey for providing us with an executable of the CoCone
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Model Points Notes

Bunny 35,947
From 10 scans, contains five

holes in the bottom

Bone 177,107
From 58 assembled range images; hole-free, but

contains small bridges due to space carving

Hand 327,323
Bones are joined by small cylinders so that

the whole model is just one connected component

Dragon 437,645
From 61 assembled range images;

contains numerous small holes

Buddha 543,652
From ≈60 scans; hole-free, but contains

small bridges due to space carving

Blade 882,954
Extracted from 300 industrial

CT scan images

Table 5.1: Models used in experiments

though, that the CoCone algorithm does more than ours, since it incorpo-
rates all sample points into the reconstruction (which would be done by our
steps 6 and 7). Even without the above mentioned optimizations, the core
parts of our algorithm seem considerably faster than CoCone, and we expect
steps 6 and 7 to take only a fraction of the time for the other steps.

For each experiment, we give the time spent and memory consumption
for some important steps: application opening (denoted by Open in ta-
bles), reading input (Read), octree construction (Octr), finding nearest
neighbors (Ngb), computing the maximal independent set (MIS), finding
the graph Voronoi diagram (Vor), constructing the combinatorial Delaunay
map (Del) and enumerating graph cycles (Cyc). The last column (Cc)
stands for the CoCone algorithm.

Model Open Read Octr Ngb MIS Vor Del Cyc Total Cc
Bunny 0.83 0.37 0.23 7.73 0.71 0.55 0.36 0.90 11.68 29
Bone 0.83 1.74 1.58 45.77 4.19 3.03 2.19 84.26 143.59 137
Hand 0.83 3.30 3.45 82.62 7.33 5.15 3.94 55.69 162.31 1216
Dragon 0.83 5.11 4.73 109.18 9.87 7.29 5.20 95.67 237.88 761
Buddha 0.83 6.50 6.55 139.64 12.44 9.23 6.53 149.05 330.77 876
Blade 0.83 7.66 9.99 229.99 21.21 14.37 11.50 397.76 693.31 >1800

Table 5.2: Time spent in different stages (seconds)

We present in Table 5.2 the experimental results showing the running
time for different stages; in Figure 5.13 we show the total time consumption
of our algorithm. We can observe that the behavior of the running time in

code.
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practice seems to be slightly superlinear, but it still depends on the charac-
teristics of the model. For example, the Bone has a special configuration:
it is in fact only the middle slice of a scanned skull, and thus its top and
bottom are very irregular, causing a more time-intensive computation to be
performed.

In Figure 5.14 we give more detailed information about the time spent
in each stages. We can thus see that the running time for most of the stages
seems to be linear. There is one exception, namely the cycle enumeration,
which is due to the specialized algorithm used.

We also give in Table 5.3 the memory consumption for the same stages;
the total values are plotted in Figure 5.13. The behavior of the algorithm
is linear, and most memory is consumed in the steps for finding nearest
neighbors stage and cycle enumeration.
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Figure 5.13: Running time and memory consumption versus input size

In Table 5.4 we provide details about the running time for enumerating
cycles, giving the split duration for each cycle length. As mentioned in
Section 5.1, due to the incremental manner of the algorithm, time is also
spent on finding paths of length 1 and 2, although we do not retain any
2-cycle, and the graph has no self-loops. Since we are most interested in
triangular faces, an interesting observation is that in general over 90% of
the entire time needed for enumeration is spent in finding the 1-, 2- and 3-
cycles (which usually count for about 80–95% of the total number of cycles,
depending on the chosen parameters).

As can be seen from the data provided here, the running times (and mem-
ory consumption) are dominated by the construction of the local neighbor-
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Figure 5.14: Running time split by steps versus input size

hood graph, and the identification of the face cycles. We expect considerable
improvements by an order of magnitude for both subroutines:

• for the former, by performing batched queries, instead of asking for
the k nearest neighbors separately for each sample

• for the latter, by the geometry-based approach described in the theory
part.

Model Open Read Octr Ngb MIS Vor Del Cyc Total
Bunny 17.41 4.10 1.02 18.43 1.02 0.51 0.51 2.05 45.06
Bone 17.41 6.14 7.17 100.35 4.10 3.07 3.07 19.46 160.77
Hand 17.41 12.29 12.29 175.10 8.19 1.02 9.22 19.46 254.98
Dragon 17.41 19.46 13.31 245.76 7.17 3.07 12.29 23.55 342.02
Buddha 17.41 21.50 18.43 307.20 10.24 3.07 10.24 35.84 423.94
Blade 17.41 32.77 30.72 474.11 21.50 5.12 21.50 54.27 657.41

Table 5.3: Memory consumption in different stages (MB)

5.3.1 Parameter Variation

Throughout this thesis, we introduced various parameters that have an in-
fluence on our practical implementation. We recapitulate them here:
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Model Total
Cycle length

1 2 3 4 5 > 5
Bunny 0.90 15.6% 24.4% 54.4% 3.3% 1.1% 1.2%
Bone 84.26 2.6% 4.7% 17.9% 5.1% 3.7% 66.0%
Hand 55.69 15.9% 24.0% 57.9% 1.4% 0.1% 0.7%
Dragon 95.67 14.7% 21.7% 58.9% 3.1% 0.5% 1.1%
Buddha 149.05 14.0% 20.4% 58.3% 5.0% 1.1% 1.2%
Blade 397.76 15.9% 24.2% 57.5% 1.4% 0.3% 0.7%

Table 5.4: Time needed to enumerate cycles (Total in seconds)

• o is the granularity of the constructed octree

• h is the (minimum) number of hops between any two vertices in the
maximal independent set

• k is the number of nearest neighbors computed for every sample point

• a is the threshold for creating an edge between sites governing adjacent
graph Voronoi cells

We will examine more closely the effect of varying parameters h and a
on the experimental results obtained. In the following we use the model
Stanford Bunny, fixing the other parameters at o = 50 (the octree is built
with at most fifty original points stored in any leaf), and k = 15 (for each
input point, we find its fifteen nearest neighbors).

As a supplementary measure of the reconstruction quality, we also com-
puted the genus of the reconstructed surface.

The genus is a topologically invariant property of a surface, defined as the
largest number of non-intersecting simple closed curves that can be drawn
on the surface without separating it. Roughly speaking, it is the number of
holes in a surface.

The genus of a surface, also called the geometric genus, is related to
the Euler’s formula. In fact, Euler’s formula as given in Theorem 2.1 is a
particular version (for simply connected polyhedra, i.e. of genus 0) of the
general relation

n− e + f = 2− 2g (5.1)

where n = number of vertices, e = number of edges, f = number of faces,
and g = geometric genus.

Solving out Equation 5.1 for g, we get

g =
2− n + e− f

2
(5.2)
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We would like a genus of 0 for the Bunny, since we do not filter out
the holes found in the bottom. The results are shown in Table 5.5 and
Figure 5.15.

Figure 5.15: Effect of varying parameters h (top, for values 2, 5, 14) and a
(bottom, for values 2, 7, 15); the thick red edges are not part of any face

Dependence on h

To determine the dependence on h, we fixed the threshold a at 7 and var-
ied h. As expected, for small values, we obtain a large number of faces, and
a smaller percentage thereof are triangles. As we increase this parameter,
there are less faces and the bunny is less faithfully represented; although we
use triangles mostly, they are too large. Best results for the genus number
are obtained with a medium value for h, while small or large values tend to
lead to more edges in the graph not belonging to any face.

Dependence on a

This time we fixed h at 4 and varied a. A small value yields a denser
combinatorial Delaunay map, with a higher percentage of triangles, but the
genus number is extremely large. Increasing the value causes a drastic drop
in the proportion of triangles, while the genus number reaches more normal
values; the face size does not grow, since this is not influenced by a. As in
the previous case, a middle value for a gives the best results qualitatively.
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h faces triangles genus a faces triangles genus
2 6456 65.6% 17.5 2 1716 99.3% 88
3 3159 92.1% 4.5 3 1711 99.6% 50
4 1634 95.4% 0 6 1674 97.8% 2.5
5 976 95.3% 0 7 1634 95.4% 0
7 456 96.9% 1.5 11 1403 80.0% 0

14 93 97.8% 0.5 15 1098 55.8% 2
15 79 98.7% 0 20 441 15.4% 9

Table 5.5: Dependence on h and a

In conclusion, the most crucial parameter for our algorithm is h which
essentially determines the ‘coarseness’ of the subsample S. According to the
preceding theory, h must be chosen very large to guarantee sufficient density
of CDM(S); of course this comes at the cost of a very coarse subsample S
(see Figure 5.15, top right). A too large h might ‘smooth out’ important
details of the model. A too small choice of h, on the other hand, even in
practice allows only for very few certified adjacencies (see Figure 5.15, top
left). This results in larger faces. In our experiments, a value of h = 5 has
proven to perform very well in practice, see Figure 5.15, top center.

We want to emphasize the fact that using Euler’s formula we have actu-
ally verified the correct genus of our computed reconstruction. For too large
values of h (see Table 5.5) the reconstruction does not exhibit the correct
genus.

5.4 Examples

We reproduce here some snapshots obtained with the implementation of our
algorithm.
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Figure 5.16: Skeleton hand. On top, full view: we can observe that the
phalanges are correctly individualized, as well as the wrist. At the bottom,
closeup on the metacarpi: the wholes in between are visible; the algorithm
detects the narrow spaces between the bones.
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Figure 5.17: Turbine blade. It is the largest model tested, with almost
900,000 sample points. On the left, full view of the model; at its right edge,
we can observe the ragged structure, and on the lower part the reconstructed
curved areas. On top right, the long sharp edge has been correctly discov-
ered; we can also notice better the concavity of the blade. On bottom right,
closeup on the lower side of the model, where a screw hole pierces through
the blade from one side to the other (in far view there is another part of the
device).
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Figure 5.18: Happy Buddha. One of the most difficult models because
of its curved features: the face, the hand-supported object, the necklace,
and especially the folded outfit embellished with religious symbols. This
causes sharp transitions, holes and concave regions. On top right, closeup
on discovered openings in the cape. On bottom right, details of the underside
of the small round three-legged seat on which Buddha stands; its rims were
correctly emphasized, as well as the decorative embossed rings just above
the seat legs.
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Figure 5.19: Dragon. On top, full view of the model. The spurs on front
and back legs are visible, as well as the front claws grasped on a ball. On the
mouth top, problems appear because of the small bridges in the scanning.
On bottom, a closeup of the scale ridge on the back; we can notice that the
individual scales are clearly delimited.
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Figure 5.20: Stanford Bunny. It is one of the classic benchmark models
for geometric algorithms. The main features are correctly detected, includ-
ing paws, snout, and ears. On bottom, a closeup on the carved ears; their
concavity can be noticed (dots represent the original sample points)
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Chapter 6

Conclusions and Future
Work

We proposed a new approach for reconstructing a 2-manifold from a point
sample in R3. Compared to previous algorithms, our approach is novel in
that it throws away geometry information early on in the reconstruction
process and mainly operates combinatorially on a graph structure.

Furthermore, our algorithm is very conservative in creating adjacencies
between samples in the vicinity of slivers, still we could prove that the
resulting reconstruction faithfully resembles the original 2-manifold. We
have formally proved that the resulting reconstruction faithfully resembles
the original surface. While the theoretical proof requires an extremely high
sampling density, our prototype implementation of the approach produced
good results on typical sample sets.

In order to test the practical suitability of our algorithm, we have im-
plemented it in C++, using OpenGL for rendering and Qt 4 for the graphical
user interface. For testing, we used several publicly available data models,
obtained mainly by laser scanning of physical objects. We obtained good
results both to what concerns the quality of the resulting reconstruction,
and also in terms of running times and memory consumption.

Theoretically, our approach has the potential to work for reconstruct-
ing 2-manifolds even in higher dimensions; it does not extend to non-2-
manifolds, though, as the “planarity property” of a graph that our algorithm
crucially depends upon, does not have an equivalent for non-2-manifolds.

On the practical side, we intend to complete our implementation and
incorporate the pruned sample points into the reconstruction via weighted
Delaunay triangulations. In the future, it might also be interesting to apply
our algorithm to massive datasets; the inherently local computation and
decision making exhibits nice locality properties which might be of use both
in a parallel computing as well as in an external memory scenario.

On large datasets, it might also be beneficial that large parts of the com-
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putation can be performed in a purely combinatorial manner, in particular
without the need to worry about exact (but expensive) arithmetic for the
predicate evaluations.
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