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Abstract

Information retrieval and feedback in XML are rather new fields for
researchers; natural questions arise, such as: how good are the feedback
algorithms in XML IR? Can they be evaluated with standard evaluation
tools? Even though some evaluation methods have been proposed in the
literature, it is still not clear yet which of them are applicable in the context
of XML IR, and which metrics they can be combined with to assess the
quality of XML retrieval algorithms that use feedback.

We propose a solution for fairly evaluating the performance of the XML
search engines that use feedback for improving the query results. Compared
to previous approaches, we aim at removing the effect of the results for which
the system has knowledge about their the relevance, and at measuring the
improvement on unseen relevant elements.

We implemented our proposed evaluation methodologies by extending a
standard evaluation tool with a module capable of assessing feedback algo-
rithms for a specific set of metrics. We performed multiple tests on runs
from both INEX 2005 and INEX 2006, covering two different XML docu-
ment collections.

The performance of the assessed feedback algorithms did not reach the
theoretical optimal values either for the proposed evaluation methodologies,
or for the used metrics. The analysis of the results shows that, although
the six evaluation techniques provide good improvement figures, none of
them can be declared the absolute winner. Despite the lack of a definitive
conclusion, our findings provide a better understanding on the quality of
feedback algorithms.
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Chapter 1

Introduction

1.1 Motivation

XML has seen increasing importance recently to represent large amounts
of semistructured or textual information in digital libraries, intranets, and
the Web, thus information retrieval on XML data is becoming more and
more important. XML Information Retrieval (IR) exploits also the struc-
tural information in documents. The XML search engines retrieve not only
whole documents, but also XML elements and employ the ranked retrieval
paradigm for producing relevance-ordered result lists, rather than merely
using XPath or XQuery for boolean retrieval.

As known from the substantial work in the IR field, relevance feedback
provided by the user that drives automatic query refinement or expansion
can often lead to improved search result quality (e.g. precision or recall).
Many issues that arise specifically in the XML relevance feedback context,
and cannot be simply addressed by straightforward use of traditional IR
techniques, have been tackled by the researchers in the area.

Information retrieval and feedback in XML are rather new fields for re-
searchers, and some of the legitimate questions that arise are: how good are
the feedback algorithms in XML IR? Can they be evaluated with standard
evaluation tools?

The answer to the latter question seems to be negative, because, unlike
regular search algorithms, these tools have knowledge about the ‘relevant
data’ and moreover, it might be possible that they use this information
incorrectly in producing better results for a query. This way, the standard
evaluation tools would classify these algorithms as very good, since their
output is biased toward relevant results.

1



2 CHAPTER 1. INTRODUCTION

1.2 Goals

The lack of measurements for the quality of feedback algorithms in XML
context motivated us to investigate new methods to evaluate and compare
them. Even though some evaluation methods have been proposed in the
literature, it is not clear yet which of them are applicable in the context of
XML IR, and with which metrics they can be combined to assess the quality
of XML retrieval algorithms that use feedback.

One important target of our work is to avoid the evaluation of data for
which feedback was provided. To this end, we will apply different ‘filters’ on
the results of a search engine with feedback and only afterward evaluate the
results. This way we try to isolate the XML elements for which the system
knows the relevance. The so-called filters are the evaluation methodologies,
and are an extension for XML IR of methods used for measuring the feedback
effect.

We try to analyze these evaluation methods and combine them with
different metrics within an evaluation tool capable of assessing the class
of feedback algorithms. The tool will perform several measurements over
the results produced with feedback: performance per metric, absolute and
relative improvement over the initial results.

We intend to investigate the proposed metrics in order to determine the
optimal result for each of them. We will also analyze the best output per
method and assay which of the evaluation methods would be the best for the
XML feedback evaluation, as well as to which extent the feedback algorithms
come close to the theoretical optimal values, both related to the metrics and
to the proposed evaluation methodologies.

Outline

The remainder of this thesis is organized as follows:

Chapter 2 presents necessary notions for the understanding of the follow-
ing discussion.

Chapter 3 gives an overview of the most important contributions to this
area.

Chapter 4 exposes our proposed solution.

Chapter 5 presents the way we implemented of our approach.

Chapter 6 talks about the experiments we have conducted, as well as
about the results obtained.

Chapter 7 contains some conclusions and directions of future work.



Chapter 2

Background

2.1 XML Information Retrieval

The eXtensible Markup Language (XML) is a standard for data represen-
tation and exchange on the Internet. It is expected to become an universal
format for data exchange on the Web and thus in the future we will probably
find vast amounts of documents in XML format on the Web. That is why
it became crucial to address the question of how large collections of XML
documents can be sorted and searched efficiently and effectively [CMS00].

Content-oriented XML retrieval is an area of information retrieval re-
search that has been receiving increasing interest due to the widespread use
of XML. The continuous growth in XML data sources leads to increasing
efforts in the development of XML IR systems. These systems aim to con-
trol the enriched source of syntactic and semantic information provided by
XML markup.

Current work in XML IR focuses on exploiting the available structural
information in documents to implement a more focused retrieval strategy
and return document components, the so-called XML elements – instead of
complete documents – in response to a user’s query. This focused retrieval
approach is of particular benefit for collections containing long documents
or documents covering a wide variety of topics (e.g. books, user manuals,
legal documents, etc.), where the users’ effort to locate relevant content can
be reduced by directing them to the most relevant parts of the documents.
For example, in response to a user query on a collection of scientific articles
marked-up in XML, an XML IR system may return a mixture of paragraph,
section, article elements, that have been estimated to appropriately answer
the user’s query. This focused retrieval paradigm suggests that an XML
retrieval system should also determine the appropriate level of granularity
to be returned to the user, in addition to finding relevant information in the
XML documents. Moreover, the relevance of a retrieved component depends
on meeting both content and structural conditions [INEb].

3



4 CHAPTER 2. BACKGROUND

In Figure 2.1 we give a short example of an XML document, which is
naturally represented by a tree.

Figure 2.1: XML structure example

If the result of a query is “For small collections...”, then the retrieved
XML element is the subsection having this content, and Figure 2.2 shows
the path to such an element. This path can be used in formulating the query
or by the XML search engine in order to find this element.

Figure 2.2: Example of a retrieved XML element

XML documents can be seen as a collection of text documents with
additional tags and relations between these tags. IR techniques have tra-
ditionally been applied to search large sets of textual data and should thus
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be extended to encode the structure and semantics inherent in XML docu-
ments. Putting together IR and XML search techniques makes possible more
sophisticated search on both the structure and the content of documents.

An interesting information retrieval approach to XML search and re-
trieval is described by Carmel et al. in [CMM+03]. They state that one
should be able to search XML collections via objects of the same nature,
namely pieces of XML documents or ‘XML Fragments’. One key element of
this work is to avoid defining yet another complex XML query language but
rather to represent users’ needs as XML fragments. The authors argue that
since information needs can rarely be perfectly expressed, they should be
represented in a flexible manner that leaves room for approximate match-
ing. Consider for instance the following need “books about search”. This
need could be fully specified and expressed as the following XML fragment:

<book>search</book>

The more specific need “books having a title about search” could be
represented as an XML fragment such as:

<book>
<title>search</title>
</book>

The semantics of these queries is simply to find documents that contain
this fragment of XML. The results of such a query would look like:

<book>
<volume value = 3/>
<year>1973</year>
<edition value=2/>
<title>Sorting and Searching</title>
<author>Donald E. Knuth</author>
...
<chapter number=5>
<title>Sorting</title>
...
</chapter>
<chapter number=6>
<title>Searching</title>
...
</chapter>
</book>
<book>
<volume value = 4/>
<year>1973</year>
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<edition value=2/>
<title>Combinatorial Algorithms</title>
<author>Donald E. Knuth</author>
<chapter number=7>
<title>Combinatorial Searching</title>
...
</chapter>
<chapter number=68>
<title>Recursion</title>
...
</chapter>
</book>

The authors do not claim that users should directly express their queries
in an XML Fragment style. But still XML Fragments require some approx-
imate knowledge of the DTD/Schema used in the XML collection that is
being searched. Also, many applications would probably still need to pro-
vide interface artifacts to assist users expressing the structured part of their
needs, such as the exact tag names.

Another approach for XML query formulation, called NEXI, was pro-
posed by an INEX (see Section 2.3) working group [TS04]. The NEXI query
language corresponds to XPath [CD99] restricted to the descendants-or-
self and self axis and extended by an IR-style about predicate to specify
conditions that relevant elements should fulfill. The most significant diver-
sion from XPath is semantics: whereas in XPath the semantics are defined,
in NEXI the retrieval engine must deduce the semantics from some kind of
“soft” semantics defined for the query. Some short examples of queries in
NEXI format:

1. +"face recognition" approach

In this case, the returned relevant elements/documents should contain
the phrase ‘face recognition’ and the user also anticipates that the
word ‘approach’ will help the retrieval system find the wanted results.

2. //sec[about(., mobile electronic payment system)]

The response to this query should return <sec> tags where the <sec>
tag mentions mobile electronic payment systems.

We presented the two above mentioned approaches to XML retrieval
in order to give an idea about how XML search can be performed. There
are many other ways, but the main idea is that with XML IR the structural
information can be exploited and users can benefit from more focused search
results.
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2.2 Relevance feedback

The relevance feedback (RF) is the process in which users mark documents
as relevant to their needs and present this information to the IR system.
The system can then use this information quantitatively – retrieving more
documents like the relevant documents – and qualitatively – retrieving doc-
uments similar to the relevant ones before retrieving other (non-relevant)
documents.

The process of RF is usually presented as a cycle of activity (see Fig-
ure 2.3):

• The user sends a query to an XML search engine (step 1).

• The initial results of the query are presented to the user (step 2) who
gives positive or negative feedback to some of the results (step 3).

• This feedback is sent together with the query and its initial results to
the feedback framework (steps 3, 4).

• Using the previously mentioned information, an expanded query is
constructed and sent back to the engine (step 5) which evaluates it
and presents the results to the user (step 6). This process is known as
an iteration of RF.

• The user may now again submit feedback for some of the new results,
triggering another feedback cycle.

Figure 2.3: Example of architecture of a feedback engine
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2.2.1 Relevance Feedback in Text-based IR

Ruthven and Lalmas give in [RL03] a comprehensive outline about rele-
vance feedback for unstructured data. We briefly describe here the basic
approaches to RF for the four main models of retrieval:

• Boolean model: Harman [Har92] suggests two possible methods for
implementing RF on Boolean systems. The first is to present the user
with a list of possible new query terms. These can be chosen, for
example, by the term distribution in the relevant documents. This
means selecting those terms that appear more often in the relevant
than non-relevant documents and which would be useful to include in
a new query.

The second approach is for the system to automatically modify Boolean
queries. An example of the latter type of query modification can be
found in the system proposed by Khoo and Poo [KP94], which is in-
tended to automatically modify both the terms and the Boolean con-
nectives of queries based on the documents marked relevant by a user.

• Vector-space model: Rocchio defines in [Roc71] the problem of re-
trieval as that of defining an optimal query: one that maximizes the
difference between the average vector of the relevant documents and
the average vector of the non-relevant documents.

It may not always be possible for a user to submit such an optimal
query, so RF is required to bring the query vector closer to the mean
of the relevant documents, and further from the mean of the non-
relevant documents. This is accomplished by the addition of query
terms and by the re-weighting of query terms to reflect their utility in
discriminating relevant from non-relevant documents.

Rocchio’s original formula for defining a new query vector in the vector
space model is

Q1 = Q0 +
1
n1

n1∑
i=1

Ri −
1
n2

n2∑
i=1

Si (2.1)

where Q0 = initial query vector, Q1 = new query vector, n1 = number
of relevant documents, n2 = number of non-relevant documents, Ri =
vector for the ith relevant document and Si = vector for the ith non-
relevant document

The new query vector is the original query vector plus the terms that
best differentiate the relevant documents from the non-relevant docu-
ments. A modified query contains new terms (from the relevant docu-
ments) and has new weights attached to the query terms. If the weight
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of a query term drops to zero or below, it is removed from the query.
This formula is capable of being constrained further, e.g. by weighting
the original query vector so that the original query terms contribute
more to the modified query than the new query terms or by varying
the amount of feedback considered.

Ide [Ide71] extended Rocchio’s relevance feedback experiments, exam-
ining different aspects of RF, such as only using relevant documents
for feedback, varying the number of documents used for RF, and us-
ing non-relevant documents. She found that using only relevant docu-
ments for feedback or varying the number of documents used at each
iteration of feedback gave inconclusive or poor results. One of her
strategies was a variation of Rocchio’s original formula, using only
the first non-relevant document found, S1. Although this technique,
known as the Ide-dec-hi formula, did not improve results greatly, it was
more consistent than Rocchio’s formula, improving the performance of
more queries. Equation 2.2 shows the Ide-dec-hi formula for modifying
a query based on relevance information:

Q1 = Q0 +
1
n1

nr∑
i=1

Ri − S1 (2.2)

where Q0 = initial query vector, Q1 = new query vector, nr = number
of relevant documents, Ri = vector for the ith relevant document, S1

= vector for the first non-relevant document

A common modification to the vector space RF formulas, given in [IS71],
is to weight the relative contribution of the original query, relevant and
non-relevant documents to the RF process. In Equation 2.3, α, β and
γ values specify the degree of effect of each component on RF:

Q1 = α ·Q0 +
β

n1

n1∑
i=1

Ri −
γ

n2

n2∑
i=1

Si (2.3)

• Probabilistic model: Robertson and Sparck Jones used in [RJ76]
four term weighting schemes to carry out some experiments.

One of the weighting functions, F4, is given by

wxi = log
Pq(xi|rel)/Pq(xi|rel)
Pq(xi|rel)/Pq(xi|rel)

(2.4)

and calculates weights for terms, based on their distribution in the
relevant and non-relevant documents. The probabilistic model is then
a retrieval model that is specifically designed for RF. At the start of
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a search, of course, there is no relevance information to estimate the
probabilities in Equation 2.4. One standard solution to this problem
is to use a weighting function that does not depend on relevance infor-
mation, such as idf . After an initial ranking of documents and relevant
information has been obtained, a function such as F4 can be used to
provide improved term weights.

The weighting methods themselves are based on a contingency table
(see Table 2.1) which converts the probability values into values that
can be calculated from term occurrence information.

rel rel
xi = 1 r n− r n
xi = 0 R− r N − n−R + r N − n

R N −R

Table 2.1: Contingency table to calculate term weights, where r = the num-
ber of relevant documents containing term xi, n = the number of documents
containing term xi, R = the number of relevant documents for query q, N
= the number of documents in the collection

The probability of relevance of a document was measured as the sum
of the term weights of the query terms in the document. By noting
that Pq(xi|rel) = 1 − Pq(xi|rel) and Pq(xi|rel) = 1 − Pq(xi|rel), the
term weighting function based on term’s distribution in relevant and
non-relevant documents in Equation 2.4, was rewritten as

wxi = log
pi(1− qi)
qi(1− pi)

(2.5)

where: wxi = the weight of term xi, pi = Pq(xi|rel) – the proba-
bility of observing term xi in relevant documents for query q, and
qi = Pq(xi|rel) – the probability of observing term xi in non-relevant
documents for query q.

The function in Equation 2.5 was examined as a basis for ranking terms
for query expansion. Robertson argued that the degree to which a term
indicates relevant material (matching) is not necessarily related to how
well a term will improve retrieval effectiveness if added to a query
(term selection). For term selection, Robertson proposed the formula
in Equation 2.6, which provides a better estimate for how much a term
will increase the effectiveness of a search. Terms should be chosen for
expansion based on the value shown in Equation 2.6 rather than the
weight w from Equation 2.5. Equation 2.6 incorporates the weight
w of a term but also takes into account the difference between the
relevant and non-relevant distributions based on i.
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The formula for ranking expansion terms based on term t’s distribution
in relevant and non-relevant documents is

ai = wi(pi − qi) (2.6)

where ai = the value of term i for query expansion, wi = weight of
term i given by Equation 2.5, pi = Pq(xi|rel) and qi = Pq(xi|rel). The
formula in Equation 2.6, with the appropriate substitutions for pi and
qi becomes the term ranking function in Equation 2.7.

ai = log
ri(R− ri)

(ni − ri)(N − ni −R + ri)
·
(

ri

R
− ni − ri

N −R

)
(2.7)

where ri = the number of relevant documents containing term i, ni

= the number of documents containing term i, R = the number of
relevant documents for query q, N = the number of documents in the
collection.

• Logical model: RF has, so far, not been a major concern of existing
logical models but it is possible to imagine several approaches to the
problem. These are described based on the following example of a
concept given in [Seb94] which shows the class of documents appear-
ing in the proceedings of SIGIR93, whose author is a member of the
institution IEI-CNR and which deal with logic (bold type indicates
features of the representation language):

(and paper
(func appears-in (sing SIGIR93))
(all author (func affiliation (sing IEI-CNR)))
(c-some deals-with logic))

– content modification. This approach is the most similar to that
taken by the statistical RF models described previously. Here,
the content of the query is modified, e.g. by adding or deleting
terms, or perhaps by altering connectives. In the above example
one could refine the query to retrieve only those papers that deal
with modal logic. This would retrieve only concepts that specifi-
cally mentioned modal logic rather than the more general concept
logic:
(and paper

(func appears-in (sing SIGIR93))
(all author (func affiliation (sing IEI-CNR)))
(c-some deals-with modal logic))
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– personalization of concepts. In addition to modifying the content
of the query, one could incorporate personalized thesaural knowl-
edge. In the previous example, the term logic need not refer to
a single term but could refer to a class of terms, e.g. modal logic,
conceptual graphs, cumulative logic, etc. This knowledge can be
used as default values in retrieval but one could tailor this infor-
mation to individual users based on feedback information. That
is, the system automatically learns important synonymous con-
cepts for individual users.

– uncertainty modeling. Logical concepts and rules reflecting the-
saural knowledge are often associated with uncertainty values
such as probabilities to reflect the importance of concepts or
strength of relationship between concepts. These values can be
changed in a similar fashion to the vector-space or probabilistic
models to reflect important concepts in a search or the strength
of association between concepts. Based on the example concept
where the query was extended to regard modal logic, one could
change, for example, the query to treat the author’s affiliation as
more important than the topic of the paper.

– rule modification or refinement. In this case, the information
given by analyzing the relevant documents is not only used to
expand the query as in traditional feedback, but also to modify
the rules of the system.

2.2.2 Relevance Feedback in XML IR

The quality of the retrieval can be significantly improved by taking into con-
sideration the relevance information given by the user. The early feedback
engines for XML retrieval used the content of elements marked as relevant or
non-relevant in order to generate an expanded keyword query, an approach
inspired by text-based IR, but completely ignoring the semistructured na-
ture of XML. Schenkel and Theobald make in [ST06b] the important step
from content-based to structural feedback. They present two independent
approaches to exploit the structure of XML with relevance feedback:

• Using the feedback approach by Rocchio [Roc71], they create new
content and structural features that are used to rerank the results of
a keyword-based engine, enabling structural feedback for engines that
support only keyword-based queries.

They aim at identifying documents that contain relevant elements and
paths of relevant elements, in addition to standard content-based query
expansion. First the results for a keyword query with an existing
keyword-based engine are computed and then the user is asked for
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relevance feedback. Based on the user input, they compute certain
classes of features from elements with relevance feedback and select
those that best discriminate relevant from non-relevant results. Us-
ing these features, they compute additional scores for element-feature
matches for all remaining elements and rerank them by their combined
score. This approach allows to evaluate certain classes of structural
constraints with engines that support only keyword-based queries.

• They extend the feedback approach by Robertson and Sparck Jones
[RJ76] to expand a keyword-based query into a possibly complex con-
tent-and-structure query that specifies new constraints on the struc-
ture of results, in addition to “standard” content-based query expan-
sion. The resulting expanded query has weighted structural and con-
tent constraints and can be fed into a full-fledged XML search engine
like TopX [TSW05] Search Engine.

Keyword-based queries are the best way to pose queries without knowl-
edge of the underlying schema of the data, but they cannot exploit the
structure of documents. As an example, consider the keyword query

+brain research +"differential geometry"

asking for applications of differential geometry in brain research. In
relevant results, ‘brain research’ is usually the topic of the whole arti-
cle, while ‘differential geometry’ is typically the topic of a section. A
query with constraints on both content and structure would probably
yield a lot more relevant results, but it is impossible to formulate a
query like the following without knowledge of the underlying schema:

//article[about(.,brain research)]//sec[
about(.,differential geometry)]

The authors studied the content-and-structure queries from INEX (see
Section 2.3) to find patterns that are regularly used in such queries to
describe relevant elements, in addition to content conditions on the
result element. A canonical example for such a query is the following:

//article[about(.,"RDF") and about(//bib,"W3C")]//sec[
about(.,"query")and about(//par,"performance")]

This is a content-and-structure version of the simpler keyword query
‘RDF W3C query performance’. In contrast to the keyword query,
the structured query specifies a tag (or, more generally, a set of tags)
that relevant elements should have (‘I am interested in sections about
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‘query’ ’). Additionally, this query contains constraints on the con-
tent of descendants of relevant elements (‘sections with a paragraph
about ‘performance’ ’), the content of ancestors (‘sections in articles
about ‘RDF’ ’), and the content of descendants of ancestors (‘sections
in articles that cite a paper from the ‘W3C’ ’). As such a content-
and-structure query specifies much more precisely the conditions that
relevant elements must satisfy, it can be expected that a search engine
will return more relevant results for a content-and-structure query than
for the keyword query, provided that the content-and-structure query
correctly captures the same information need as the keyword query.

The feedback framework proposed in [ST06b] aims at generating a
content-and-structure query from a keyword query, exploiting rele-
vance feedback provided by a user for some results of the keyword
query.

2.3 Evaluating retrieval effectiveness

Lalmas and Tombros [LT07] show that the predominant approach to eval-
uate system retrieval effectiveness is with the use of test collections con-
structed specifically for that purpose. A test collection usually consists of a
set of documents, user requests usually referred to as topics, and relevance
assessments which specify the set of “right answers” for the user requests
(see Figure 2.4).

Figure 2.4: Test collection

There have been several large-scale evaluation projects, which resulted
in established IR test collections and evaluation methodologies [VH01].

Traditional IR test collections and methodology, however, cannot be di-
rectly applied to the evaluation of content-oriented XML retrieval as they
do not consider structure [GFLK06]. This is because they focus mainly on
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the evaluation of IR systems that treat documents as independent and well-
distinguishable separate units of approximately equal size. Since content-
oriented XML retrieval allows for document components to be retrieved,
multiple elements from the same document can hardly be viewed as inde-
pendent units. When allowing for the retrieval of arbitrary elements, we
must also consider the overlap of elements; e.g. retrieving a complete sec-
tion consisting of several paragraphs as one element and then a paragraph
within the section as a second element. This means that retrieved elements
cannot always be regarded as separate units.

The evaluation of XML retrieval systems makes it necessary to build
test collections where the evaluation paradigms are provided according to
criteria that take into account the imposed structural aspects. The INitiative
for the Evaluation of XML retrieval (INEX), which was set up in 2002,
established an infrastructure and provided means, in the form of large test
collections and appropriate scoring methods, for evaluating how effective
content-oriented XML search systems are.

In traditional IR test collections, documents are considered as units of
unstructured text, queries are generally treated as bags of terms or phrases,
and relevance assessments provide judgments whether a document as a whole
is relevant to a query or not. XML documents organize their content into
smaller, nested structural elements representing retrievable units. In addi-
tion, with the use of XML query languages, users of an XML IR system can
express their information need as a combination of content and structural
conditions, e.g. users can restrict their search to specific structural elements
within the collection, that is why the relevance assessments for an XML
collection must also consider the structural nature of the documents and
provide assessments at different levels of the document hierarchy.

Up to 2004, the INEX collection consisted of 12,107 articles, marked-up
in XML, from 12 magazines and 6 transactions of the IEEE Computer So-
ciety’s publications, covering the period of 1995–2002, and totaling 494 MB
in size, and 8 million in number of elements. On average, an article contains
1,532 XML nodes, where the average depth of the node is 6.9. In 2005, the
collection was extended with further publications from the IEEE Computer
Society. A total of 4,712 new articles from the period of 2002–2004 were
added, giving a total of 16,819 articles, and totaling 764 MB in size and 11
million in number of elements.

INEX 2006 used a different document collection, made from English
documents from Wikipedia [DG06]. The collection consists of the full-texts,
marked-up in XML, of 659,388 articles of the Wikipedia project, and totaling
more than 60 GB (4.6 GB without images) and 30 million in number of
elements. The collection has a structure similar to the IEEE collection. On
average, an article contains 161.35 XML nodes, where the average depth of
an element is 6.72.

Evaluating retrieval effectiveness is typically done by using test collec-
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tions assembled specifically for evaluating particular retrieval tasks. The
main retrieval task to be performed in INEX is the ad-hoc retrieval of XML
documents. In information retrieval literature, ad-hoc retrieval is described
as a simulation of how a library might be used, and it involves the searching
of a static set of documents using a new set of topics. While the principle
is the same, the difference for INEX is that the library consists of XML
documents, the queries may contain both content and structural conditions
and, in response to a query, arbitrary XML elements may be retrieved from
the library. Within the main ad-hoc retrieval task in INEX 2005, three sub-
tasks were identified depending on how structural constraints are expressed
in queries:

1. In the Content-Only (CO) sub-task, queries ignore the document struc-
ture and contain only content-related conditions.

2. An extension of the CO sub-task that includes structural hints is the
+S sub-task, where a user may decide to add structural hints to his
query to narrow down the number of returned elements resulting from
a CO query.

3. In the Content and Structure (CAS) sub-task, structural constraints
are explicitly stated in the query and they can refer both to where to
look for the relevant elements (i.e. support elements), and what type
of elements to return (i.e. target elements). A structural constraint
can also be interpreted as strict (i.e. the structural requirements must
be followed strictly) or vague (i.e. the structural constraints are inter-
preted as hints and the main goal is to satisfy the overall information
need). Strict and vague interpretations can be applied to both sup-
port and target elements, giving a total of four strategies for the CAS
subtask.

Three different strategies were defined and used since INEX 2005, de-
pending on how is expected that a user wants the output of an XML retrieval
system, with regards to evaluation methodology for the ad-hoc track:

• Focused, where it is assumed that a user prefers a single element that
most exhaustively discusses the topic of the query (most exhaustive
element), while at the same time it is most specific only to that topic
(most specific element).

• Thorough, where it is considered that a user prefers all highly exhaus-
tive and specific elements

• Fetch and Browse – it is supposed that a user is interested in highly
exhaustive and specific elements that are contained only within highly
relevant articles. This task has been further divided in two parts:
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– All In Context – assume that the user is interested in highly
relevant elements that are contained only within highly relevant
articles.

– Best In Context – assumes that the user is interested in the best
entry points, one per article, of highly relevant articles

Other specific tasks/tracks were defined in addition to the main general
ad-hoc retrieval task:

1. Relevance feedback task - the aim of this track is to evaluate the
effectiveness of relevance feedback in the context of XML retrieval.

2. Natural query language processing task - its purpose is to pro-
mote the interaction among the fields of Natural Language Processing
and XML IR.

3. Heterogeneous collection track - it is intended to expand both the
number and the syntactic and semantic diversity of the collections to
be used.

4. Interactive track - investigates the behavior of users when interacting
with elements of XML documents, and also develops approaches for
element retrieval which are effective in user-based environments.

5. Document mining track - it deals with exploring algorithmic, theo-
retical and practical issues regarding the classification, clustering and
structure mapping of structured data.

6. Multimedia track - it focuses on using the structure of the document
to extract, relate, and combine the relevances of different multimedia
fragments.

2.4 INEX evaluation metrics and tools

Since its launch in 2002, INEX has been challenged by the issue of how
to measure an XML retrieval system’s effectiveness. The main complica-
tion comes from the necessity to consider the dependency between elements
when evaluating effectiveness. Unlike traditional IR, users in XML retrieval
have access to other, structurally related elements from returned result ele-
ments. They may hence locate additional relevant information by browsing
or scrolling. This motivates the need to consider so-called near-misses, which
are elements from where users can access relevant content, within the evalua-
tion. The alternative, to ignore near-misses, would lead to a strict evaluation
scenario, especially when dealing with fine-grained XML documents.

The effectiveness of most ad-hoc retrieval tasks is measured by the es-
tablished and widely used precision and recall metrics, or their variants.
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From 2002 to 2004, INEX used the inex eval metric [GK02], which applies
the measure of precall [RJB89] to XML elements. As for precision and re-
call, inex eval is based on a counting mechanism, i.e. based on number of
retrieved and relevant elements.

When using this family of measures, if we consider near-misses when
evaluating retrieval effectiveness, then systems that return overlapping el-
ements (e.g. both a paragraph and its enclosing section) will be evaluated
as more effective than those that do not return overlapping elements (e.g.
either the paragraph or its enclosing section). If both the paragraph and
its enclosing section are relevant, then this family of effectiveness measures
will count both these nested elements as separate relevant components that
increase the count of relevant and retrieved elements. Therefore, despite not
retrieving entirely new relevant information, systems that favor the retrieval
of overlapping components would receive higher effectiveness scores.

In order to address this problem, INEX adopted in 2005 a new set of
measures, called xCG , which are an extension of the Cumulative Gain (CG)
based measures [JK02].

The official INEX metrics for 2005–2006 are part of the xCGmetrics and
include the user-oriented measures of normalized extended cumulative gain
(nxCG) and the system-oriented effort-precision/gain-recall (ep/gr) mea-
sures [KL05]. They are not based on a counting mechanisms, but on cumu-
lative gains associated with returned results.

2.4.1 Precision-Recall (PR) and Mean Average Precision (MAP)

Precision-Recall is one of the most common evaluation measures used in the
context of assessing the retrieval effectiveness. We shortly present here the
two parts of the metric:

• Precision is measure of the ability of a system to present only relevant
items.

Precision =
number of relevant items retrieved

total number of items retrieved

• Recall is a measure of the ability of a system to present all relevant
items, defined as

Recall =
number of relevant items retrieved

number of relevant items in collection

Precision and recall are set-based measures. That is, they evaluate the
quality of an unordered set of retrieved documents. To evaluate ranked
lists, precision can be plotted against recall after each retrieved document.
To facilitate computing average performance over a set of topics, each with
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a different number of relevant documents, individual topic precision values
are interpolated to a set of standard recall levels (0 to 1 in increments of
0.1). The particular rule used to interpolate precision at a standard recall
level i is to use the maximum precision obtained for the topic for any actual
recall level greater than or equal to i.

One of the Precision-Recall based measures used at INEX is MAP. Ba-
sically, for each topic, the average precision over 100 recall points (0.01 to
1.00) is computed, then the macro average over these topic-wise averages is
considered.

2.4.2 Normalized xCG (nxCG)

This measure is defined as a vector of accumulated gain. Given a ranked list
of document components where the element IDs are replaced with their rel-
evance scores, the cumulated gain at rank i, denoted as xCG [i], is computed
as the sum of the relevance scores up to that rank:

xCG [i] =
i∑

j=1

xG[j]

For example, the ranking xGq =<3, 1, 0, 0, 1, 3, 2, 2, 0, 0> produces the
cumulated gain vector of xCG =<3, 4, 4, 4, 5, 8, 10, 12, 12, 12>.

For each query, an ideal gain vector, xI, can be derived by filling the rank
positions with the relevance scores of all documents in the recall-base (or as
in the case of the Focused strategy, with the relevance scores of all elements
in the ideal recall-base) in decreasing order of their degree of relevance. The
corresponding cumulated ideal gain vector is referred to as xCI. For our
toy example, the ideal gain vector may be xI =<3, 3, 3, 3, 2, 2, 2, 1, 1, 0, . . .>,
for which we obtain xCI =<3, 6, 9, 12, 14, 16, 18, 19, 20, 20, . . .>.

A retrieval run’s xCG vector can then be compared to this ideal ranking
by plotting both the actual and ideal cumulated gain functions against the
rank position. The normalized xCG (nxCG) measure is obtained by divid-
ing the xCG vectors of the retrieval runs by their corresponding ideal xCI
vectors:

nxCG [i] :=
xCG [i]
xCI[i]

For a given rank i, the value of nxCG [i] reflects the relative gain the
user accumulated up to that rank, compared to the gain he/she could have
attained if the system would have produced the optimum best ranking. For
any rank the normalized value of 1 represents ideal performance.

For our example gain vector xG , we obtain
nxCG =<1, 0.67, 0.44, 0.33, 0.36, 0.5, 0.56, 0.63, 0.6, 0.6>.
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Systems may be compared at various cutoff values, e.g. nxCG [1] or
nxCG [500]. In addition, nxCG [i] scores may be averaged up to a given rank
as:

MAnxCG [i] :=

i∑
j=1

nxCG [j]

i

For example, for our xG toy vector, MAnxCG [6] = 0.55.

2.4.3 Effort-precision (ep)

The cumulated gain based measures described so far provide a recall-oriented
view of effectiveness at fixed rank positions. In order to measure the amount
of effort required of the user to reach a given level of cumulated gain when
scanning a given ranking compared to an ideal ranking, effort-precision ep
is defined as:

ep[r] :=
iideal

irun

where iideal is the rank position at which the cumulated gain of r is reached
by the ideal curve and irun is the rank position at which the cumulated gain
of r is reached by the system run. A score of 1 reflects ideal performance,
i.e. when the user needs to spend the minimum necessary effort to reach a
given level of gain.

Effort-precision, ep, can be calculated at arbitrary gain-recall points,
where gain-recall is calculated as the cumulated gain value divided by the
total achievable cumulated gain [BGS+03]:

gr [i] :=
xCG [i]
xCI[n]

:=

i∑
j=1

xG [j]

n∑
j=1

xI[j]

where n is the total number of relevant documents. The meaning of effort-
precision at a given gain-recall value is the amount of relative effort (where
effort is measured in terms of number of visited ranks) that the user is
required to spend when scanning a systems result ranking compared to the
effort an ideal ranking would take in order to reach a given level of gain
relative to the total gain that can be obtained.

This method follows the same viewpoint as standard precision/recall,
where recall is the control variable and precision the dependent variable.
As with precision/recall, interpolation techniques are necessary to estimate
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effort-precision values at non-natural gain-recall points (e.g. when calculat-
ing effort-precision at standard recall points).

As with standard precision/recall, the uninterpolated mean average effort-
precision, denoted by MAep, is calculated by averaging the effort-precision
values measured at natural recall-point, i.e. whenever a relevant XML ele-
ment is found in the ranking. For non-retrieved relevant elements the score
of 0 is used. Note that calculating MAep still requires interpolation over the
ideal curve as natural recall points of a run may not coincide with natural
recall points of the ideal ranking.

An average over the interpolated effort-precision values at standard recall
points (i.e. [0.01, 0.02, . . . , 1]) is referred to as iMAep.

2.4.4 EvalJ

The INEX tool for evaluation of retrieval experiments is called EvalJ; this
package is written in Java and it implements the xCGmetrics. EvalJ contains
two software subpackages:

1. XCGEval, which evaluates runs with xCG

2. EvalJ, which evaluates submissions with PR (also known as inex-eval)
and other PR based metrics.

The output of XCGEval is the results of the chosen metrics, printed on
the standard output and also stored in a log file. Additional output includes
the .gnu and .dat files, and also .png graph files.

In order to evaluate runs with EvalJ, first the user must set the database,
then add the collection(s) and assessments. After the first evaluation round
performed with EvalJ, the full recall-base is computed based on the previ-
ously mentioned parameters. The term recall-base refers to the collection
of assessments within the test collection that forms the ground-truth for
the evaluation experiments. The software gives the possibility to evaluate
a run with different multiple options in a single execution, namely met-
rics, document cutoff values, quantization and overlap functions (for details
see [KL05]).

One example of using EvalJ are the results within the Relevance Feed-
back task at INEX 2006 (see Table 2.2). The metric used for evaluating runs
is ep/gr and the reported result is MAep (there are some other parameters
that are not of interest here).

As we can see, a set of runs were evaluated with ep/gr and ranked ac-
cording to MAep values. This is the point where the EvalJ reaches its limit:
it cannot measure the improvement of runs produced with feedback com-
pared to the runs produced without feedback. For this reason we decided
to extended this tool such that it can perform this kind of evaluation (see
Chapter 5 for details).
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MAep Affiliation RunId
0.0384 uhebrew COS Thorough OFF lm 0 1 0 1 0 8 2006 15 11 38
0.0382 uhebrew CO Thorough OFF lm 0 1 0 1 0 8 2006 18 08 02
0.0378 uhebrew COS Thorough OFF lm 0 1 0 1 0 8 2006 18 11 06
0.0372 qutau CO name T 11 31 Thorough
0.0372 uhebrew CO Thorough OFF lm 0 1 0 1 0 8 2006 14 11 03
0.0370 uhebrew COS Thorough OFF lm 0 1 0 1 0 8 2006 16 03 32
0.0349 uhebrew CO Thorough OFF lm 0 1 0 1 0 8 2006 13 09 11
0.0345 ibmhaifa CO no hrase no lus agerank 0 1 with keywords
0.0343 uamsterdam element lm clean titles
0.0330 qutau CO T 31 71 Thorough

Table 2.2: Example of ranked results for evaluation with ep/gr metric at
INEX 2006

2.5 Statistical tests

In practice, there are often situations when it is required to make a definite
decision with respect to an uncertain hypothesis, known only through its
observable consequences. A (statistical) hypothesis test, is a procedure to
state the alternative (for or against the hypothesis) which minimizes certain
risks. In literature several statistical tests are described, of which we present
here two that we chose to use for our experiments: Student’s t-test and
Wilcoxon signed-rank test.

2.5.1 Student’s t-test

A t-test is any statistical hypothesis test for two groups in which the test
statistic has a Student’s t-distribution if the null hypothesis is true.

One of the most frequently used t-tests is the test of the null hypothesis
that the means of two normally distributed populations are equal. Given
two data sets xi and yi, 1 ≤ i ≤ n, each characterized by its mean, standard
deviation and number of data points, we can use some kind of t-test to
determine whether the means are distinct, provided that the underlying
distributions can be assumed to be normal.

There are different versions of the t test depending on whether the two
samples are:

1. independent of each other, or

2. paired, so that each member of one sample has a unique relationship
with a particular member of the other sample.

The test works by comparing the statistic T of the test, given in Equa-
tion 2.8, with the value tα, where the percentile tα follows a Student’s dis-
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tribution with n− 1 degrees of freedom.

T =
χd

Sχd/
√

n
(2.8)

with χd =
1
n
·

n∑
i=1

χd
i

Sχd =

√√√√ 1
n− 1

·
n∑

i=1

(χd
i − χd)2

and χd
i = yi − xi

If the tα value that is calculated for the chosen statistical significance
level α (usually 0.01, 0.05 or 0.1) is above the statistic T (i.e. T < tα), then
the null hypothesis that the two groups do not differ is rejected in favor of
an alternative hypothesis, which typically states that the groups do differ.

The formulas above can be also used in another way: once the value
of T is determined, the probability p that the null hypothesis is true, i.e.
cannot be rejected, can be found by using a table of values for Student’s
t-distribution for a number of degrees of freedom equal to the number of
items minus 1. (In other words, we compute the cumulative t-distribution
function CDF (T ), i.e. the probability that a t-distributed random variable
is less than or equal to T .) We typically aim for p < 0.05 or p < 0.01, and
this is how we performed the tests in our experiments.

Example. We show how the t-test is performed on the data in Table 2.3.
Let us suppose that we have two runs, each consisting of 29 topics. Our null
hypothesis H0 will be that the first run is better or as good as the second
run, and we will try to reject it.

The mean of the differences χd
i between the corresponding values of

the two runs is χd = −0.01643, and Sχd =
√

(−0.01643)2/28 = 0.05052.
Substituting in Equation 2.8, we obtain the value for the statistic T =
−0.01643 ·

√
29/0.05052 = −1.7516. We set α = 0.01 and checking the

tables for Student’s distribution, we find that for n − 1 = 28 degrees of
freedom, t0.01 = −2.647. Since T > tα, we cannot reject the null hypothesis.

Using the other method, we can compute the cumulative t-distribution
function at T , and we obtain CDF28(−1.7516) = 0.9546. Since this value is
(much) larger than our set significance level α = 0.01, we cannot reject the
null hypothesis.

2.5.2 Wilcoxon signed-rank test

The Wilcoxon signed-rank test is a non-parametric alternative to the paired
Student’s t-test for the case of two related samples or repeated measurements
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Topic r1 r2 χd Topic r1 r2 χd

202 0.0167 0.0022 −0.0145 222 0.0236 0.0075 −0.0161
203 0.0487 0.0103 −0.0384 223 0.0537 0.0183 −0.0354
205 0.0759 0.1256 0.0497 227 0.0090 0.0039 −0.0052
206 0.0055 0.0027 −0.0028 228 0.2807 0.1482 −0.1325
207 0.0874 0.0782 −0.0093 229 0.0064 0.0896 0.0833
208 0.0059 0.0110 0.0051 230 0.0181 0.0069 −0.0112
209 0.1861 0.0397 −0.1464 232 0.0299 0.0046 −0.0254
210 0.0565 0.0260 −0.0305 233 0.0001 0.0049 0.0049
212 0.0109 0.0091 −0.0018 234 0.0418 0.0080 −0.0338
213 0.1913 0.1626 −0.0287 235 0.0540 0.0317 −0.0223
216 0.0129 0.0072 −0.0057 236 0.0388 0.1353 0.0965
217 0.0020 0.0455 0.0435 237 0.0293 0.0086 −0.0207
218 0.0749 0.0166 −0.0583 239 0.1867 0.1172 −0.0695
219 0.0012 0.0061 0.0049 241 0.0012 0.0040 0.0028
221 0.0672 0.0083 −0.0590

Table 2.3: MAep results for two baseline runs (r1, r2) and their differences
(χd = r2 − r1), same XML search engine, different retrieval strategies

on a single sample. Like the t-test, the Wilcoxon test involves comparisons of
differences between measurements, so it requires that the data are measured
at an interval level of measurement. However it does not require assumptions
about the form of the distribution of the measurements. It should therefore
be used whenever these assumptions cannot be made, and hence a t-test
cannot be performed.

It is often used to test difference scores of data collected before and af-
ter an experimental manipulation, in which case the central point would be
expected to be zero. Scores exactly equal to the central point are excluded
and the absolute values of the deviations from the central point of the re-
maining scores is ranked such that the smallest deviation has a rank of 1.
Tied scores are assigned a mean rank. The sums for the ranks of scores with
positive and negative deviations from the central point are then calculated
separately.

Technically, the test works by comparing the statistic S of the test, given
in Equation 2.9, with the value zα, where the percentile zα follows a standard



2.5. STATISTICAL TESTS 25

normal distribution N(0, 1).

S =

n∑
i=1

Ri√√√√ n∑
i=1

R2
i

(2.9)

with Ri = sign(χd
i ) · rank|χd

i |
and S ∼ N(0, 1)

The null hypothesis is rejected if S < zα (again, the significance level α
is taken usually 0.01, 0.05 or 0.1).

Similar to the Student’s t-test, once the value of S is determined, the
probability p that the null hypothesis is true, i.e. cannot be rejected, can be
found by using a table of values for the normal distribution (again, the test
aims for p < 0.05 or p < 0.01).

As the number of scores used, n, increases, the distribution of all possible
ranks S tends toward the normal distribution, so for an n greater than 10
this distribution is often used to calculate the probability p.

To exemplify, we use the same example set from Table 2.3, for which we
calculate some extra variables, as shown in Table 2.4. The null hypothesis
H0 is, again, that the first run is better or as good as the second run.

Topic |χd| Ri Topic |χd| Ri

212 0.0018 −1 213 0.0287 −16
206 0.0028 −2 210 0.0305 −17
241 0.0028 3 234 0.0338 −18
233 0.0049 4 223 0.0354 −19
219 0.0049 5 203 0.0384 −20
208 0.0051 6 217 0.0435 21
227 0.0052 −7 205 0.0497 22
216 0.0057 −8 218 0.0583 −23
207 0.0093 −9 221 0.0590 −24
230 0.0112 −10 239 0.0695 −25
202 0.0145 −11 229 0.0833 26
222 0.0161 −12 236 0.0965 27
237 0.0207 −13 228 0.1325 −28
235 0.0223 −14 209 0.1464 −29
232 0.0254 −15

Table 2.4: Topics MAep results sorted in descending order of their absolute
differences |χd|, same XML search engine, different retrieval strategies
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The topics are sorted in descending order of the absolute difference be-
tween corresponding values. If there are equal differences, their ranks are
averaged (we do not have this situation in our case). Then they are as-
signed the resulting rank multiplied by the sign of the difference r2 − r1

(denoted by Ri). Next, by using Equation 2.9 we can compute the statistic
S = −207/

√
2555 = −2.238. Looking up in the table for standard distribu-

tion, we find that z0.01 = 2.3263; since S > zα, the null hypothesis cannot
be rejected.

Alternatively, computing the cumulative distribution function (as we do
in our experiments) for S we obtain CDFN(0,1)(−2.238) = 0.9873. Since
this value is larger than our probability level α, we cannot reject the null
hypothesis that the first run is better than or as good as the second run.



Chapter 3

Related Work

3.1 The ranking and the feedback effect

The systems that have knowledge about the relevant results exhibit a com-
mon problem. Chang et al. [CCR71] demonstrated that evaluation of RF
algorithms in standard text IR systems poses certain difficulties to what
concerns recall and precision: given that RF attempts to improve recall and
precision by using information in marked relevant documents, it is usually
the case that one of the main effects of RF is to push the known relevant
documents to the top of the document ranking. This ranking effect will ar-
tificially improve recall-precision (RP) figures for the new document ranking
simply by re-ranking the known relevant documents.

In an RF setting, an algorithm will try to improve the results of the
original query either by expanding it or by results reranking. In the case
of an expanded query, this is again submitted to the search engine and a
new list of results is produced. Trying to optimize the results for the top,
an automatic method expands the query, while in the case of reranking, the
relevance feedback is used to rerank the results. At this point it is easy
to push up the relevant results, because the system has knowledge about
them and it can simply increase the score of the pertinent results. Thus, the
data used for training is present both at the input and at the output, which
results in an unfair use of the relevance feedback provided to the algorithm.

In consequence, we have to deal with the problem of the systems that
use unduly the feedback information, making it difficult to evaluate the
performance of such feedback algorithms. That is why we need a measure
of how good a RF technique is in improving the retrieval of unseen relevant
documents, the so-called feedback effect.

Chang investigated three alternatives for text IR, originally suggested
by Ide and briefly outlined here, to measure the effect of feedback on the
unseen relevant documents:

• Residual ranking. In this technique, the documents which are used

27
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in RF are removed from the collection before evaluation; this will
include the relevant and some non-relevant documents. After RF, the
RP figures are calculated on the remaining (residual) collection.

• Freezing. The method known as freezing is based on the rank position
of documents and comes in two forms: full freezing and modified freez-
ing. In full freezing the rank positions of the top n documents, the
ones used to modify the query, are frozen. The remaining documents
are re-ranked and RP figures are calculated over the whole ranking.
As the only documents to change rank position are those below n (the
ones used for RF), any change in RP happens as a result of the change
of rank position of the unseen relevant documents. Hence, there is no
ranking effect. In modified freezing, the rank positions are frozen at
the rank position of the last marked relevant document.

• Test and control groups. In this case the document collection is ran-
domly split into two collections – the test group and the control group.
Query modification is performed by RF on the test group and the new
query is then run against the control group. RP is performed only on
the control group, so there is no ranking effect. Successive queries can
be run against the control group to assess modified queries on what
can be regarded as a complete document collection, unlike the residual
ranking method. Unlike the freezing methods, all relevant documents
in the control group are free to move within the document ranking.
This means that recall-precision figures, before and after query modi-
fication, are directly comparable.

3.2 The quest for evaluation techniques

The problem described by Chang for text IR appears also in the XML con-
text, but in our case we deal with XML elements pushed at the top of the
feedback run.

Currently, evaluation of feedback runs for XML IR is a problem that
has not yet been solved in a satisfying way [ST06b]. The scientific com-
munity agreed that simply comparing the results of a run with feedback to
the baseline run (later referred to as plain) is unfair as the new run has
information about relevant elements and hence it is biased. So actually we
cannot consider the two runs as being directly comparable.

Until now, the INEX Relevance Feedback track has used two different
measures:

• In 2004, a variant of the residual collection technique (see Section 3.1)
was proposed [INEa]. Here, all XML elements with known relevance
must be removed from the collection before evaluation of the results
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with feedback takes place. This means that not only each element
used or observed in the RF process, but also all descendants of that
element must be removed from the collection (i.e. the residual col-
lection, against which the feedback query is evaluated, must contain
no descendant of that element), because elements are dependent (and
consequently the descendants might have known relevance), not inde-
pendent as the documents in text IR. All ancestors of that element
were retained in the residual collection.

• In 2005, the rank of results with known relevance was frozen, thus
assessing only the effect of re-ranking the results with unknown rel-
evance. This approach was labeled freezeTop, as usually the top-k
results were used for feedback and hence frozen.

The problem of evaluating feedback algorithms in XML IR was tackled
by the researchers in the area; among them, Schenkel and Theobald dealt
with the subject in several papers. We briefly outline here some of their
significant results to the work in this direction.

In [ST06a], they used the residual collection technique (see Section 4.1)
to assess the quality of their feedback algorithms, which use structural query
expansion. The measure of effectiveness was the mean average precision
(MAP) of a run (by first computing for each topic the average precision over
100 recall points, then taking the macro average over topic-wise averages);
they also measured precision@10 for each run. Their own search engine
(TopX) was used for all the experiments; TopX fully supports the evaluation
of content-and-structure queries with weighted content constraints.

For engine-based feedback, they assessed the quality of document-based
feedback with and without additional content-based feedback with their own
baseline run as input. Compared to the baseline (TopX run on residual
collection), their implementation yielded a relative gain of about 70% when
the relevance for at least top 8 elements was known; the combination of
content-based and document-based constraints gave the best results, with
an improvement of about 100%. The same combination performed best
for precision@10. The authors motivate this by pointing out that using only
document-based constraints increases the scores of all elements in a matched
document, therefore improving recall, rather than precision.

To what concerns path-based constraints, alone it produced an improve-
ment to precision@10, but only managed to push up MAP when it was used
in combination with the other two types of constraints.

Another approach, hybrid evaluation, assesses as much as possible of
the expanded query with the existing search engine, then separately the
remaining part of the query and combine the partial scores of each element.
For this approach, their results were similar: path-based feedback improved
the results of other methods used alone, while the best improvements were
observed for a combination of all feedback dimensions.
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In [ST06c], Schenkel and Theobald continued their analysis by measur-
ing MAP values with different combinations of candidate classes for query
expansion, and varying the number of top elements from the baseline that
provide relevance feedback. They find that the best results are obtained
with a combination of all classes (content, document, ancestors and descen-
dants), if at least ten elements are provided. Additionally, the candidates of
descendants class performed constantly better than those for content, while
candidates of classes ancestors and ancestors-descendants did not perform
too well when used alone.

In [ST06b], they evaluated six different approaches (plain, freezeTop
and various versions of residual collection techniques), on official and addi-
tional INEX 2005 runs. They used as measure nxCG [50] and ep/gr with var-
ious quantizations. For all evaluations of official runs, the new runs obtained
with reranking performed better (up to three times) than the runs submit-
ted by the other participants. The so-called naive runs (which boosted the
score for elements in documents that had at least one relevant element from
the feedback) also had improved with up to 196%.

In the same paper, they measured the improvement of unofficial runs over
a CO.Thorough baseline created from the 2005 CO topics. For reranking
queries, their improvement is quite small, a behavior partly attributed to
the small number of topics with relevant results in the top-k. Moreover, no
clear pattern about combining configurations and evaluation methods has
been observed. For structural constraints queries, the findings were similar,
with small improvements and no clear winner from the tested evaluation
combinations.

It is clear from the works cited here that the problem of evaluating
feedback algorithms for XML information retrieval is difficult and far from
being solved. Although different approaches have been attempted, there is
no clear and universally accepted solution. This evidence steered our interest
in investigating further methods to better measure the effectiveness of such
algorithms.



Chapter 4

Proposed Solution

4.1 Evaluation techniques

In an XML IR evaluation setting, we use a baseline run and a feedback run.
A run contains the results of the evaluation of all the topics with a search
engine, and the number of results per topic is usually limited.

At the beginning we have only the baseline run which constitutes the
input, the assessments and the feedback engine. Then there is a look-up
for top-n in the generated assessments, for evaluation purposes, and the
feedback run is generated (see Figure 4.1).

Figure 4.1: Evaluation of feedback algorithms: ranking effect

We focus on measuring the effectiveness of the XML IR systems that
use feedback. To avoid the evaluation of data used for training, we apply
different ‘filters’ on the results of a search engine with feedback and only
afterward evaluate the modified run. This way we try to isolate the XML
elements for which the system knows the relevance. The so-called filters are
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the evaluation methodologies, and are an extension for XML IR of the al-
ready mentioned methods for measuring the feedback effect. We can classify
our methodologies in two categories:

1. freezeTop. This evaluation methodology comes from standard text
IR and freezes the known results at the top of the run. Unfortunately,
this method is based on the assumption that the retrieved results are
independent, a condition that in XML retrieval is usually not true.
Thus, an XML element can be related to its ancestors and/or to its
descendants, and it cannot be stated at this point that freezeTop
performs correctly, since we cannot say that all the elements for which
the relevance is known are frozen.

2. Residual collection approach. This evaluation methodology is similar
to the text IR residual method, extended for XML IR issues. In-
stead of removing a whole document, this methodology concentrates
on smaller parts of a document and possibly on the related elements.
This approach spawns a variety of different evaluation techniques:

• resColl-result: removes results only (this is equivalent to the
residual method for document retrieval)

• resColl-desc: removes results and the descendants of the results
(elements)

• resColl-anc: removes results and the ancestors of the results

• resColl-path: removes results and both the descendants and
the ancestors

• resColl-doc: removes the whole document that contains results
with known relevance

We look now at an example with freezeTop. We begin with two runs
(see Figure 4.2): the baseline run and the run constructed with feedback.

The results that are blocked at the top of the feedback run (see Figure
4.3) are searched below this top and, if encountered again, removed. In the
end, the results are re-ranked (but the top n results are maintained as the
first n).

At this point we obtain comparable runs, and we can properly evaluate
the feedback run by using also the baseline run.

As we have already said, the freezeTop method stems from text IR
freezing methods, and might be not very helpful, as long as in XML IR we
deal with dependencies among the XML elements. For example, if we know
the relevance of a section of a document, this gives us a strong hint about the
relevance of the parent of our section, namely of the chapter containing it,
and also about the relevance of the subsections of the current section. This
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Figure 4.2: Baseline run and feedback run

Figure 4.3: Evaluation methodology freezeTop

is why we developed several evaluation methods that take into consideration
this fact; we coined them residual collection methods. Next we show how
our collection is filtered by applying these methods.

We start with the same two runs (see Figure 4.2): baseline and feedback
run.

In the resColl-res method, we look for the results for which we know
the relevance and we remove them from wherever they occur in the feedback
run (see Figure 4.4); in the end, we remove these results both from the
baseline run and from our full recall-base, and we can properly evaluate the
run produced with feedback.

In the resColl-desc method, we remove not only the known elements
themselves, but also the descendants of these elements (see Figure 4.5),
thus hoping that we remove all the other elements for which the relevance
is known, elements that are related to the known results.

The resColl-anc method works on the same principle as resColl-desc,
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Figure 4.4: Evaluation methodology resColl-res

Figure 4.5: Evaluation methodology resColl-desc

but it removes the ancestors (see Figure 4.6), considering that these are the
elements dependent on the known results.

Figure 4.6: Evaluation methodology resColl-anc

The resColl-path method is a combination of the three above men-
tioned methods, removing all the ancestors and the descendants of the re-
sults with known relevance from the feedback run (see Figure 4.7).
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Figure 4.7: Evaluation methodology resColl-path

For our toy example, resColl-doc looks the same as resColl-path,
as it removes the whole documents that contain the elements with known
relevance, thus ensuring that it removes all the elements that are related
with the ones for which the relevance is known. The tradeoff is, as already
mentioned, that it removes more information than needed.

In contrast with freezeTop method, we are more confident that we
remove all the results for which we know the relevance. This way we can
evaluate how good is an XML search engine that uses feedback, by checking
out how good are the results for which it did not have knowledge about
their relevance. In conclusion, we think that resColl-path would be the
most natural evaluation method for feedback-enhanced XML IR systems, as
it removes all the potentially relevant elements (result itself, ancestors and
descendants – see Figure 4.8).

Figure 4.8: Evaluation methodology resColl-path: all elements for which
the potential relevance is known
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4.2 Discussion

The advantage of residual collection methods is that they only consider the
effect of feedback on the unseen relevant elements. The main disadvantage
is that the feedback results are not comparable with the original ranking,
because the residual collection has fewer documents, and fewer relevant doc-
uments, than the original collection.

Our solution for the residual methods includes removing the elements for
which we know the relevance also from the baseline run, and only afterward
comparing the two rankings. A very important aspect is that we look at the
feedback run produced after only one round of feedback, when the collection
should not diminish significantly. Otherwise, after applying in each round
our evaluation methods, we isolate more and more elements, and in the
end there could be queries for which there are no relevant results, or the
runs become so small that they do not allow reliable conclusions (e.g. the
remaining topics are excessively significant or insignificant compared to the
initial, complete run).

A further difficulty is that, with each successive iteration of feedback,
retrieval quality may be measured on different numbers of queries [CCR71].
This arises also in XML IR, because relevant elements are removed from
the collection. When all the relevant elements for a topic are removed, that
topic cannot be used in subsequent iterations of feedback, as there are no
relevant elements upon which to calculate recall-precision figures or even
more, there are only few results left for the topic in discussion. This method
of evaluation is therefore biased to some extent toward topics that have more
relevant results or those that perform poorly during initial iterations.

The issue is valid also with the gain and effort-based INEX metrics.
If we remove the elements which contain relevant information, this means
that we also subtract their relevance score from the cumulated gain. The
problem might be solved by decreasing the value of the total cumulated gain
once we eliminate relevant elements. Regarding the effort-precision, it might
be possible that there are too few gain-recall points left where to compute
the effort-precision value. At the same time, the less relevant/more sparse
relevant elements we have in our results, the more effort will be required
from the user to reach certain gain values and, in consequence, an ideal
result is hardly reached.

The alternative which is also used by us, proposed in [SB90], is to only
use the residual collection of both the rankings before and after feedback.
This means that the two rankings are directly comparable, but this method
is really only suitable for small numbers of feedback iterations, otherwise the
number of relevant elements in the residual collection can become relatively
small and unrepresentative compared to the entire set of relevant elements.

The disadvantage of freezing approaches is that at each successive iter-
ation of feedback a higher proportion of relevant elements are frozen. This
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means that the frozen section of the ranking contributes more to the cu-
mulated gain at later iterations of RF, so although RF may work better at
these later iterations, it can appear to be performing more poorly due to the
higher contribution of the frozen documents. Regarding effort-precision, it
depends on the targeted cumulated gain to which to compute the effort.

In the previous discussion on the residual method of evaluating feed-
back runs, we mentioned that the residual collection method was forced to
eliminate topics once all the relevant documents had been found. For the
freezing methods, once all the relevant elements have been found for a topic,
cumulated-gain and effort-precision figures can still be calculated. However,
the figures will not change once all the relevant elements have been frozen.
Intuitively, this seems correct: once we have found all the relevant documents
for a topic, feedback does not improve or worsen retrieval effectiveness.

In conclusion, the optimal output for the freezing method would be to
successfully freeze all the relevant results in as few feedback rounds as pos-
sible.
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Chapter 5

Implementation

We implemented our evaluation framework for feedback algorithms in Java,
as an extension of the EvalJ tool (see Section 2.4). The results from the
evaluation procedure, as well as the significance tests performed on them,
are stored in a MySQL database. Our contribution is depicted with thick
lines in Figure 5.1.

Figure 5.1: Our extension of the standard evaluation tool EvalJ

As mentioned before, EvalJ is a standard evaluation tool for XML re-
trieval, thus it is not able to make difference between a baseline and a feed-
back run. It outputs the evaluation of runs with different metrics. We ex-
tended it by adding a module that applies our proposed evaluation method-
ologies in order to assess the improvement made by the feedback engine over
the results for which the relevance is not known. We added measurements
like relative and absolute improvement, we verified their correctness by ap-
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plying significance tests and in the end we stored all these results in the
database.

5.1 Design

Considering the specific requirements of the task, as well as the intrinsic
characteristics of the input, we had to make some design choices, mainly
influenced by the need for a shorter running time, and for usable output
data.

Our implementation consists of the following main steps:

1. Preprocessing of input files. The input files come in two flavors: base-
line runs, which contain search results that do not use any feedback
information, and feedback runs, produced by taking into consideration
the feedback given by users. Baselines require computation of full and
ideal recall bases, that is why their processing must be done with care,
in order not to excessively increase the running time. The evaluation
method also plays its role: for example, in the case of residual collec-
tion methods we need to compute the full and ideal recall bases for
each baseline, but for freezeTop they only have to be computed once.

This suggests that baselines should always be processed before their
corresponding feedback runs (i.e. files presenting feedback-enhanced
results, in conjunction with those that ignore feedback). To this end,
we execute a preprocessing step: The input files are separated by
means of a container that maps from baselines to (a list of) feedback
runs. Subsequently, we will parse this container by first processing the
key, and then its corresponding (list of) values.

Moreover, for residual methods the full recall base has to be modified
in order to remove the elements (or files altogether) that appear in
the baseline. We use a SAX-based handler to parse the file and re-
move unnecessary content as dictated by each individual method. This
choice provides a quite fast transformation of the file, since basically
no memory-intensive operations have to be performed.

2. Filtering. The preprocessing step ensures that the input files are pro-
cessed in the right order, avoiding incorrect output. Once the pre-
processing is over, evaluation is performed on a per-file basis, and the
evaluated file is constructed according to the selected method:

• baseline runs are not transformed for freezeTop, whereas for
residual methods they still undergo modifications by comparing
them to themselves.

• feedback runs are modified with respect to the corresponding
baseline and evaluation method.
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In fact, there is a single generic method responsible for transform-
ing either kind of file, which performs the particular transformations
required by each of the methods, tailored for the specific file type.

In this step, we use JAXB for operations on XML content, because
we need fast non-sequential access to the XML elements. The input
file is first unmarshaled (read) into Java objects, and then these are
modified according to the specific requirements of the methods. For
example, when evaluating a feedback run with freezeTop, it under-
goes a number of transformations: to first remove the top results of
the corresponding baseline from the run, then to add them at the top
of the run. Moreover, the scores of the newly added elements are mod-
ified: we increase the original score with a predefined large amount,
to ensure that at the re-ranking procedure they remain at the top at
the run. Also, the number of elements per topic is limited (i.e. the
surplus has to be discarded): the number of elements added might be
larger than the number of removed elements, and thus can jump over
the imposed limit of 1500 results per topic. The modified run has then
to be transmitted to the main evaluation engine; this happens to be a
SAX-based parser, and JAXB also allows easy interaction with such a
parser.

In summary, this approach allowed us to improve our running times
considerably (approximately by one order of magnitude) compared to
our initial implementation using DOM parsers.

3. Actual evaluation. The file transformed in the previous step is fed into
a SAX parser provided by EvalJ, which produces some data structures
according to its content. These structures are further used to initialize
EvalJ metric objects and compute results, following the definition of
each metric. Still, because we need results in a special form (i.e. a
container that can transport the results from the EvalJ core to our
module, in order to be stored in the database, and further used within
the significance tests verifications), we added some other classes and
methods that take care of this issue.

4. Performing significance tests and saving all results. We use the results
conveniently stored during the evaluation performed in the previous
step to perform statistical significance tests. As mentioned in Sec-
tion 6.5, we need to decide whether an improvement of a feedback run
is meaningful or not; currently, Student’s t-test and Wilcoxon signed
rank test (see Section 2.5) are supported.

After performing the statistical tests, both evaluation and significance-
related results are exported to the database.
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The UML sequence diagram of our implementation is depicted in Fig-
ure 5.2.

Figure 5.2: Sequence UML diagram of our implementation

5.2 Technical issues

We used J2SE 5.0 (1.5.0), but the source code does not make use of all the
features of this version, since the main part of EvalJ still uses 1.4 syntax.
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Our MySQL server’s version is 5.0.27. The database structure is depicted
in Figure 5.3.

Figure 5.3: The structure of the database used in our implementation

In our implementation, an important role is played by the Java-specific
XML-focused API called JAXB (Java Architecture for XML Binding). JAXB
simplifies the access to an XML document from a Java program by present-
ing the XML document to the program in a Java format. First, it is provided
with an XML Schema file representing the XML file(s) structure, and it gen-
erates a set of Java classes corresponding to this schema. After this, reading
(unmarshaling) an XML file creates a tree of content objects that are read-
ily available for modification; the whole document can be then validated or
written (marshaled) to various output targets. Perhaps most importantly,
the object tree that JAXB produces is much more memory-efficient than
that produced by DOM parsing, while still allowing non-sequential data
access.

With regard to configuration, in addition to the EvalJ main properties
file, we use a second file for database connection data. We also added the
property FB MODE to the main file to specify the evaluation mode to be used
with the current run.
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Chapter 6

Experimental Results

We performed our experiments on 2005 and 2006 INEX collections, using
feedback runs from INEX Relevance Feedback task (16 from 2005 and 10
from 2006); the measurements were done for CO sub-task and Thorough
retrieval strategy (see Section 2.3), with two of the INEX metrics, namely
nxCG (the gain-recall based metric), and ep/gr (the effort-based metric),
both described in Section 2.4. We performed experiments with all the pre-
sented evaluation techniques to eliminate the influence of elements with
known relevance on the results. We computed the improvements of the
feedback runs over the baseline runs: absolute improvement as

AI = M(run feedback )−M(runbaseline)

and relative improvement as

RI =
M(run feedback )−M(runbaseline)

M(runbaseline)

each measured with the generalized quantization and result freezing, where
M ∈ {MAep,MAnxCG@50}. We implemented these measurements to-
gether with the post-processing of the feedback runs (through the evaluation
techniques) in our tool.

6.1 Interaction of evaluation methods with differ-
ent metrics

Effort-precision/gain-recall (ep/gr)

Regarding ep/gr , we used MAep computed as the average of effort-precision
values measured at each natural gain-recall points of the run [KL05], i.e.
whenever a relevant XML is found.
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A score of 1 for an individual value of ep at a given cumulated gain
value reflects the ideal performance, i.e. when the user needs to spend the
minimum necessary effort to reach a given level of gain. Therefore only if all
the results considered (after the removal of the elements for which we know
the relevance, or after blocking them at the top) are relevant, we have the
chance of obtaining a value of 1 for MAep – the optimal one; this means
that the user visits a minimal number of ranks in order to reach the ideal
level of gain.

Normalized extended cumulated gain (nxCG)

The optimal result for nxCG is 1, when the gain obtained by the user be-
comes equal to the gain accumulated in an ideal setting (i.e. the system
would have produced the best optimum ranking). In our case, if we con-
sider all our evaluation methodologies, we should obtain a value as close as
possible to 1 for MAnxCG [x]. More precisely:

1. For the residual collection methods, x should be the number of un-
known results found by the system after removing the known ones. In
an ideal case these results contain all the remaining relevant results
or a very high percentage of relevant results for the search. Thus it
might be possible that the ideal value of 1 is reachable with residual
collection methods and nxCG metric.

2. For freezeTop, reaching 1 would be possible if our x counts:

• the top-n results frozen at the top of the feedback run (considering
all these results as relevant to the search), and

• the number of unseen relevant results below the top-n, such that
this set lies immediately after the frozen results and it contains
the remaining relevant results to the search.

In conclusion, for both our metrics a run can reach the optimal value of
1, but under certain conditions. We think that with freezeTop this value is
more difficult to obtain, as long as the blocked results at the top of the run
would contain both relevant and non-relevant results. The chances for the
residual collection methods are better, because these results are removed.
The best evaluation should be the one that uses resColl-path method, as it
deals with all or with most probable dependencies among the XML elements
for which the system knows the relevance.

6.2 Results for MAep and MAnxCG@50

Our experiments on INEX 2006 collection used 10 feedback runs (9 provided
by IRIT Toulouse and 1 by Max Planck Institute for Computer Science), on
which no post-processing was applied.
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Figure 6.1 shows our results for MAep and freezeTop method. If we
compare the MAep values to the relative improvement, we can notice that at
some point they differ significantly. Thus, even if a feedback run is ranked
high according to MAep, the relative improvement shows actually that it
improved rather poorly over the baseline run, according to freezeTop eval-
uation methodology. This is the case of the TopX CO content run, which
is on top of the MAep ranking, but it actually did not improve over the
baseline as much as xfirm r1 cosc3s, for example.
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Figure 6.1: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAep and freezeTop

The MAep values for residual collection methods are smaller compared
to the results of the freezeTop method. Thus, if we look at MAep values of
TopX CO Content run for resColl-path (see Figure 6.2), the result is almost
two times smaller than in the case of freezeTop (see Figure 6.1), but the
relative improvement shows that TopX CO Content actually improved five
times more than in the case of computing this improvement with freezeTop.

Comparing results from different residual collection strategies, we no-
tice that only one run, TopX CO Content, showed an improvement from
resColl-doc to resColl-path. This should have happened for all the runs,
since resColl-doc removes too much content from our collection, and it is
possible that the user puts uncountable effort to reach the targeted gain.
Instead, this seems to be valid only for the TopX run. The problem could
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Figure 6.2: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAep and resColl-path

be in the way the ep/gr metric result is computed; it might be possible that
the user/system is permitted to visit an unappropriate number of ranks in
order to find relevant elements, i.e. the maximum number of ranks allowed to
be reached might be set too small. Some other problem could arise from the
way the feedback runs are produced, but we do not have much information
regarding this issue to allow us a clear and strong argument.

The RI values for MAnxCG@50 within freezeTop are also very low
compared to the values obtained in the case of the other evaluation methods
(see Table 6.1).

The best improvements measured with MAnxCG@50 were observed for
TopX run, within resColl-desc and resColl-res (see Tables 6.2 and 6.3).
At the same time, for the other runs the measured improvement varies ac-
cording to the method. Thus, xfirm r1 cosc5 run showed best improve-
ments under resColl-res and resColl-anc.

More results for 2006 and also the results for 2005 can be found in
Section A.1 of the Appendix.

In conclusion, we could see that our MAep and MAnxCG@50 results are
quite far away from the optimal values.
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Feedback file Result AI RI
TopX CO Content 0.3299 0.0377 0.1290
xfirm r1 cosc5 0.1474 0.0098 0.0712
xfirm r1 cosc3s 0.1458 0.0082 0.0596
xfirm r1 cosc3 0.1450 0.0074 0.0538
xfirm r1 coc3s3 0.1628 0.0056 0.0356
xfirm2 r2 cop4 0.1752 0.0035 0.0204
xfirm2 r2 cot40 0.1692 -0.0025 -0.0146
xfirm2 r2 cot10 0.1652 -0.0065 -0.0379
xfirm r1 coc10 0.1399 -0.0173 -0.1101
xfirm r1 coc3 0.1396 -0.0176 -0.1120

Table 6.1: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAnxCG@50 and freezeTop

Feedback file Result AI RI
TopX CO Content 0.1942 0.1311 2.0777
xfirm2 r2 cop4 0.0691 0.0403 1.3993
xfirm r1 cosc5 0.0522 0.0267 1.0471
xfirm2 r2 cot40 0.0571 0.0283 0.9826
xfirm r1 cosc3 0.0503 0.0248 0.9725
xfirm r1 cosc3s 0.0488 0.0233 0.9137
xfirm2 r2 cot10 0.0504 0.0216 0.7500
xfirm r1 coc3s3 0.0737 0.0315 0.7464
xfirm r1 coc10 0.0352 -0.0070 -0.1659
xfirm r1 coc3 0.0347 -0.0075 -0.1777

Table 6.2: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAnxCG@50 and resColl-desc

Feedback file Result AI RI
TopX CO Content 0.3062 0.2162 2.4022
xfirm r1 cosc5 0.0973 0.0608 1.6658
xfirm r1 coc3s3 0.1254 0.0753 1.5030
xfirm r1 cosc3 0.0895 0.0530 1.4521
xfirm r1 cosc3s 0.0881 0.0516 1.4137
xfirm2 r2 cop4 0.1235 0.0612 0.9823
xfirm2 r2 cot40 0.1038 0.0415 0.6661
xfirm2 r2 cot10 0.0944 0.0321 0.5152
xfirm r1 coc10 0.0360 -0.0141 -0.2814
xfirm r1 coc3 0.0350 -0.0151 -0.3014

Table 6.3: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAnxCG@50 and resColl-res
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6.3 Comparison of evaluation techniques

Our comparison method consisted of ranking all the runs in descending order
of the relative improvement with respect to the baseline run, for each of the
evaluation techniques and measurement.

Thus, in Table 6.4, we analyze the 2006 MAep results for 3 of the 10
runs (see colored runs), since the others seem to behave identically for all
the evaluation modes. The MAep results of the three runs show us that, for
example, the results for freezeTop cannot be clustered together with any
other results of other evaluation techniques. The ranking for resColl-anc
and resColl-res are completely different from the other three residual col-
lection evaluation methods, making thus harder to say which feedback run
showed indeed an improvement over its baseline run.

freezeTop resColl-anc resColl-desc resColl-res resColl-path resColl-doc

c3s c3s TopX c3s TopX TopX
TopX c5 c3s c5 c3s c3s

c5 TopX c5 TopX c5 c5
cs3 cs3 cs3 cs3 cs3 cs3
c3s3 c3s3 c3s3 c3s3 c3s3 c3s3
cp4 cp4 cp4 cp4 cp4 cp4
ct40 ct40 ct40 ct40 ct40 ct40
ct10 ct10 ct10 ct10 ct10 ct10
c3 c3 c3 c3 c3 c3
c10 c10 c10 c10 c10 c10

Table 6.4: Ranking of INEX 2006 feedback runs, in descending order of RI
for MAep values

The MAnxCG@50 relative improvement rankings for 2006 vary even
more than in the case of MAep results (see Table 6.5). For example, TopX
and c5 runs are ranked on top for freezeTop, resColl-anc and resColl-res,
while in the case of resColl-desc and resColl-path, TopX is ranked at
the top together with cp4 run. Also, cs3, c3s, and c3s3 runs are ranked in
this order for resColl-path, resColl-doc and resColl-desc. Unlike the
MAep ranking, here only two runs have been ranked the same for all the
evaluation modes, namely c10 and c3.

We have also compared the output of our experiments for both metrics
relative improvements on the 2005 collection (IEEE), for which we analyzed
16 runs (3 from IBM Haifa, 4 from University of Twente, 5 from Max Planck
Institute for Computer Science, 1 from University of Minnesota, and 3 from
IRIT Toulouse).

Regarding the 2005 results for MAep RI values, we could notice simi-
lar ranking for some runs in the cases of resColl-anc, resColl-desc and
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resColl-path – see the 2lp50, 2lp25, 2lp75 runs in Table 6.6. The order
in the previously mentioned ranking can be noticed also in the column for
resColl-res. The most similar rankings could be noticed in the case of
resColl-desc and resColl-path (see first runs, mpi-acd run, and the last
5 runs). Also, the freezeTop and resColl-anc are comparable, although
it is unexpected that freezeTop results are so close to a resColl method.
Another curiosity is the rf-all run, which is ranked similarly almost every-
where.

freezeTop resColl-anc resColl-desc resColl-res resColl-path resColl-doc

TopX TopX TopX TopX TopX TopX
c5 c5 cp4 c5 cp4 cp4
c3s cs3 c5 c3s3 c5 c5
cs3 c3s ct40 cs3 cs3 cs3
c3s3 c3s3 cs3 c3s c3s c3s
cp4 cp4 c3s cp4 ct40 ct40
ct40 ct40 ct10 ct40 c3s3 c3s3
ct10 ct10 c3s3 ct10 ct10 ct10
c10 c10 c10 c10 c10 c10
c3 c3 c3 c3 c3 c3

Table 6.5: Ranking of INEX 2006 feedback runs, in descending order of RI
for MAnxCG@50 values

freezeTop resColl-anc resColl-desc resColl-res resColl-path resColl-doc

2lp25 2lp50 2lp50 2lp50 ref5-5 2lp25
2lp50 2lp25 2lp25 2lp25 ref4-5 2lp50

mpi-nv 2lp75 2lp75 2lp75 ref4-3 2lp75
2lp75 mpi-acd ref4-3 ref5-5 2lp50 rf-all

mpi-acd mpi-nv ref5-5 ref4-5 2lp25 mpi-acd
ref5-5 ref5-5 ref4-5 ref4-3 2lp75 mpi-nv
ref4-5 ref4-5 mpi-acd mpi-acd mpi-acd ref4-5
ref4-3 ref4-3 xxl-nv mpi-nv mpi-nv ref4-3
xxl-nv mpi-cd mpi-nv xxl-nv xxl-nv ref5-5
mpi-cd xxl-nv xxl-cd mpi-cd mpi-cd mpi-cd
xxl-cd xxl-cd mpi-cd xxl-cd xxl-cd xxl-nv
rf-all rf-all rf-all rf-all rf-all xxl-cd
1-15s 1-15s 2-15s 2-15s 1-15s 2-15s
2-15s 2-15s 1-15s 1-15s 2-15s 1-15s
1-15p 1-15p 1-15p 1-15p 1-15p 1-15p
lp25 lp25 lp25 lp25 lp25 lp25

Table 6.6: Ranking of INEX 2005 feedback runs, in descending order of RI
for MAep values
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The RI values for MAnxCG@50 are even more unexpectedly ranked (see
Table 6.7) compared to the previous case. Thus, we can notice the same
ranking for three of the MPI runs (mpi-nv, xxl-nv, mpi-acd) in the cases
of freezeTop and resColl-anc, but no sensible relation with the rankings
for the other methods. Other similarities can be observed for the last 4
runs at freezeTop and resColl-anc; at the same time, these runs, with a
slight difference, are ranked similarly for resColl-desc, resColl-res and
resColl-doc. The rankings of ref5-5, ref4-5, ref4-3 are almost the same for
all the methods, except the overall ranking of the whole 3-runs slot.

freezeTop resColl-anc resColl-desc resColl-res resColl-path resColl-doc

mpi-nv mpi-nv ref5-5 2lp75 ref4-5 2lp75
xxl-nv xxl-cd ref4-5 2lp50 ref5-5 2lp50

mpi-acd mpi-acd ref4-3 2lp25 mpi-acd 2lp25
xxl-cd xxl-nv 2lp25 ref5-5 ref4-3 rf-all
mpi-cd mpi-cd 2lp50 ref4-5 xxl-cd mpi-acd
ref5-5 ref4-5 2lp75 ref4-3 mpi-nv mpi-nv
ref4-5 ref5-5 mpi-acd rf-all xxl-nv mpi-cd
ref4-3 ref4-3 rf-all mpi-acd 2lp50 ref4-5
2lp25 rf-all mpi-nv mpi-nv 2lp75 ref5-5
2lp50 2lp50 xxl-nv 2-15s 2lp25 ref4-3
2lp75 2lp75 xxl-cd 1-15s mpi-cd xxl-cd
rf-all 2lp25 mpi-cd mpi-cd rf-all xxl-nv
1-15s 1-15s 2-15s xxl-cd 2-15s 2-15s
2-15s 2-15s 1-15s xxl-nv 1-15s 1-15s
1-15p 1-15p 1-15p 1-15p 1-15p 1-15p
lp25 lp25 lp25 lp25 lp25 lp25

Table 6.7: Ranking of INEX 2005 feedback runs, in descending order of RI
for MAnxCG@50 values

In conclusion, we cannot say which method shows the best improvement,
since the rankings vary so much, both for the MAep and for MAnxCG@50
RI values.

6.4 Performance analysis over topics

In order to assert the performance of individual topics, we ranked them in
reverse order of the RI values, considering each feedback run and evaluation
methodology. Then, we computed the average of the ranks, and finally, we
sorted the topics in reverse order of the average ranks thus obtained. We did
not compute the average of all the RI values themselves, since the results per
method were quite different; for example, the large RI values for freezeTop
would have strongly influenced the overall average.
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Figure 6.3: Best and worst performing topics in 2006, according to MAep
values

In Figure 6.3 we have the best and worst performing five topics in 2006,
according to the average ranking of the RI computed on MAep values.

Feedback seems to have been very efficient for topics whose subject is
quite a new field, and thus the published materials have big chances to
match the topic (e.g. topic 293, ‘wifi security encryption’), or for topics
that are not so strict, and moreover contain parts that strengthen the query
(e.g. topic 347, ‘"national dress" +Scottish’). There are also topics that
express quite well the user’s thinking about what to search, focused enough
on a restricted domain (topic 372, ‘Purpose of voodoo rituals’).

The worst performing topics seem to contain too many stopwords or
words that can reach a high frequency, such that for certain search en-
gines they become irrelevant (topic 383: ‘Informations about the city
of Lyon in France’), or they are too general (topic 388, ‘rhinoplasty’),
or simply they are not well formulated (topic 405, ‘"The Old Man and the
Sea"’ – the user wants actually to find the contexts in which the book is
referenced, and he is probably not interested in bookstores that sell it).

If the query is specific enough, the user can easily give feedback on the
results, since the chances to obtain pretty good results should be consider-
able also for the initial results. A good feedback engine should use efficiently
both the feedback and the initial query, and produce an improved results
list; this is why the best topics mentioned above seem to have improved also
because of the feedback. On a good result list, the user does not have to
visit too many ranks to reach a targeted gain, as the ep/gr metric requires.

A cause for the poor performance of the worst topics is the initial bad
formulation of the request. If the initial query was badly formulated, the
feedback used by the system to improve the results can be actually seen
as a hint for the original query. For this reason, the results after the first
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Figure 6.4: Best and worst performing topics in 2006, according to
MAnxCG@50 values

round of feedback look like the initial results of the original query. This is
the best case, when the engine succeeds to come up with the appropriate
results, otherwise it might happen that the initial round of feedback for
such a query rather confuses the system than helps it improve the results.
In the latter case, the user’s effort to check out for relevant results can be
even bigger than for the first round of feedback, thus the topic showing no
improvement at all.

We also analyzed the overall performance of the same set of topics from
the INEX 2006 collection with the nxCG metric (see Figure 6.4). We can
notice that 3 out of 5 of the topics with best and respectively worst im-
provement can be found both in the MAep and MAnxCG@50 set. The
comments for MAep results are also valid for the other topics appearing in
the MAnxCG@50 ranking. One example is topic 305, with title ‘revision
control system’; because of its lack of specificity (the user actually wanted
advanced information regarding the subject), the answer to this query can
contain many irrelevant results. Since the user is required to give feedback
for a certain number of results, it is possible that, for example, only 2 out of
10 results that he/she visits are relevant, and this information is not enough
for the feedback engine to produce satisfying results afterward. The ep/gr
restriction to reach a certain level of gain is not applicable in the case of
nxCG metric; thus the user visits the whole required list of results to give
feedback, but if the results are not good even after a first round of feedback,
the total gain can be still too small for the topic to show an improvement.
We think this is the case of the above mentioned topic 305.

The reasoning for the topics with best improvement for ep/gr is valid
again with MAnxCG@50. Thus, the remaining two topics that appeared
to obtain best improvement are specific enough and contain hints (topic
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Figure 6.5: Best and worst performing topics in 2005, according to MAep
values
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Figure 6.6: Best and worst performing topics in 2005, according to
MAnxCG@50 values

369 title: ‘Pillars of Hercules + Mythology’) or, even if the query is
too general, it is not too ‘demanding’, and is also expressed toward this
direction (topic 406 with title ‘book architecture’).

For IEEE 2005 collection, we can also notice that there are 2 topics (out
of 5) commonly best, and respectively worst, for nxCG and ep/gr (see Fig-
ures 6.5 and 6.6). The comments about their performance can be carried
over from the case of 2006 Wikipedia collection. The topics that were on
average ranked as with best improvements are specific enough, even con-
taining hints and well-formulated (see for example topic 208 with its title
‘"Artificial Intelligence" history’). Regarding the worst performing
topics, once again the observations for 2006 topics are valid; an example
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of poorly specified query can be found in the title of topic 239, ‘quantum
computation’, while the user wanted more specific results (the target was
“an article, published in either the year 2000 or the year 2001, that deals with
quantum computation and is not about quantum mechanics”, as specified in
the description of the topic).

2006 2005
MAep MAnxCG@50 MAep MAnxCG@50

overall path overall path overall path overall path

Best
topics

293 347 293 293 208 232 208 228
347 293 341 379 235 209 234 208
329 329 406 329 202 217 236 218
372 379 369 341 219 208 237 230
341 325 347 372 236 218 206 232

Worst
topics

405 383 383 383 223 205 223 223
383 405 388 388 216 241 241 241
289 388 351 351 241 223 202 222
388 289 289 373 205 239 229 210
309 305 305 336 239 216 222 203

Table 6.8: Summary of the best and worst five topics with respect to
relative improvement, overall and for resColl-path, for 2005 and 2006
(MAnxCG@50 and MAep metrics)

We also compared the overall ranking by topics improvement to the
ranking obtained within the evaluation method considered to be the most
appropriate to the XML context (see Section 4.1), namely resColl-path,
and we obtained interesting results, summarized in Table 6.8. Thus, look-
ing at the best ranked topics for 2006, we observe that 3 out of 5 best
ranked topics for MAep are found both in the overall ranking and in that
for resColl-path, while for MAnxCG@50 the ratio is 2 out of 5, which on
our restricted top is a remarkable percentage. Regarding the worst 2006
topics, 3 out of 5 for MAep and again, 2 out of 5 for MAnxCG@50 are found
in both rankings.

For the 2005 collection, the topics with the best improvement in the
ranking of overall results are found only in a proportion of 1 to 5 for MAep
and MAnxCG@50, and for worst topics 5 out of 5 for MAep and 3 out of 5
for MAnxCG@50.

Details regarding the performance of topics for resColl-path both for
2006 and 2005 INEX collections can be found in Section A.2 of the Appendix.

These results allow us to point two important ingredients for successfully
using feedback in XML retrieval:

• the initial formulation of the query (the structural constraints which
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CO does not consider are very helpful)

• the quality of the algorithm used by the feedback engine to process
the information obtained from the assessors.

6.5 Statistical significance of results

As explained in Section 2.5, we decided to use statistical significance tests
in order to find out if two runs are indeed different or not. More specifically,
we use these tests to confirm (or not) that a feedback run is better than its
corresponding baseline run.

Our rationale is that RI values might show that the run with feedback
improved when it is not actually the case. This happens when only one
or few topics improve significantly, and their improvement influences the
overall computation of the run improvement, leading to a wrong conclusion
stating that the feedback run is better than the baseline run. Therefore, in
order to eliminate this problem, we decided not only to measure the RI of
the feedback run over the baseline run, but also to perform two significance
tests that are supposed to ascertain if the RI measurement is valid or not.
We use both the Student’s t-test and Wilcoxon signed rank test (described in
Section 2.5), because the t-test assumption that the underlying distribution
is normal, is not usually true. Our null hypothesis is “the baseline run is
better or as good as the feedback run”.

In order to exemplify the use of the significance tests and sustain our
theory, we give a short example. In Table 6.9 we have the results for
two 2005 runs (feedback and baseline), using MAep measurement, under
resColl-anc. By inspecting the MAep results of the baseline and feedback
runs (columns 2 and 3), and then at the RI values, we cannot draw a clear
conclusion whether the feedback run itself improved or not. We can only
notice a quite big improvement of topic 230, by almost 80%, and a number
of topics that show little or even negative improvement.

The feedback run’s relative improvement value in Table 6.10 suggests
that the feedback run is better than the baseline run, but the WSR signif-
icance test cannot support this conclusion. Its value of 0.713416 is much
larger than our target risk level α, set at 0.01. We can interpret it as saying
that there are only 28.7% chances (i.e. 1− 0.713416) that the feedback run
is better.

For freezeTop methodology, the runs for which both significance tests
proved that the feedback run has significantly improved over the baseline run
are: TopX and c3s for MAep, and TopX, c3s and c5 for MAnxCG@50 (see
Table 6.11). For most of the remaining runs, the significance tests could not
give sufficient evidence for rejecting the null hypothesis (baseline run better
or as good as feedback run).
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TopicId Baseline Feedback RI
202 0.00028 0.00027 -0.00315
203 0.01726 0.01844 0.06835
205 0.01867 0.01792 -0.04063
207 0.03300 0.04938 0.49641
208 0.00010 0.00010 -0.01631
210 0.00718 0.00886 0.23442
212 0.00732 0.00490 -0.33011
216 0.00595 0.00819 0.37736
219 0.00096 0.00094 -0.01950
222 0.00277 0.00274 -0.01011
223 0.01234 0.00425 -0.65485
228 0.30974 0.36951 0.19293
229 0.04395 0.03204 -0.27100
230 0.00898 0.01610 0.79258
232 0.01479 0.01464 -0.01012
233 0.00033 0.00001 -0.96690
234 0.03939 0.03710 -0.05817
236 0.03218 0.01817 -0.43513
239 0.00001 0.00001 -0.03664

Table 6.9: Per topic MAep result set for VV LMs trm 04 baseline run and
2RF-e-VV LMs trm 0450 e, resColl-anc method combined with MAep

Baseline Feedback RI Test name Test value
0.029224 0.031771 0.087146 WSR 0.713416

Table 6.10: WSR significance test results for VV LMs trm 04 baseline run
and 2RF-e-VV LMs trm 0450 e feedback run, using resColl-anc method
combined with MAep

Regarding the residual collection methods, the results are quite different
compared to the ones obtained for freezeTop (see Table 6.12). The feedback
runs that showed to be significantly better than the baseline runs are, with
the resColl-path method, TopX, cp4, cp40 and c3s3.

All the variants of the residual collection methods produced similar re-
sults (details are given in Section A.3 of the Appendix).

The significance tests helped us to avoid cases for which a single topic
improved so much that it succeeded to influence the final average measure-
ment on the run. The tests results confirmed that only a small number of
runs showed a significant improvement over their baselines.
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Feedback
MAep MAnxCG@50

RI t-test WSR RI t-test WSR
TopX 0.2525 0.00001 0.00001 0.1290 0.00001 0.00001
c3s 0.4237 0.00001 0.00036 0.0596 0.00814 0.00747
c5 0.2442 0.03663 0.02000 0.0712 0.00555 0.00287
cs3 0.1827 0.07153 0.03567 0.0538 0.02699 0.01446
c3s3 -0.3335 0.99742 0.99999 0.0356 0.02475 0.06782
cp4 -0.4798 0.99979 0.99999 0.0204 0.18035 0.18975
ct40 -0.4875 0.99980 0.99999 -0.0146 0.75313 0.74174
ct10 -0.5363 0.99995 0.99999 -0.0379 0.98288 0.93992
c10 -0.6548 0.99999 0.99999 -0.1101 0.99999 0.99999
c3 -0.6467 0.99999 0.99999 -0.1120 0.99999 0.99999

Table 6.11: Significance test results and relative improvement for freezeTop
(2006)

Feedback
MAep MAnxCG@50

RI t-test WSR RI t-test WSR
TopX 1.2564 0.00001 0.00001 1.3833 0.00001 0.00001
cp4 1.2549 0.00028 0.00414 0.9706 0.00001 0.00001
ct40 1.0182 0.00192 0.04174 0.6157 0.00080 0.00256
c3s3 0.9879 0.00222 0.03318 0.5401 0.00427 0.00710
ct10 -0.3919 0.87413 0.99205 0.3216 0.02238 0.04464
cs3 -0.2979 0.89729 0.99927 0.8967 0.00445 0.05482
c3 -0.5084 0.93261 0.99989 -0.2430 0.96196 0.99786
c10 -0.5542 0.94923 0.99999 -0.2343 0.94582 0.99685
c3s -0.7088 0.99913 0.99999 0.8376 0.00328 0.01066
c5 -0.6999 0.99943 0.99999 0.9557 0.00249 0.03148

Table 6.12: Significance test results and relative improvement for
resColl-path (2006)
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Chapter 7

Conclusions and Future
Work

7.1 Conclusions

We investigated new methods to evaluate the quality of feedback algorithms
in XML context and to compare them. Even though some evaluation meth-
ods have been proposed in the literature, it was still not clear which of
them are applicable in the context of XML IR, and with which metrics they
could be combined to assess the quality of XML retrieval algorithms that
use feedback.

We tried to avoid the evaluation of data used for training. To this end,
we isolated the XML elements for which the system knows the relevance, by
filtering them with different evaluation methods.

We implemented our proposed evaluation methodologies by extending
the standard evaluation tool EvalJ with a module capable of assessing feed-
back algorithms for the XCG metrics. We used our tool to perform several
measurements over the results produced with feedback: performance per
metric, absolute and relative improvement over the initial results.

The input for our tool was constituted by a set of feedback runs, not
postprocessed, and their corresponding baseline runs. The output was the
evaluation of these runs, filtered in the sense that the evaluation tool was
able to separate the XML elements for which the engine that produced the
feedback run had known the relevance. The filtered runs were evaluated with
two metrics from the XCG package, namely ep/gr and nxCG , for which we
took into consideration MAep and respectively MAnxCG@50 measurements.

We performed multiple tests both on runs from INEX 2006, as well as
INEX 2005, covering two different XML document collections. The per-
formance of the assessed feedback algorithms did not reach the theoretical
optimal values either for the proposed evaluation methodologies, or for the
used metrics. The analysis of the results shows that, although the six eval-

61
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uation techniques provide good improvement figures, none of them can be
declared the absolute winner. With the exception of freezeTop method,
which was somehow expected to perform differently from the other tech-
niques, we could not discover strong patterns in the results obtained with
the residual collection methods. Despite the lack of a definitive conclusion,
our findings provide a better understanding on the quality of feedback algo-
rithms.

7.2 Future work

In the future, it would be interesting to investigate the performance of XML
feedback engines over the queries that embed structural constraints. We
think that in this case, feedback would be more efficiently used and the
quality of the retrieved results should be superior, because the search is more
focused (content but also structure), and good search engines should return
better results than in the case when using only content. Also, feedback
engines should use feedback more efficiently, and thus allow the user to make
less effort in identifying relevant results, which fits better our effort-precision
and gain-recall oriented measurements.

It should be equally interesting to integrate the feedback effort into the
effort-precision metrics, since the effort made by user to visit a ranked list of
results for an original query is different from the effort he makes to evaluate
the refined results.

An alternative metric for XML retrieval, which was not tested in com-
bination with our evaluation methodologies, is HiXEval [PT05]. Since the
HiXEval metric credits systems for retrieving elements that contain as much
highlighted (relevant) textual information as possible, without also contain-
ing a significant amount of non-relevant information, it may be worth per-
forming tests with the HiXEval metric, similar to those performed by us for
XCG metrics.

Another interesting issue is the way the feedback evaluation techniques
would apply to other INEX tasks, such as Fetch and Browse. For example,
in All In Context sub-task, due to the task requirements, we should isolate
the known elements and, for the residual collection methods, remove not
all the elements that are related with these ones, but only those for which
the tasks requirements remain valid (i.e. highly relevant elements that are
contained only within highly relevant articles).

We also think of evaluating feedback runs produced after a certain num-
ber of feedback cycles, since some of the evaluation methods might reach
their optimum in later rounds of feedback. Here we should clearly differenti-
ate between methods that remove content (residual collection methods) for
the evaluation purposes, and methods that only isolate it (freezeTop). At
this point we should, for example, carefully analyze which is the best way
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to evaluate result sets that become smaller with each round of feedback (see
residual collection methods).

Currently, comparing different engines in a benchmark setting is still a
problem. We believe that more information about the technologies used by
feedback engines can help improve the evaluation results. It would be prefer-
able that all engines use the same input and, at the same time, we would
need to integrate within our evaluation methodologies information about
the retrieval and feedback techniques used by different XML IR engines.
Thus, we need an answer to the question: how does the retrieval quality of
the underlying retrieval engines and the feedback technology behind them
influence the results?

Regarding the feedback part of our question, some user studies might be
helpful. The assessments used in the evaluation steps (both of the search
engines and of the feedback algorithms) are produced with the users’ help,
and it is worth considering the quality of the provided feedback over the set of
results (it is not clear to what point they are objective enough and correct).
In the future it might be useful to have some meta-information about the
feedback given by users, such that we can ensure that this information is
reliable.

Another interesting option is to weight the results for some of the used
metrics with the quantity and even the quality of information regarding
some subjects containing the information required by the query. The met-
rics should take into consideration the quantity of information available for
the subject of certain topics. Also, there is a difference between a query
evaluated against a large amount of irrelevant information on the topic and
a query posed on a small, but relevant quantity of information on its topic.
This quality of the information on the subject of a query should be taken
into account by the metrics, because it certainly affects the retrieved results
and the effort for giving feedback. If several rounds of feedback are used, we
should consider the way the evaluation techniques influence the previously
two mentioned parameters, and investigate this influence in more detail.

In conclusion, our approach needs further improvements since the eval-
uation process of feedback engines in XML IR proved to be quite complex,
thus requiring many other parameters, most probably selected from those
mentioned above, to be taken into consideration.
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[JK02] K. Järvelin and J. Kekäläinen. Cumulated gain-based evaluation
of IR techniques. ACM Trans. Inf. Syst., 20(4):422–446, 2002.

[KL05] G. Kazai and M. Lalmas. INEX 2005 evaluation measures. In 4th
International Workshop of the Initiative for the Evaluation of
XML Retrieval, INEX 2005, Dagstuhl Castle, Germany, pages
16–29, 2005.

[KP94] C. S. G. Khoo and D. C. C. Poo. An expert system approach
to online catalog subject searching. Information Processing and
Management, 30(2):223–238, 1994.

[LT07] M. Lalmas and A. Tombros. INEX 2002–2006: Understanding
XML retrieval evaluation. In DELOS Conference on Digital
Libraries, Tirrenia, Pisa, Italy, 2007.

[PT05] J. Pehcevski and J. A. Thom. HiXEval: Highlighting XML
retrieval evaluation. In N. Fuhr, M. Lalmas, S. Malik, and
G. Kazai, editors, Advances in XML Information Retrieval and
Evaluation, LNCS 3977, pages 43–57. Springer, 2005.

[RJ76] S. E. Robertson and K. S. Jones. Relevance weighting of search
terms. Journal of the American Society for Information Science,
27(3):129–146, 1976.

[RJB89] V. V. Raghavan, G. S. Jung, and P. Bollmann. A critical inves-
tigation of recall and precision as measures of retrieval system
performance. ACM Trans. Inf. Syst., 7(3):205–229, 1989.

http://inex.is.informatik.uni-duisburg.de:2004/tracks/rel/
http://inex.is.informatik.uni-duisburg.de:2004/tracks/rel/
http://inex.is.informatik.uni-duisburg.de/2006/
http://inex.is.informatik.uni-duisburg.de/2006/


BIBLIOGRAPHY 67

[RL03] I. Ruthven and M. Lalmas. A survey on the use of relevance
feedback for information access systems. The Knowledge Engi-
neering Review, 18:95–145, 2003.

[Roc71] J. J. Rocchio. Relevance feedback in information retrieval. In
G. Salton, editor, The SMART retrieval system – experiments
in automatic document processing, chapter 17, pages 313–323.
1971.

[Sav97] J. Savoy. Statistical inference in retrieval effectiveness evalua-
tion. Inf. Process. Manage., 33(4):495–512, 1997.

[SB90] G. Salton and C. Buckley. Improving retrieval performance by
relevance feedback. In Journal of the American Society for In-
formation Science, pages 288–297. 1990.

[Seb94] F. Sebastiani. A probabilistic terminological logic for modelling
information retrieval. In W. B. Croft and C. J. van Rijsbergen,
editors, Proceedings of the 17th Annual Int’l ACM-SIGIR Conf,
pages 122–130. ACM/Springer, 1994.

[ST06a] R. Schenkel and M. Theobald. Feedback-driven structural query
expansion for ranked retrieval of XML data. In Y. Ioannidis
and M. H. Scholl et al., editors, Advances in Database Technol-
ogy - EDBT 2006: 10th International Conference on Extend-
ing Database Technology, LNCS 3896, pages 331–348. Springer,
2006.

[ST06b] R. Schenkel and M. Theobald. Relevance feedback for struc-
tural query expansion. In N. Fuhr, M. Lalmas, S. Malik, and
G. Kazai, editors, Advances in XML Information Retrieval and
Evaluation, LNCS 3977, pages 344–357. Springer, 2006.

[ST06c] R. Schenkel and M. Theobald. Structural feedback for keyword-
based XML retrieval. In M. Lalmas and A. MacFarlane et al.,
editors, Advances in Information Retrieval, 28th European Con-
ference on IR Research, ECIR 2006, LNCS 3936, pages 326–337.
Springer, 2006.

[TBS+07] M. Theobald, A. Broschart, R. Schenkel, S. Solomon, and
G. Weikum. TopX – Adhoc Track and Feedback Task. In
N. Fuhr, M. Lalmas, and A. Trotman, editors, Comparative
Evaluation of XML Information Retrieval Systems, INEX 2006
Workshop, LNCS 4518, pages 233–242. Springer, 2007.

[TS04] A. Trotman and B. Sigurbjörnsson. Narrowed extended XPath
I (NEXI). In N. Fuhr, M. Lalmas, S. Malik, and Z. Szlávik,
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Appendix A

Detailed Results

A.1 MAep and MAnxCG@50 results

Feedback file Result AI RI
xfirm r1 cosc3s 0.0045 0.0026 1.3584
xfirm r1 cosc5 0.0038 0.0019 1.0057
TopX CO Content 0.0224 0.0110 0.9734
xfirm r1 cosc3 0.0036 0.0017 0.8964
xfirm r1 coc3s3 0.0046 -0.0014 -0.2391
xfirm2 r2 cop4 0.0048 -0.0046 -0.4872
xfirm2 r2 cot40 0.0042 -0.0051 -0.5483
xfirm2 r2 cot10 0.0035 -0.0059 -0.6253
xfirm r1 coc3 0.0010 -0.0050 -0.8275
xfirm r1 coc10 0.0010 -0.0050 -0.8331

Table A.1: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAep and resColl-anc
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Feedback file Result AI RI
TopX CO Content 0.0165 0.0094 1.3039
xfirm r1 cosc3s 0.0028 0.0014 0.9737
xfirm r1 cosc5 0.0026 0.0012 0.7996
xfirm r1 cosc3 0.0026 0.0011 0.7731
xfirm r1 coc3s3 0.0033 -0.0015 -0.3182
xfirm2 r2 cop4 0.0034 -0.0017 -0.3332
xfirm2 r2 cot40 0.0028 -0.0023 -0.4490
xfirm2 r2 cot10 0.0026 -0.0025 -0.4953
xfirm r1 coc3 0.0014 -0.0034 -0.7129
xfirm r1 coc10 0.0013 -0.0035 -0.7234

Table A.2: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAep and resColl-desc

Feedback file Result AI RI
TopX CO Content 0.0163 0.0090 1.2564
xfirm r1 cosc3s 0.0030 0.0016 1.2549
xfirm r1 cosc5 0.0026 0.0013 1.0182
xfirm r1 cosc3 0.0026 0.0013 0.9879
xfirm r1 coc3s3 0.0037 -0.0016 -0.2979
xfirm2 r2 cop4 0.0031 -0.0020 -0.3919
xfirm2 r2 cot40 0.0025 -0.0026 -0.5084
xfirm2 r2 cot10 0.0023 -0.0028 -0.5542
xfirm r1 coc3 0.0016 -0.0037 -0.6999
xfirm r1 coc10 0.0015 -0.0037 -0.7088

Table A.3: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAep and resColl-doc

Feedback file Result AI RI
xfirm r1 cosc3s 0.0045 0.0026 1.3897
xfirm r1 cosc5 0.0039 0.0020 1.0528
TopX CO Content 0.0238 0.0117 0.9769
xfirm r1 cosc3 0.0036 0.0017 0.9086
xfirm r1 coc3s3 0.0048 -0.0013 -0.2181
xfirm2 r2 cop4 0.0050 -0.0044 -0.4665
xfirm2 r2 cot40 0.0045 -0.0049 -0.5217
xfirm2 r2 cot10 0.0038 -0.0057 -0.6012
xfirm r1 coc3 0.0011 -0.0051 -0.8262
xfirm r1 coc10 0.0010 -0.0051 -0.8322

Table A.4: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAep and resColl-res
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Feedback file Result AI RI
TopX CO Content 0.3015 0.1985 1.9272
xfirm r1 cosc5 0.0991 0.0585 1.4409
xfirm r1 cosc3 0.0917 0.0511 1.2586
xfirm r1 cosc3s 0.0901 0.0495 1.2192
xfirm r1 coc3s3 0.1240 0.0627 1.0228
xfirm2 r2 cop4 0.1178 0.0388 0.4911
xfirm2 r2 cot40 0.0986 0.0196 0.2481
xfirm2 r2 cot10 0.0891 0.0101 0.1278
xfirm r1 coc10 0.0360 -0.0253 -0.4127
xfirm r1 coc3 0.0350 -0.0263 -0.4290

Table A.5: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAnxCG@50 and resColl-anc

Feedback file Result AI RI
TopX CO Content 0.2052 0.1191 1.3833
xfirm2 r2 cop4 0.1005 0.0495 0.9706
xfirm r1 cosc5 0.0530 0.0259 0.9557
xfirm r1 cosc3 0.0514 0.0243 0.8967
xfirm r1 cosc3s 0.0498 0.0227 0.8376
xfirm2 r2 cot40 0.0824 0.0314 0.6157
xfirm r1 coc3s3 0.0710 0.0249 0.5401
xfirm2 r2 cot10 0.0674 0.0164 0.3216
xfirm r1 coc10 0.0353 -0.0108 -0.2343
xfirm r1 coc3 0.0349 -0.0112 -0.2430

Table A.6: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAnxCG@50 and resColl-doc

Feedback file Result AI RI
TopX CO Content 0.2026 0.1288 1.7453
xfirm2 r2 cop4 0.1005 0.0518 1.0637
xfirm r1 cosc5 0.0522 0.0260 0.9924
xfirm r1 cosc3 0.0504 0.0242 0.9237
xfirm r1 cosc3s 0.0479 0.0217 0.8282
xfirm2 r2 cot40 0.0824 0.0337 0.6920
xfirm r1 coc3s3 0.0711 0.0250 0.5423
xfirm2 r2 cot10 0.0679 0.0192 0.3943
xfirm r1 coc10 0.0352 -0.0109 -0.2364
xfirm r1 coc3 0.0347 -0.0114 -0.2473

Table A.7: Performance of feedback runs for CO.Thorough task at INEX
2006, measured with MAnxCG@50 and resColl-path
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Feedback file Result AI RI
2lp25 0.0807 0.0060 0.0799
2lp50 0.0807 0.0060 0.0798
mpi-nv 0.0599 0.0042 0.0748
2lp75 0.0797 0.0049 0.0662
mpi-acd 0.0587 0.0030 0.0530
ref5-5 0.0864 0.0023 0.0273
ref4-5 0.0863 0.0022 0.0259
ref4-3 0.0862 0.0021 0.0253
xxl-nv 0.0402 0.0009 0.0218
mpi-cd 0.0554 -0.0003 -0.0052
xxl-cd 0.0381 -0.0012 -0.0316
rf-all 0.0434 -0.0165 -0.2751
1-15s 0.0120 -0.0294 -0.7103
2-15s 0.0119 -0.0295 -0.7127
1-15p 0.0070 -0.0344 -0.8305
lp25 0.0111 -0.0636 -0.8508

Table A.8: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and freezeTop
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Feedback file Result AI RI
2lp50 0.0494 0.0130 0.3570
2lp25 0.0490 0.0126 0.3469
2lp75 0.0486 0.0122 0.3359
mpi-acd 0.0272 0.0059 0.2776
mpi-nv 0.0265 0.0052 0.2429
ref5-5 0.0484 0.0070 0.1696
ref4-5 0.0483 0.0069 0.1680
ref4-3 0.0481 0.0067 0.1628
mpi-cd 0.0236 0.0023 0.1092
xxl-nv 0.0129 0.0010 0.0817
xxl-cd 0.0123 0.0003 0.0289
rf-all 0.0227 -0.0119 -0.3439
1-15s 0.0021 -0.0139 -0.8689
2-15s 0.0020 -0.0141 -0.8778
1-15p 0.0010 -0.0151 -0.9395
lp25 0.0000 -0.0364 -1.0000

Table A.9: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-anc

Feedback file Result AI RI
2lp50 0.0376 0.0143 0.6154
2lp25 0.0375 0.0143 0.6138
2lp75 0.0370 0.0137 0.5911
ref4-3 0.0254 0.0091 0.5567
ref5-5 0.0253 0.0090 0.5543
ref4-5 0.0253 0.0090 0.5523
mpi-acd 0.0187 0.0056 0.4330
xxl-nv 0.0078 0.0023 0.4065
mpi-nv 0.0182 0.0051 0.3918
xxl-cd 0.0073 0.0018 0.3230
mpi-cd 0.0167 0.0037 0.2800
rf-all 0.0204 -0.0009 -0.0412
2-15s 0.0020 -0.0050 -0.7168
1-15s 0.0019 -0.0050 -0.7242
1-15p 0.0006 -0.0064 -0.9207
lp25 0.0000 -0.0232 -1.0000

Table A.10: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-desc
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Feedback file Result AI RI
2lp25 0.0358 0.0203 1.3176
2lp50 0.0356 0.0202 1.3060
2lp75 0.0351 0.0196 1.2720
rf-all 0.0182 0.0084 0.8523
mpi-acd 0.0149 0.0058 0.6465
mpi-nv 0.0148 0.0057 0.6338
ref4-5 0.0207 0.0066 0.4690
ref4-3 0.0207 0.0066 0.4679
ref5-5 0.0207 0.0066 0.4656
mpi-cd 0.0128 0.0037 0.4140
xxl-nv 0.0059 0.0011 0.2250
xxl-cd 0.0057 0.0008 0.1727
2-15s 0.0019 -0.0046 -0.7083
1-15s 0.0019 -0.0046 -0.7108
1-15p 0.0005 -0.0059 -0.9189
lp25 0.0000 -0.0154 -1.0000

Table A.11: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-doc

Feedback file Result AI RI
2lp50 0.0321 0.0149 0.8694
2lp25 0.0319 0.0147 0.8571
2lp75 0.0316 0.0144 0.8418
ref5-5 0.0230 0.0088 0.6222
ref4-5 0.0230 0.0088 0.6218
ref4-3 0.0230 0.0088 0.6207
mpi-acd 0.0153 0.0057 0.6013
mpi-nv 0.0149 0.0054 0.5637
xxl-nv 0.0063 0.0019 0.4194
mpi-cd 0.0131 0.0036 0.3742
xxl-cd 0.0060 0.0015 0.3458
rf-all 0.0189 -0.0014 -0.0679
2-15s 0.0018 -0.0036 -0.6744
1-15s 0.0017 -0.0037 -0.6784
1-15p 0.0005 -0.0049 -0.9071
lp25 0.0000 -0.0172 -1.0000

Table A.12: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-path
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Feedback file Result AI RI
ref5-5 0.0724 0.0196 0.3699
ref4-5 0.0724 0.0196 0.3698
ref4-3 0.0723 0.0194 0.3676
2lp50 0.0536 0.0135 0.3371
2lp25 0.0533 0.0132 0.3298
2lp75 0.0528 0.0127 0.3176
mpi-acd 0.0308 0.0072 0.3041
mpi-nv 0.0301 0.0065 0.2768
xxl-nv 0.0177 0.0030 0.2046
mpi-cd 0.0273 0.0037 0.1560
xxl-cd 0.0169 0.0021 0.1459
rf-all 0.0245 -0.0100 -0.2898
1-15s 0.0027 -0.0162 -0.8559
2-15s 0.0027 -0.0162 -0.8573
1-15p 0.0011 -0.0178 -0.9403
lp25 0.0000 -0.0401 -1.0000

Table A.13: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-res

Feedback file Result AI RI
mpi-nv 0.2227 0.0116 0.0550
xxl-nv 0.1414 0.0072 0.0537
mpi-acd 0.2223 0.0112 0.0531
xxl-cd 0.1393 0.0051 0.0380
mpi-cd 0.2166 0.0055 0.0261
ref5-5 0.258 0.0058 0.0230
ref4-5 0.2574 0.0052 0.0206
ref4-3 0.257 0.0048 0.0190
2lp25 0.237 0.0027 0.0115
2lp50 0.237 0.0027 0.0115
2lp75 0.2368 0.0025 0.0107
rf-all 0.2468 0.0015 0.0061
1-15s 0.1392 -0.022 -0.1365
2-15s 0.1386 -0.0226 -0.1402
1-15p 0.1308 -0.0304 -0.1886
lp25 0.1868 -0.0475 -0.2027

Table A.14: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and freezeTop
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Feedback file Result AI RI
mpi-nv 0.0884 0.0468 1.1250
xxl-cd 0.0357 0.0177 0.9833
mpi-acd 0.0801 0.0385 0.9255
xxl-nv 0.0338 0.0158 0.8778
mpi-cd 0.0772 0.0356 0.8558
ref4-5 0.1294 0.0578 0.8073
ref5-5 0.129 0.0574 0.8017
ref4-3 0.127 0.0554 0.7737
rf-all 0.1629 0.0687 0.7293
2lp50 0.1343 0.0552 0.6979
2lp75 0.1337 0.0546 0.6903
2lp25 0.1333 0.0542 0.6852
1-15s 0.0347 -0.01 -0.2237
2-15s 0.0336 -0.0111 -0.2483
1-15p 0.0234 -0.0213 -0.4765
lp25 0 -0.0791 -1.0000

Table A.15: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-anc

Feedback file Result AI RI
ref5-5 0.0694 0.0431 1.6388
ref4-5 0.0691 0.0428 1.6274
ref4-3 0.0686 0.0423 1.6084
2lp25 0.1187 0.064 1.1700
2lp50 0.1179 0.0632 1.1554
2lp75 0.1178 0.0631 1.1536
mpi-acd 0.0756 0.0403 1.1416
rf-all 0.1315 0.0685 1.0873
mpi-nv 0.0574 0.0221 0.6261
xxl-cd 0.0213 0.0079 0.5896
xxl-nv 0.0213 0.0079 0.5896
mpi-cd 0.053 0.0177 0.5014
2-15s 0.0196 0.002 0.1136
1-15s 0.019 0.0014 0.0795
1-15p 0.0066 -0.011 -0.6250
lp25 0 -0.0547 -1.0000

Table A.16: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-desc
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Feedback file Result AI RI
2lp75 0.1159 0.057 0.9677
2lp50 0.1155 0.0566 0.9610
2lp25 0.1149 0.056 0.9508
rf-all 0.115 0.0436 0.6106
mpi-acd 0.0606 0.0161 0.3618
mpi-nv 0.0519 0.0074 0.1663
mpi-cd 0.0422 -0.0023 -0.0517
ref4-5 0.0503 -0.0028 -0.0527
ref5-5 0.0502 -0.0029 -0.0546
ref4-3 0.0496 -0.0035 -0.0659
xxl-cd 0.0126 -0.0038 -0.2317
xxl-nv 0.0121 -0.0043 -0.2622
2-15s 0.0162 -0.0094 -0.3672
1-15s 0.0155 -0.0101 -0.3945
1-15p 0.0055 -0.0201 -0.7852
lp25 0 -0.0589 -1.0000

Table A.17: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-doc

Feedback file Result AI RI
2lp75 0.1058 0.064 1.5311
2lp50 0.1056 0.0638 1.5263
2lp25 0.1051 0.0633 1.5144
ref5-5 0.0547 0.0273 0.9964
ref4-5 0.0546 0.0272 0.9927
ref4-3 0.0539 0.0265 0.9672
rf-all 0.1284 0.0597 0.8690
mpi-acd 0.0627 0.0245 0.6414
mpi-nv 0.0484 0.0102 0.2670
2-15s 0.0159 0.002 0.1439
1-15s 0.0153 0.0014 0.1007
mpi-cd 0.0414 0.0032 0.0838
xxl-cd 0.014 0.001 0.0769
xxl-nv 0.0138 0.0008 0.0615
1-15p 0.006 -0.0079 -0.5683
lp25 0 -0.0418 -1.0000

Table A.18: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-path
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Feedback file Result AI RI
ref4-5 0.1419 0.0895 1.7080
ref5-5 0.1418 0.0894 1.7061
mpi-acd 0.0913 0.0571 1.6696
ref4-3 0.1398 0.0874 1.6679
xxl-cd 0.0519 0.0324 1.6615
mpi-nv 0.0896 0.0554 1.6199
xxl-nv 0.0507 0.0312 1.6000
2lp50 0.1439 0.0838 1.3943
2lp75 0.1438 0.0837 1.3927
2lp25 0.1435 0.0834 1.3877
mpi-cd 0.0814 0.0472 1.3801
rf-all 0.1615 0.0846 1.1001
2-15s 0.0393 0.0061 0.1837
1-15s 0.039 0.0058 0.1747
1-15p 0.0244 -0.0088 -0.2651
lp25 0 -0.0601 -1.0000

Table A.19: Performance of feedback runs for CO.Thorough task at INEX
2005, measured with MAnxCG@50 and resColl-res
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A.2 Performance over topics
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Figure A.1: Best and worst performing topics for resColl-path in 2006,
according to MAep values
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Figure A.2: Best and worst performing topics for resColl-path in 2006,
according to MAnxCG@50 values
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Figure A.3: Best and worst performing topics for resColl-path in 2005,
according to MAep values
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Figure A.4: Best and worst performing topics for resColl-path in 2005,
according to MAnxCG@50 values
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A.3 Significance tests output

Feedback
MAep MAnxCG

RI t-test WSR RI t-test WSR
TopX 0.9734 0.00001 0.00001 1.9272 0.00001 0.00001
cp4 1.3584 0.00001 0.00001 0.4911 0.00325 0.00433
ct40 1.0057 0.00101 0.00150 0.2481 0.07728 0.15358
c3s3 0.8964 0.00248 0.00267 1.0228 0.00001 0.00001
cs3 -0.2391 0.88734 0.95494 1.2586 0.00001 0.00015
ct10 -0.4872 0.98772 0.99989 0.1278 0.17571 0.16784
c3 -0.5483 0.99418 0.99999 -0.4290 0.99997 0.99999
c10 -0.6253 0.99811 0.99999 -0.4127 0.99990 0.99999
c3s -0.8331 0.99998 0.99999 1.2192 0.00001 0.00001
c5 -0.8275 0.99999 0.99999 1.4409 0.00001 0.00001

Table A.20: Significance test results and relative improvement for
resColl-anc (2006)

Feedback
MAep MAnxCG

RI t-test WSR RI t-test WSR
TopX 1.3039 0.00001 0.00001 2.0777 0.00001 0.00001
cp4 0.9737 0.00037 0.00456 1.3993 0.00001 0.00001
ct40 0.7996 0.00403 0.05240 0.9826 0.00040 0.00142
c3s3 0.7731 0.00410 0.03648 0.7464 0.00001 0.00001
ct10 -0.3332 0.87525 0.99473 0.75 0.00218 0.00313
cs3 -0.3182 0.92105 0.99391 0.9725 0.00213 0.02288
c3 -0.4490 0.94039 0.99993 -0.1777 0.90356 0.87411
c10 -0.4953 0.95969 0.99999 -0.1659 0.87543 0.82512
c3s -0.7234 0.99958 0.99999 0.9137 0.00094 0.00208
c5 -0.7129 0.99975 0.99999 1.0471 0.00113 0.00512

Table A.21: Significance test results and relative improvement for
resColl-desc (2006)
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Feedback
MAep MAnxCG

RI t-test WSR RI t-test WSR
TopX 1.5467 0.00001 0.00001 1.7453 0.00001 0.00001
cp4 1.0975 0.00031 0.00236 1.0637 0.00001 0.00001
ct40 0.9223 0.00282 0.04229 0.6920 0.00049 0.00079
c3s3 0.8854 0.00322 0.04417 0.5423 0.00432 0.00615
ct10 -0.3594 0.85327 0.97326 0.3943 0.01437 0.01140
c3 -0.4864 0.92397 0.99872 -0.2473 0.95477 0.99333
cs3 -0.3565 0.93018 0.99956 0.9237 0.00340 0.06528
c10 -0.5334 0.94300 0.99999 -0.2364 0.93757 0.98998
c3s -0.7282 0.99896 0.99999 0.8282 0.00276 0.01236
c5 -0.7186 0.99933 0.99999 0.9924 0.00187 0.04523

Table A.22: Significance test results and relative improvement for
resColl-doc (2006)

Feedback
MAep MAnxCG

RI t-test WSR RI t-test WSR
TopX 0.9769 0.00001 0.00001 2.4022 0 0.00001
cp4 1.3897 0.00001 0.00001 0.9823 0.00001 0.00001
ct40 1.0528 0.00053 0.00063 0.6661 0.00064 0.00077
c3s3 0.9086 0.00161 0.00139 1.5030 0.00001 0.00001
cs3 -0.2181 0.87168 0.96527 1.4521 0.00001 0.00001
ct10 -0.4665 0.99084 0.99982 0.5152 0.00111 0.00485
c3 -0.5217 0.99580 0.99999 -0.3014 0.99680 0.99951
c10 -0.6012 0.99887 0.99999 -0.2814 0.99338 0.99859
c3s -0.8322 0.99999 0.99999 1.4137 0.00001 0.00001
c5 -0.8262 0.99999 0.99999 1.6658 0.00001 0.00001

Table A.23: Significance test results and relative improvement for
resColl-res (2006)
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