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Abstract 
 
 
For a significant amount of queries posed to search engines, the proximity of the queried 
terms is no less important then their frequency in the document. This work aims to adapt 
TopX, a full-text top-k search engine over semi-structured data developed at the Max-
Planck Institute for Informatics, to proximity-aware indexing and retrieval. 
The existing index structure was extended and implemented for phrase and proximity 
search with regard to semi-structured data. The integration of proximity search into top-k 
algorithm can potentially break monotonic score aggregation which is necessary for early 
pruning of result candidates. The challenge of this work is to keep the top-k style 
processing of the queries, i .e. use the benefit of early termination. The changes in 
behavior of ranking after proximity-aware scoring was studied and experimentally 
evaluated. For evaluation we use the INEX benchmark, particularly, queries from the 
2009 Ad-Hoc track. 
The change in the engine should keep fast query response times and high retrieval 
quality. 
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Chapter 1 
 
Introduction 
 
1.1 Problem Statement 

 
Very often users look for documents in the web, containing queried terms close to each 
other or contiguously, since certain distribution of terms in the text entails certain 
semantic.  
For some queries it is semantically important to consider the proximity of the query’s 
terms. For example, by querying “United states” the user expects to find documents about 
the country - United States of America.  The ranking of the documents based on term 
frequencies and inverse document frequencies would not retrieve the results conforming 
to the user’s expectations. To satisfy the information need in this case, it is necessary to 
give a better ranking score to the documents containing query terms at close proximity to 
each other. 
Proximity-aware scoring of the documents helps to struggle one of the ways of 
spamdexing – a technique that creates web pages with high frequency of words but not 
really relevant in order to distort ranking. 
It is experimentally shown that term proximity is important for the quality of the retrieval 
as the size of the text collection increases and for stemmed queries which is common for 
modern search engines [10, 11]. It is explained by the fact that for bigger collection the 
likelihood of finding non-relevant documents that contain query terms by chance is 
greater than for smaller collections. 
The current implementation of the TopX search engine involves the scoring model with 
consideration of term frequencies and inverse document frequencies. The phrase and 
proximity matching must be integrated into the TopX query processor. The proximity-
aware scoring scheme must preserve top-k query dynamic pruning of the candidates to 
the results pool.  
To make the engine proximity aware, state-of-the-art index structures must be extended 
with the information about relative positions of terms in the document. Also, this 
positional information must be bounded together with the structural information to 
answer the queries imposing the restrictions to the content, i.e. terms occurrence and 
position, and the structure, i.e. terms present in certain structures of the document, on the 
results. 
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The extended index structure must be efficiently compressed since it must be stored on 
disk. The compression scheme must guarantee high decompression speed.  
At the query processing time positional information of terms must be accessed, decoded 
and processed to find the relevant results based on proximity of query terms.  
 
 
1.2 Related Work 
 

1.2.1 Proximity search and Phrase Matching on XML 
 
Proximity search retrieves documents containing queried terms within specified or 
available maximum distances, where the distance is the number of intermediate terms or 
characters. The order of words in the text can also be specified or not. Since November 
2006 most of the commercial search engines are biased toward proximity-aware ranking 
[33]. 
A standard way to evaluate phrase queries is to use an inverted index, in which each term 
has posting lists. Each posting list includes a document identifier, score of the document 
and list of ordinal word positions at which term occurs in this document. For the case of 
XML IR, the structure of XML documents can be used for more specified queries in 
terms of location of keywords in the document. Such a mix of text and structure leads to 
different approaches in considering the proximity of the query terms.  
The state-of-the-art querying languages over XML are pure keyword queries [13, 26, 27] 
and combinations of text and document structure conditions imposed on search results [2, 
17]. These structural conditions are often implemented as an extension to XPath or 
XQuery. 
The TopX search engine supports both types of queries: keyword-only queries defined as 
Content-Only queries (CO) and Content-And-Structure queries (CAS) [23, 26]. The last 
ones allow for the specification of the context of the phrase by XPath axes. 
The XKeyword system [14] returns the subtrees of XML document, containing all of the 
user’s keywords in it. Ranking considers not the distance between terms, but a document 
graph distance between the matched words. That means that smaller subtrees, in a 
number of nodes, are ranked higher. This is different to the approach used in TopX, 
where proximity is taken as minimal distance between terms in the text nodes.   
Amer-Yahia [1] lets the user specify the context markup surrounding keywords and sets 
of tags and annotations to omit when calculating distances between words. Such 
customized phrase matching gives better results, given the knowledge on the application 
domain and the schemas for input documents.  
 

1.2.2 Index Compression 
 
Indices are created offline and typically several times larger than main memory, so they 
need to be stored on disk. The amount of information in the Web imposes a challenge for 
the disk space required to store indices. 
For example, the 2009 INEX Wikipedia collection has near 55 GB of XML sources and 
more than 1 billion XML elements [12, 20].  
The existing means to tackle it are: 
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- design of compact index structures implies sophisticated and deliberate grouping 
of index objects allowing for faster access to them. 

- distribution of the indexer across multiple machines. Splitting inverted files over 
several machines and their parallel processing can significantly shorten the 
indexing time. As for TopX indexer, inverting (i.e., sorting) of the index lists 
produced by the XML parser constitutes a major bottleneck in managing very 
large XML collections [22]. 

-  
- early termination of the query processing can be achieved due to elaborating 

efficient algorithms and heuristics, such as top-k, guaranteeing the most relevant 
candidates in the beginning of the queue to the results pool. 

- caching for  keeping the most frequently or most recently used inverted lists in 
main memory. 

- efficient and effective compressing of indices lets store more information per disk 
unit and lighten the I/O burden while fetching indices from disk into memory; 
efficient decompression algorithms reduce query processing time as inverted 
indices of query terms are fetched from disk into memory and decompressed 
there.   

Compression must achieve both space reduction and disk traffic. Since fetch of the index 
from the disk into a main memory happens during query processing time, decompression 
speed is critical for performance. The task is to make the total time of transferring a 
compressed chunk of data from disk and then decompressing it in memory less than 
transferring the same chunk of data in uncompressed form [16]. It is achievable with a 
modern hardware and efficient decompression algorithms. Also, fast decompression lets 
us increase cache utilization. Caching of postings lists of frequently used query terms lets 
us process the query entirely in memory and minimize time for disk seek and access. A 
high compression ratio lets fit more postings lists in memory. And since memory is a 
relatively expensive resource, fast decompression is even more challenging than sparing 
memory space. 
Section 8 of ref. [30] gives an overview of the modern techniques used for inverted file 
compression. 
The specificity of inverted indices is the usage of 32-bit or 16-bit integers for document 
identifiers, positions of terms and other appropriate information, since these sizes are 
compiler supported and enough to hold the maximum values. 
Modern approaches used for inverted files compression can be classified in two types: 
those that use variable number of bit or bytes to encode each integer of inverted index 
and those that use a fixed number of bits or bytes to encode variable number of integers. 
One can present them in the following way: 
1. Variable length encoding - fixed number of integers in each encoding unit of variable 
length.  

1.1. Bytewise compression uses an integral number of bytes to encode a integer. 
The simple example is variable-byte coding. 
1.2. Bitwise compression uses an integral number of bits to represent each integer. 
Mostly applied in inverted indices are Golomb coding, Elias gamma coding, 
Golomb coding, and Rice coding, and binary interpolative coding. 
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These schemes are described in [21, 25].  Bitwise codes suffer form low 
decompression speed since cannot be easily stepped through. Bit-by-bit inspecting 
is relatively costly on computer architectures, where the basic unit of access is 
multiples of eight bits. Usually this scheme doesn’t align the integers to byte or 
machine-word units. Traditionally Golomb codes are used for document 
identifiers, Gamma codes for frequencies, and Delta codes for offsets [28]. 

2. Fixed length encoding uses a variable number of integers in each encoding unit of 
fixed length. This approach is relatively novel [7, 8]. The basic idea is that it encodes in 
binary as many integers as possible from the input sequence into one codeword of fixed 
length. In front of this codeword a flag is put to indicate the particular alignment of the 
following encoded numbers. This flag is called selector. Setting the length of the 
codeword to 28 bits and the length of the selector to 4 bits makes it possible to decode 
32-bit integers one by one applying shift operations on them, which is fast for state-of-
the-art hardware. Ahn presents the Simple9 compression algorithm [7] that uses 9 
patterns to align input integers within 28 bits. Simple16 [29] extends it for 16 patterns 
thus achieving smaller compression size. 
Zukowski [31] presents PForDelta algorithm, an extension of these algorithms. The 
algorithm finds the most common length b of binary representation of the input integers. 
It compresses integers in batches of multiples of 32. All of the numbers from inverted 
files are encoded within this fixed width b within a disk block. The numbers that are too 
big to encode in b bits are called exceptions and stored uncompressed in a next separate 
section. In the encoded sequence, pointers to them in the exception section are stored. 
The code section containing encoded values and exception section are preceded by an 
entry point section that contains, for every batch-size value, an offset to the next 
exception in the code section and a corresponding offset in the exception section. In front 
of all sections, a fixed-size header indicates compression-specific information such as 
sizes and positions of the other sections. All sections are kept within a disk segment. The 
advantage of this scheme is further customization to the hardware access units’ size. The 
decompression speed of the scheme is an order of magnitude faster than of Simple9, 
Simple16, Rice coding and Variable-byte coding [29]. 
Suel [29] improves its compression ratio by allowing dynamic variable value of b as the 
best tradeoff between the compressed size and the decompression speed and storing 
lower b bits of exceptions in the code section and only the higher bits in the exception 
section. The last change enables using of 8, 16 or 32 bits per exception instead of only 32.  
There are methods that are good for small numbers (Gamma, Rice) and ones that are 
good for big numbers. Numbers for offsets are unpredictable and varying. The Simple9 
coding and Simple16 coding are automatically adaptive to the local distributions of 
integers, in the way the interpolative coding is adaptive [29]. 
It would be an optimization to use only one encoding scheme for all of the numbers in the 
inverted files. The scheme must be appropriate as for small and big numbers of any 
distribution, because the distribution of offsets in the documents is hard to predict and 
function calls are costly. 

  
1.3 Contributions 
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TopX is a native IR full-text search engine for semi-structured data supporting top-k-style 
query processing and non-conjunctive aka. “andish” query evaluations.  
It is backed by object-oriented storage for text-enriched XML data, with sequential, 
stream-like access to all index objects. The mix of text and structure information in XML 
is mirrored by two types of index structure: 

– the content index that stores, for each tag-term pair, all elements with that tag 
that 
contain the term, including their pre- and post labels and their relevance score that is an 
XML-specific extension of the probabilistic-IR Okapi BM25 model [23]. 

– the structure index that stores, for each tag, all elements with that tag, including 
their pre- and post label. It lets us evaluate additional tags of CAS queries. 
For proximity-aware retrieval, the context index must be extended. 
The main contributions of the thesis are the design and implementation of the following: 

1. Extension of the index structure with the positional information of words’ 
offsets in the documents. 
2. Compressing inverted files with Simple16 algorithms and redesign of the index 
structure with the purpose to adapt to the new compression scheme. 
3. Integration of the phrase matching function into the TopX query processor. 
4. Integration of the proximity search and proximity-aware scoring function into 
the TopX query processor. 
5. Experimental evaluation of the proposed techniques. 
 
1.4 Overview of the Thesis 

 
Section 2 describes the inverted index structures of the TopX and proposed redesign of 
them as well as the new applied compression scheme. Section 3 of this work explains 
integration of the phrase search into the TopX engine. Section 4 states the challenges for 
the integration of the proximity search into top-k query processing and describes the 
implemented proximity-aware ranking of the candidates. 
Section 5 presents experimental evaluations of the proximity and phrase search in 
different combinations of run modes of the engine within the INEX benchmark.  
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Chapter 2 
 
Extension of the TopX system index structure 

 
This work aims to extend the existing inverted index structure for proximity-aware 
ranking. 
The main change is the addition of ordinal positions of words in documents of the 
collection starting from 1 up to number of words in the document. This ordinal offsets of 
the words form a list of integers. 
 
2.1 TopX index structures. 
 
For an illustration of the TopX system index structures consider the following CAS 
query: 
 
     //sec[about(.//, “XML”) and about(.//title, “native retrieval”)] 
 
When parsed by the TopX system, it contains three tag-terms pairs, namely: sec[“XML”], 
title[“native”] and title[“retrieval”]. Three content index lists must be scanned by the top-
k algorithm. The TopX engine stores all of the content indices concatenated in one binary 
file. Offsets in that binary file denote the beginning of the index of each particular tag-
term pair, which are stored in separate lookup file. 
The binary file is formed in a sophisticated manner in order to adapt the structure for the 
top-k processing [23, 24]. To compose the file one needs to go through the following 
steps: 

1. Score all of the elements of the collection. 
2. Sort all elements in ascending order by tag-term pair (forming an index list for 

each tag-term pair). 
3. Sort all elements within each index list by document identifier docid. 
4. Group elements that share the same tag, term, and docid into element blocks. 
5. Sort all element blocks within each index list by maxscore in descending order. 

Maxscore is the largest score within one element block, i.e. the largest score 
within the given document for the given tag-term pair. 

6. Group element blocks with similar maxscore into document blocks of bounded 
length (e.g. in multiples of disk’s access unit). 

7. Sort element blocks within each document block by docid in ascending order. 
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8. Sort elements within each element block by element identifiers pre. 
To sum up, all the elements of all of the documents are sorted by tag, term, maxscore and 
docid. Step 7 allows for efficient m-way merge-joins by docid between document blocks 
during their sequential scan when evaluating multi-dimensional queries. Step 5 and 6 
help top-k-style early threshold-based index pruning by having candidate elements with 
higher scores on top of the list. Step 8 supports efficient in-memory merge joins of the 
elements. 
Indexing a collection is distributed and runs in parallel for all of the indexing steps: 
parsing the XML documents, sampling frequency statistics for all tag-term pairs 
necessary to score them, forming the inverted file structure as described above and 
compressing it [22]. 
The contiguous binary file is stored on disk. During the query processing time, queried 
tag-term’s index lists are fetched into memory where merge-joins for efficient score 
aggregations are used. 
In the previously used compression scheme, the physical end of an index list was marked 
by a special list separator byte L to prevent the engine from scanning the next not 
relevant list. Element blocks are separated by the block separator byte B. Document 
blocks are separated by the block separator byte BB. The binary file structure example is 
depicted in Figure 2.1. This format serves as basis for our new index structure.  
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Figure 2.1: Inverted file for all tag-term pairs of the collection.  
 

In the inverted file from the Figure 2.1, each element block consists of a header which 
contains a docid and one or more entries of the form 
( pre,  post,  score) 
where pre and post are the pre/postorder encoding [23] of the element , score is the 
element’s score for the tag-term condition. 
For each tag-term pair, the index list is fetched form disk into memory, decompressed 
there, and processed. The TopX work is described in Section 5 of [23].  
For proximity search one needs to scan content indices to process both CO and CAS 
queries. 
In the above query, there is a phrase “native retrieval”. To examine the proximity 
between terms “native” and “retrieval”, one needs their offsets for all of the documents in 
which they occur. 
The list of document identifiers is already present as ordinal numbers of documents in the 
collection. The list of elements with the tag name “sec” and “title” that contain queried 
terms “xml” and “native” and “retrieval” is presented as pre/postorder encoding of the 
element [23]. Pre is used as a unique element identifier within the document. 
Additionally, each XML element is its stored in a tag list to satisfy navigational 

conditions and structural constraints [23]. In the above example query, the presence of 
elements tagged section  and title  are navigational conditions, the presence of terms 
“xml”, “native” and “retrieval” are content conditions, and the requirement that section  

element is connected to title  element by the descendant axis is a structural constraint. 
Proximity search impose a proximity constraint on terms “native” and “retrieval” to be at 
a minimum distance in the number of interleaved terms for the top-k results. To sum up, 
top-k results must satisfy the following conditions: 

1. both terms must be in the same document 
2. both terms must be in the same element title – descendant of section. And 

section  must contain term “XML” in its subtree. 
3. both terms may occur few times in an element, but they must be at minimal 

distance. 
The current implementation of the TopX engine examines the first two conditions by  
merge joins of index lists by document identifiers on the first stage and by element 
identifiers on the second stage [23]. Figure 2.2 illustrates the example view of the merge 
join of document blocks constructing the twig   //sec[about(.//, “XML”) and about(.//title, 
“native”)].  
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Figure 2.2: Sequential access and efficient merge-joins on top of large document blocks. 
 
In the document blocks of both lists framed element blocks with docid  2 and docid 5 can  
be joined and considered further as candidates for the results. In element blocks with 
docid 5, the element with identifier 2 in the sec[“xml”] list and the element with identifier 
3 in title[“native”] list can be further merged on the condition that 2 is less than 3 
enclosing that the element with the tag name “sec” containing term “xml” in document 5 
is a direct ascendant of the element tagged “title” containing term “native” in its subtree. 
To examine the proximity condition, the index structure was extended as presented in 
Figure 2.3. 
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Figure 2.3: The fragment of the extended inverted file’s structure with positional 
information for elements. 
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In the Figure 2.3 each element block entry is now of the form 
( pre,  post,  score,  tf,  ∆0,  …, ∆tf-2, ∆tf-1) 
where tf is term frequency in element’s subtree, i.e. number of term occurrences in this 
element and all its descendants. Thus tf also is the length of the list of ordinal positions 
∆0,  …, ∆tf-2, ∆tf-1 denoted as offsets. Offsets are counted globally for the whole document 
starting from 1.  Each element contains offset information of its whole subtree. The 
descendant’s information is redundant, but good for fast query processing termination. 
The information about word positions is gathered during parsing of the XML document. 
Since offsets are stored for subtrees, not for elements alone, the size of the binary file 
increases considerably. For the figures see Section 5.2. 
The proximity search can start after the merge-join on element level, i.e., after finding 
elements within the same document containing given term. The merge-join condition on 
the element level in case of proximity search or phrase matching is then based on 
equalities of the pre labels in the scanned lists. It would mean that terms are in the same 
document and in the same element, and only the proximity constraints between terms’ 
positions in that element must be examined.   
It is obvious that the structure requires an efficient and effective compression scheme. 
 
 

2.2 Inverted index compression  
 

The previous compression scheme’s input was the sequence of integer numbers such as 
docids and tuples of the form 
( pre,  post,  score, tf) 

where the score is in floating point format and need to be cast into an integer while 
encoding and recovering it back to float format during the decoding phase. To compress 
the index without offset information, different bitwise and bytewise schemes for different 
objects of the index were used.  
The top-k-oriented sorting of elements by maxscore and sorting of element blocks by 
docid described in the Section 2.1 allows for delta encoding of docids and pre labels. The 
docid values are compressed with a variable-byte compression scheme. Pre values are 
encoded with the variable number of bytes, since values for pre and post take from 1 up 
to 3 bytes depending on the XML tree size. 
The explicit length indicator byte to signal the number of bytes is used for each entry in 
an element block. Scores cast into integers were compressed with a variable a number of 
bytes pointed out as one-byte length indicator in front of the score’s encoding. The cast of 

a floating point score value s into an integer was implemented as  82⋅s  for one byte 

and  162⋅s  for two bytes. 

For the earlier indexed collections, pre, post and score values took in some cases less than 
one byte and that is why each (pre, post, score) triplet was encoded as monolithic code 
sequence with variable-bit scheme. Score values occupied a fixed length of 6 bit of that 
sequence, and pre and post values were of the same length, which allowed for only one 
length indicator in front of the sequence in particular for pre and post length. The length 
indicator for the triplet was of one byte or two if pre and post exceeded 213 = 8,196. 
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The old scheme was ineffective in way it had to switch to various algorithms while 
encoding and decoding inverted list and examine the sequence of numbers byte by byte 
and even bit by bit which is slow. 
The new INEX-Wikipedia collection results in bigger numbers for pre and post, and 
docid. It is about 50 GB when uncompressed [12, 20]. 
In the Section 1.2 of this work, the various algorithms applied for inverted files 
compression are described and compared. The most effective of them are Simple9 [7], 
Simple16 [29] and family of PForDelta algorithms and its optimization [29, 31]. 
PForDelta algorithms are the fastest at decompressing, but need the possession of 
knowledge about integers’ distribution to find the most common length b of binary code 
of incoming integers. Also PForDelta needs more than one scan over compressed 
incoming byte stream. The optimal choice is in our view Simple9 or Simple16 techniques 
since they are suitable both for big and small numbers of any distribution. It is especially 
universal for offsets that can be small numbers intervening with big ones. Its universality 
makes it applicable for the whole index structure, i.e., for sequences of document 
identifiers, element identifiers, offsets and backup meta-data numbers such as length 
indicators. Also the decompression speed of these techniques is high due to the simplicity 
of the decoding algorithm. Simple16 covers more alignment patterns of the input 
sequence of integers than Simple9 and that is why has been chosen as the encoding 
scheme for the inverted files of the TopX engine. 
For this purpose, the index structure was adopted to the new compression scheme.  
 
2.2.1 Simple16 Coding 
 
The main idea of the Simple16 algorithm is to encode as many integers as possible into 
one 32-bit codeword. The codeword can be seen as pattern with various alignments for 
holding a variable number of integers of variable lengths of their binary codes. The name 
Simple16 designates that the algorithm captures 16 different patterns of the input 
numbers’ partition in one 32-bit codeword. 
Since the binary code of numbers from 0 to 15 takes up to 4 bits, the first 4 bits of the 
algorithm’s codeword stand for the case indicator, called selector. The next 28 bits of the 
codeword are for keeping binary representations of the input integers, totaling to not 
more than 28 bits. For example, if all of the next seven numbers take not more than 4 bits 
each, than they can be encoded as seven 4-bit binaries in one 28-bit array. In front of that 
array the selector must be put, designating that there are 7 numbers of length 4 bits 
following.  
Table 2.1 shows sixteen possible ways in which 28 bits can be partitioned to store up to 
28 integers. So the first case encodes 28 consecutive numbers of the length one bit. The 
second case 1 encodes 7 consecutive numbers of the length 2 bit and next 14 integers of 
the length 1 bit, and so on. The maximum number that can be encoded by Simple16 is 
228. 
As one can see from the Table 2.1, the number of unused bits for all of the cases is zero. 
But this number means only that 28 bits are totally occupied by the agreed partitions. 
However, inside of each partition, unused bits may occur as for example in case 13 three 
numbers may completely occupy 7 bits, and the fourth integer may be of length 6 bit 
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leaving 1 bit unused. To cover all of such cases is of no value since they are of 
exponential amount. 
 

Case Selector Number of codes Number of codes  ×  length of code 

1 0000 28   28 × 1 

2 0001 21 7 × 2 + 14 × 1 

3 0010 21  7 × 1 + 7 × 2 + 7 × 1  

4 0011 21 14 × 1 + 7 × 2 

5 0100 14 14 × 2 

6 0101 9 1 × 4 + 8 × 3 

7 0110 8 1  × 3 +  4  ×  4 + 3 × 3 

8 0111 7 7 × 4 

9 1000 6 4 × 5 +  2 × 4 

10 1001 6 2 × 4 +  4 × 5 

11 1010 5 3 × 6 + 2  ×  5 

12 1011 5 2 × 5 + 3 × 6 

13 1100 4 4 × 7 

14 1101 3 1 × 10 + 2 × 9 

15 1110 2 2 × 14 

16 1111 1  1 × 28 

 
Table 2.1: Simple16 compression algorithm’s sixteen patterns for encoding integers in 
one codeword. 
 

Case Selector Number of codes Number of codes  ×  length of code 

1 0000 28   28 × 1 

2 0001 21 7 × 2 + 14 × 1 

3 0010 21  7 × 1 + 7 × 2 + 7 × 1  

4 0011 21 14 × 1 + 7 × 2 

5 0100 14 14 × 2 

6 0101 9 1 × 4 + 8 × 3 

7 0110 8 1  × 3 +  4  ×  4 + 3 × 3 

8 0111 7 7 × 4 

9 1000 6 4 × 5 +  2 × 4 

10 1001 6 2 × 4 +  4 × 5 

11 1010 5 3 × 6 + 2  ×  5 

12 1011 5 2 × 5 + 3 × 6 

13 1100 4 4 × 7 

14 1101 3 1 × 10 + 2 × 9 

15 1110 2 2 × 14 

16 1111 2 1 × 3+ 1 × 25  

 
Table 2.2: Proposed redesign of Simple16 compression algorithm codeword’s sixteen 
patterns. 
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For the Wikipedia 2009 collection, case 15 is never used, since the maximum document 
identifier takes no more than 25 bits (there are 2.5 million documents in the Wikipedia 
collection), and we propose to replace them with the following pattern: one 25-bit 
number and 3 blank bits.  
Table 2.2 sums up the proposed scheme. It is important to notice that the ordering of the 
cases by the descending number of codes is important both for efficiency and 
effectiveness of the algorithm. The algorithm iterates through the cases patterns. In each 
iteration, the Simple16 encoding tries to fit as many numbers as possible into the current 
pattern. The attempt to fit the maximum number of integers (in the first iteration 28) 
makes it optimistic, early terminating and optimal in a way that the most optimal (by 
criteria of the maximum number of integers encoded in one codeword) cases are picked. 
 
The benefit of the 25-bit integer stored in the last case of the coding scheme instead of 28 
bit number is explained in the next section. 
To see the algorithm’s work consider the following example. Consider the example input 
sequence of integers {3, 7, 14, 117, 3, 231, 451, 3, 31, 95, 383, 7287}. Their binary code 
lengths form the following sequence: {2, 3, 4, 7, 2, 8, 9, 2, 5, 7, 9, 13}. For simplicity 
consider the algorithm’s processing over the last sequence, since only the lengths of 
codes are important for the workflow. The output of the algorithm would be the case 
assignment to the subsequences of the input integers resumed in the Table 2.3. 
 
 

Codeword Subsequence Case Number of 
codes  ×  length 

of code 

28 bits of data 

1 {2,3,4,7} 12 4 × 7  

 
0000011, 0000111, 0001111, 

1111111 

 

2 {2,8,9} 13 1 × 10 + 2 × 9 

 
0000000011, 

011111111,111111111 

 

3 {2, 5, 7} 12 4 × 7  

 
0000011, 0011111, 11111111 

 

4 {9, 13} 14 2 × 14 

 
00000111111111, 01111111111111 

 

 
Table 2.3: The Simple16 coding example  of the sequence {2,3,4,7,2,8,9,2,16, 7,13}. 
 
The last column of the Table 2.3 shows bitmasks of the output codes in the data section 
of the codeword. For example, for the input number 2 denoting that the number takes 2 
bits in binary code, encoding it with the case 12 of the algorithm results in 7 bit segment 
0000011, where ones designate bits occupied by the number’s code and zeros stand for 
unused bits in the partition of the codeword. 
In total, the example sequence of numbers generates 4 codewords within 128 bits, 34 of 
which are unused. For the second codeword, there are 8 bits unused in the fist 10-bit 
segment. 
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The revising of the partition of the patterns is the subject of the future work. 
Decompression is implemented as a switch operation on the status bits, where each of the 
16 cases applies a fixed bit mask to extract the integers from the 28 bits. 
 

2.2.2 Adaptation of the inverted index structure to Simple16 compression scheme 
  

Both Simple16 and its revised version described in the previous section take as input a 
sequence of integer numbers. In the previously used compression scheme, the general 
structure of numbers to compress is depicted in the Figure 2.2 where 8-bit element block 
separator B is coded as 0 and 8-bit index list separator is coded as 1 which forces to count 
document identifiers and pre/post labels starting from 2 to avoid disambiguation during 
decoding. Adding positional information increases the frequency of number 1 occurrence. 
Thus offsets numbers need to be shifted by one the same way as docid, pre, and post 
resolving in longer binary codes for all four types of attributes. Since the positional 
information is of considerable value and repeated for all descendants of the root element 
the expected growth of binary codes should be avoided.  

 
The Figure 2.4 displays the new proposed structure with additional meta-data making it 
suitable for Simple16 compression and decompression. 
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Figure 2.4: Proposed index structure for Simple16 compression. 
 
More formally, each document block consists of element blocks and carries the 
information about the number of element blocks ebnum in its header. This indicator 
allows for leaving out document block separators B from the index structure.  
To designate the end of an element block, the number of the elements elnum  

contained within that element block is stored in its header along with docid.  The whole 
tag-term pair’s index structure now is of the form 
ebnum{elnum, docid,{pre, post, score, offsets}elnum}ebnum 

Thus the tuple for each element is repeated elnum times within one element block. 
Offsets are formally represented as 
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(tf, idx0,  d0, ..., dtf-1) 

where d0,  d1, …, dtf-1 are delta-encoded offsets of the given term within the document and 
idx0 is a first offset of the given term stored. 
The document block is now of fixed length. It is written to the disk during encoding when 
it has 10,000 elements in it. 
The number of document blocks is known after forming the whole index list of a tag-term 
pair. To put it as a length indicator at the beginning of the list would require a random to 
the disk. For this reason we have to stick to the old schema’s index list separator byte. 
For the decoding function that reads a contiguous stream of 32-bit codewords the list 
separator value equal 1 overlaps with Simple16 algorithm’s case coding. It is proposed to 
encode it as 255 in one byte. Four bits of the new value still overlap with the last case of 
the algorithm. The proposed in the Table 2.2 change of the case 16 coding that the next 3 
bits after the case’s 4-bit selector are set to 0 for any regular codeword. This way the 
pattern 11111111 in the beginning of the 16 case’s codeword doesn’t occur, which allows 
for using this pattern as an index list separator byte. To discern between the separator and 
Simple16 algorithm’s case, the decoding function additionally checks next 3 bits after 4 
status bits. If they all are set to 1, the scan of the index list is over.  
This contribution of variable-length element blocks and variable-length offset list with 
fixed-length document blocks and an index list separator case, allows us to have always 
not more than one document block in memory at indexing time. Otherwise, memory 
consumption could grow without limit at indexing time. 
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Chapter 3 
 
 Phrase matching 

 
To examine the phrase occurrence all of the terms in the subtrees rooted at target element 

and support elements are considered. This textual content of the elements’ subtrees is 
called full-content of an element. Target element of the query is the rightmost, top-level 
node test of a location path according to both the XPath and NEXI specifications [26]. 
The rest of the elements in the query’s location path are denoted as support elements. So, 
the query terms contained in an about operators of support and target elements are looked 
for in full-contents of this elements. About operators point out that their content must be 
searched in full-contents of the elements left to them. In our previous example, the sec 

element is a support element and the element labeled title is the target element. The 
content condition in about operator corresponds to the self axis of XPath [32]. The phrase 
in content condition of about operator [23] is discerned by enclosing terms in quotation 
marks. The terms demarcated with quotation marks may be intervened by the non phrase 
terms. 
The TopX query parser stores the whole set of terms of about operators in one array 
called selfs. Thus phrases in the queries’ about operators form a subset of the selfs array 
and are stored separately in an array called phrases. 
Phrase in the query has the advantage of being unambiguous concept marker and is 
therefore considered as a valuable retrieval technique. Phrase matching is a special case 
of proximity search, when the distance between queried terms is one, i.e., terms are 
adjacent, and the order of terms can not be varied. We also impose the constraint that the 
order of terms coincides with their order in the query.  
 
3.1 Query processing, algorithmic outline. 
 
The phrase matching function is implemented separately from the proximity search and 
doesn’t change top-k style query processing. Candidates are pruned as before based on 
the threshold set equal to the currently kth ranked result. In the second round, after top-k 
pruning, a boolean filter is applied to the candidates leaving in the results pool only those 
who satisfies phrase condition which preserves monotonous score aggregation of the top-
k algorithm. The phrase filter returns a match for a content condition if it contains the 
phrase at least once in its full content.   
Phrase matching function operates on the lists of delta-decoded offsets in memory and 
examines both single and multiple phrases in content conditions. In case of multiple 
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phrases being present in an about operator, it returns a match if at least one of the phrases 
occurs in the content condition of an element. 
Delta-decoded gaps are naturally sorted in ascending order as they occur in the document. 
This creates an opportunity to compare offsets lists by merge joining them. The join 
condition of join would be then a difference between offset values, meaning that the 
terms at these positions are adjacent in the document.  
The query parser decomposes the query into an ordered sequence of dimensions. Content 
conditions make up content dimension, and navigational conditions make structural 
dimensions.  
So, in the query “//article[about(., information retrieval)] “, the tag-term pair “article-
information” is at  dimension 0 and “article-retrieval” is at dimension 1. Further, we refer 
to query terms as dimensions. For each dimension the content index or structure index, if 
the dimension is structural, is read from disk and decoded. 
After the merge join depicted in Figure 2.2 on document level, the candidates to the top-k 
results contained in one document are known. Afterwards, during the merge join on 
element level, the tag-term pair candidates are examined for a phrase match. The function 
for proving the phrase match is called for one dimension d. The phrase matching function 
checks all of the phrases in one about operator. For this purpose, it goes through the selfs 
array that provides information about all other dimensions occurring together with d 
within one about operator. It steps through the non-phrase terms in-between the phrase 
terms. To know whether the current dimension of selfs array is in phrase, it looks up into 
another array with the information about phrase lengths of each dimension in the about 
operator.  For non-phrase content dimensions the phrase length is 0. If the phrase length 
of the dimension is more than 1 it processes its offsets list and the lists of the dimensions 
that occur together with it in one phrase.  These dimensions are found in the phrases 
array, provided by query parser. It additionally checks whether dimensions are within one 
element, i.e. if their pre labels are equal. If the dimensions of the checked phrase are not 
in same element, the function returns false and the argument dimension d is pruned from 
the queue of the candidates. Otherwise, it starts to process offsets lists of the remaining 
dimensions to find a phrase match. 
Two lists at a time are compared inside the loop over the lists for all of the dimensions of 
the phrase which takes a linear time. The lists for terms are compared in the same order 
as the terms occur in the phrase. The first two lists are scanned until the first match of the 
phrase restriction. The match is the difference between a pair of positions in the two lists 
equal 1. The subtraction of the dimension value from the offset value enables merge-join 
on equality condition which simplifies the algorithm. If the phrase condition isn’t 
satisfied during the scan of the first pair of offsets lists, the rest of the lists are not 
examined, since it means that the phrase match fails from the very beginning. Otherwise, 
the rest of the lists are examined to discover whether they contain terms adjacent to the 
found ones. If the match fails in the rest of the dimensions, the search starts again in the 
first dimension’s list from the position next to the failed one. So, lists are compared with 
the previous term’s list and the following term’s list as they occur in the phrase. The 
minimum number of comparisons for the phrase of length n is n-1. 
If there are no other terms that occur together with the argument dimension in one phrase, 
i.e., there is only one term in the about operator, the function returns true and doesn’t 
have any impact on the candidate pruning.  
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Algorithm 1 shows pseudo code for the phrase checking function. 
 

Algorithm 1 Phrase match (PM). 

 
PM(Phrases Pi,…, Pm ) 
 

for all Phrases Pi (i=1..m) do 
phrase = Pi.getNext();  
j := 0; 
matches := 0; 
while( j < length[phrase]-1 && pos[j] < lengths[Gap[j]]) do 
    dim := phrase.nextDim(); 
    nextdim := phrase.nextDim(); 
    next := j + 1; 
    Gapj = Gap[j][pos[j]]- dim;   
    Gapnext = Gap[j+1][p[j+1]] - nextdim; 
    c := Gapj - Gapnext; 
    while(c > 0 && p[j+1] < lengths[j+1]) do 
        c := Gapj - (offs[j+1][p[j+1]] - nextDim); 
        if(c > 0) then  
  p[j+1]++; 
        end if 

    end while                           
    if (c < 0 && pos[j] < lengths[j]) then 
         matches := 0;  
         pos[j]++; 
         j=0; 
    end if 
    if (c == 0) then 
         matches++; 
         p[j]++; 
         j++;                 
    end if                              
    if (p[j] >= lengths[Gap[j]] || p[j+1] >= lengths[j+1]) then 
  break; 
   end if                         
end while 

if (matches == lengths[phrase]-1) then 
         mismatch--; 
        else mismatch++; 
end if 

end for         

if(mismatch > 0 && mismatch == m) then 
    return false; 
end if 

return true; 
 

The example of offsets lists processing can be shown for the following delta-decoded 
offsets lists of 3 dimensions: 
 
0: {1, 3, 5, 8, 12} 
1: {4, 6, 10, 13} 
2: {2, 11, 14} 
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The differences between the last gaps in all 3 lists are equal 1 and make a phrase in the 
element at positions 12, 13, 14. 
In the Figure 3.1 schematically presents the numbered steps while examining the offsets 
lists for a phrase match. The double arrow denotes the comparison between two gap 
values, and the single arrow designates the moves of pointers pos over the lists. 
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Figure 3.1 Steps of merge-join on 3 offsets list to find a Phrase match. 
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Chapter 4 
 
 Proximity search 
 
Strict phrase filtering excludes many still semantically relevant results having intervening 
non-query terms between query terms. To get more relevant results, the relaxation of the 
phrase condition can be used such as allowing for interleaved non-query terms in the 
phrase. 
In our implementation, we don’t impose the window size as in related works or threshold 
for a number of in-between words. Instead, we impose the restriction that query terms 
must be within one XML element. It constraints both the size of the passage containing 
query terms and semantically circumscribes the domain of search. It is intuitively 
apparent that a meaningful phrase should appear within one paragraph or section, but not 
be scattered across a few of them. It is also coherent with the element retrieval mode of 
the engine when the ranked list of target elements is returned [23]. 
In related work, the passages or elements that are shorter typically receive a better 
proximity score [14]. Assuming that longer passages can contain query terms at smaller 
distance in a number of terms, we score elements that contain query terms at higher 
proximity higher. 
The proximity checking function is called just like the phrase checking function after the 
merge-join on document level for the candidate elements during the merge-join on 
element level. Unlike the phrase checking function, it doesn’t exclude the candidates 
from a pool but impacts their rank. The function computes the proximity score of each 
dimension based on the distances between it and all other dimensions that are in one 
about operator with it. This score is then added to the BM25 score of the candidate. Thus 
it can boost the elements where the queried terms are at close proximity in their full 
contents. The function ignores quotation marks. So it checks all the dimensions in the 
selfs array. 
The proximity search doesn’t restrict the order of queried terms in the results as a phrase 
match does. Therefore, each term’s offsets list is compared with all other query terms’ 
offsets lists. While comparing offsets list of each pair of terms, we compute the minimum 
distance between the offsets values from that list. This value is then accounted into the 
proximity scores of both terms. The number of comparisons is then equal to the number 
of combinations of 2 terms one can choose from a set of n terms given that n is the 
number of dimensions in one about operator. 
For the NEXI-style query, n would be the number of terms in the content condition of 
one about operator. The runtime to find minimal distances for all combinations of term 
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pairs in each content condition of length n is than up to n2/2  multiplied by the time of 

processing offsets lists of pairs of terms. 
 
 
4.1 Proximity-aware ranking of the results 
 
In our implementation, we use a linear combination of a content-based score with a 
proximity score in the form of [9] 
 
score(e, q) = α · scorecontent(e, q) + (1 − α)scoreproximity(e, q)      (5.1) 
 

where α is a hand-tuned weight for each part of overall score of the document or element. 
The first part of the score already exists in the current index structure as a BM25-based 
score. The second part depends on the distances between query terms which are known 
only at query time and cannot be included into the index in advance, as the term 
frequency based BM25 score is. So it must be added on-the-fly to candidates’ score at 
query processing time. 
To boost proximity satisfying results, the accurate proximity scoring function is needed.  
Another challenge induced by the top-k query processing is the pruning of candidates that 
is possible due to sorting them by score values and knowing the upper bound for the best 
possible score at each scan step. The proximity score is known only at query time and is 
neither monotonically increasing nor decreasing which makes it harder to compute the 
upper bound for it. The proximity part of element’s score must respectively be upper-
bounded. The total upper bound must be monotonically decreasing in order to preserve 
top-k style query processing. Further, the computation of proximity scores of elements 
and upper bounds is explained. 
As the basis for calculation of elements’ proximity score, we take the scoring model 
proposed by Buettcher et al. [10, 11] (in the sequel, Buettcher’s scoring model ) since it 
was the only one that improved a result quality over BM25-based scoring. Buettcher’s 

scoring model rewards the candidates that have query terms at close proximity in a 
number of in-between terms with the higher score. This model computes proximity 
scores for documents, and we apply it similarly for elements. 
For every term t of a query q= {t1, . . . , tn},  we compute an accumulator acc that contains 
proximity score of t within the current element e:  

                          ∑
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Thus, accumulated proximity score of the term t within the element e (the score of a tag-
term pair in the TopX implementation) is the higher, the shorter the distances between t 
and all other query terms. 
 In the original model the distances only between adjacent terms are taken into account 
for the sake of faster computation, and the scores are weighed with inverted document 
frequencies of terms. For our implementation, it can be further tried to weight the terms’ 
proximity scored with inverse element frequencies to see whether this improves the 
ranking of results. The inverse element frequency is 
 



 32 

  








+

+−
=

1)(

5.0)(
log)( 2

tef

tefN
tief     (5.5) 

where N is the number of elements in the collection and ef(t) is the number of elements 
with term t in its full-content. 
The overall score of the element e involves query terms’ accumulators weighed in a 
BM25-like manner: 

scoreBüttcher(e, q) =  scoreBM25(e, q) + ∑ +
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where k1 and K are the same as in original BM25 scoring function. Parameter K expresses 
the ratio between the given element’s length length(e) and average length  avg(length) of 
elements in the collection: 
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where b and  k1 are configurable parameters that are set to b = 0.5 and k = 
k1 = 1.2 [10]. 
The Buettcher’s model was not created and used for the top-k algorithm. In the 
proximity-aware TopX implementation the best score of each candidate element is 
aggregated as a sum of scores presented in the Equations 5.1 or (5.4). The integration of 
the Buttcher’s model into TopX query processor is challenging in a way that the score is 
query dependent and thus cannot be precomputed. Also it is not monotonically 
decreasing unlike BM25 that is precomputed and stored in decreasing order in the 
inverted index list, which disables threshold-based pruning. In our implementation, we 
add them to the BM25 scores of the candidates on the fly, after they were computed in 
the proximity examining function. To keep efficient top-k query processing, the upper 
bound of each candidate’s score must be respectively increased by the values of their 
proximity scores. The only way to keep the upper-bound of the candidates’ scores 
monotonically decreasing is to add some constant value to the BM25 component of the 
overall score. We assume that an upper bound for the proximity accumulated score of the 
term would be its value when distance between a pair of terms is 1. Thus, if there are 
more than 2 terms in the query we compute their accumulated scores as if they were 
adjacent. This makes the upper bound constant, dependent only on number of query 
terms, but not the actual distances between them. Since it not known in advance how 
close the real accumulated proximity scores of the query terms to the upper bound are, we 
give it only some small weight in overall score of an element as the following way [9]: 
  

scoreBüttcher(e, q) =  scoreBM25(e, q) + ∑ +
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where k1 = 1.2 as in original model, and the value of  K in equation is set to constant for 
simplicity. In such a way, each accumulator and an upper bound accumulator are 

smoothed as 
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. In the query processor implementation the upper bound 

values are precomputed for queries of length up to 256 terms as a pre-initialized look-up 



 33 

array. For example, for the query of length 3 it would be equal 1/12  + 1/12 +1/22 = 2.25. 
In the experimental part of this work, the results of TopX query processor’s runs with 
smoothed as above proximity scores, acc(t)/(10 + acc(t)) and weighed with 0.1 are 
presented. 
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Chapter 5 
 

Experimental Evaluation 
 
We conduct our experiments within the Initiative for the Evaluation of XML Retrieval 

(INEX) benchmark [34]. It provides queries, large structured data collections and scoring 
methods for the evaluation of retrieval systems. The relevance is judged by human 
assessors. INEX is the main forum for research on XML IR. 
The aim of experiments is to study the impact of explicitly annotated multi-word phrases 
and proximity search over query terms on retrieval quality. The challenges are the big 
scale of collection and mark up, and longer queries in terms of both structural and content 
conditions.  
The impact of proximity and phrase search can be seen from comparison of retrieval 
quality with the BM25-based ranking taken as a baseline. We evaluate the impact of the 
phrase matching filtering and proximity-aware ranking of the results with INEX queries, 
taking as the result granularity an XML element and its textual content. The retrieved 
target elements are allowed to be: article , paragraph , section  for CO queries and any 
user specified for CAS queries. We run experiments in two modes of INEX Ad-Hoc 
Track: ArticleOnly and Focused mode (both for CO and CAS queries). 
We run the experiments in non-conjunctive mode when it is not obligatory that all query 
conditions, whether structural or content, have to be matched. In this mode, the 
evaluation of the candidate element doesn’t terminate due to a single failed condition of 
the query [23].  
Also we measure the compression ratio of the newly implemented compression scheme. 
 
5.1 Hardware and Software Setup  
 
This section describes the techniques we employed to achieve these goals. All 
experiments presented here were conducted using the TopX information retrieval system 
developed at the Max-Planck Institute for Informatics. The system was run on a single 
PC based on an AMD Opteron (tm) Processor 852 (2.59 GHz) Quad-Core with 15.9GB 
of RAM RAID5 storage.  
The distributed TopX indexer is implemented in Java and the query processor is 
implemented in C++. Both of them are multithreaded. The TopX engine supports caching 
of entire index lists or their prefixes. 
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5.2 Index size report 
 
The addition of the offsets information to the inverted index structures has resulted in the 
increase of index size. We report the compressed index sizes with and without offsets 
information in the Tables 5.1 and 5.2. 
 

 tag-term pairs tags 

TAG (-TERM) LISTS 223,477,712 29,119 

DOCUMENT 
BLOCKS 

224,410,154 103,757 

ELEMENT BLOCKS 6,264,110,578 142,457,335 

TAG-TERM pairs/ tags 14,413,028,370 725,170,284 

TOTAL BYTES 87,651,112,287 ~ 85GB 2,449,940,391~2.3 GB 

 

Table 5.1 Inverted indices sizes for Wikipedia 2009 collection compressed with Simple 
16 algorithm without term offsets. 

 E-BM25 (all elements) BM25 (Article only) 

Disctinct tags  
(element types) 

29,119 1 

Tags(elements) 713,791,145 2,666,185 

Distinct  
tag-term pairs 

223,359,655 11,609,820 

All tag-terms pairs 14,440,286,893 530,994,097 

Term offsets 22,581,968,072 1,029,862,179 

Index size 140,337,129,038 bytes  
= 130 GB 

6,481,444,529 bytes 
= 6.04 GB 

Indexing time ~4.5 hours ~20 min 

Table 5.2 Inverted indices sizes for Wikipedia 2009 collection compressed with Simple 
16 algorithm without term offsets. 

5.3 Data Collections  
 
For experimental evaluation of the phrase- and proximity-aware XML retrieval, we used 
the XML version of INEX Wikipedia collection of year 2009. There are 2,666,190 
articles with deeply nested structure resulting in total in 101,917,424 of elements which is 
more challenging for element retrieval than the previously used INEX collections. The 
collection has a total uncompressed size of 50.7 Gb. Respectively, there is set of 115 
queries provided by INEX to retrieve the results from the Wikipedia collection. In the 
sequel, we refer to them as topics. It includes semantic annotations from the 2008-w40- 
2 version of YAGO [19].  
Figure 5.1 shows part of a document in the corpus. This Wikipedia article is about Goopy 
Geer, an animated dog cartoon character. The whole article has been encapsulated with 
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tags, such as the <canine >, <fictional character >, <dog> tags. This allows us to find 
particular article types easily, e.g., instead of a query requesting articles about Goofy: 
 
//article[about(.,Goofy)] 
 
one  can specifically ask about the dog named Goofy: 
 
//dog[about(.,Goofy)] 
 
which would return pages about dogs mentioning Goofy. As the link to the page about 
Goofy is also annotated with tags one can query more specifically: 
 
//dog[about(.//fictional_character,Goofy)] 
 
<article>

<canine confidence="0.8" wordnetid="102083346">

<carnivore confidence="0.8" wordnetid="102075296">

<chordate confidence="0.8" wordnetid="101466257">

<domestic_animal confidence="0.8" wordnetid="101317541">

<vertebrate confidence="0.8" wordnetid="101471682">

<placental confidence="0.8" wordnetid="101886756">

<fictional_character confidence="0.8" wordnetid="109587565">

<imaginary_being confidence="0.8" wordnetid="109483738">    

<dog confidence="0.8" wordnetid="102084071">

<mammal confidence="0.8" wordnetid="101861778">

<animal confidence="0.8" wordnetid="100015388">

<header>

<title>Goopy Geer</title>

<id>434513</id>

...

</header>

<bdy>

…

<fictional_character wordnetid="109587565" confidence="0.8">

<imaginary_being wordnetid="109483738" confidence="0.8">

<link xlink:type="simple" xlink:href="…/798/72798.xml">

Goofy</link>

</imaginary_being>

</fictional_character>

…

</bdy>

</animal>

</mammal>

</dog>

 
Figure 5.1. The fragment of INEX 2009 Ad-Hoc Track document 434513.xml. 

 

The annotation is enhanced with semantic markup of articles and outgoing links, based 
on the semantic knowledge base YAGO, explicitly categorizing more than 5,800 classes 
of entities like persons, actors, companies, cities, and many more [19]. 
For our experiments, we are interested in the Ad-Hoc Track setting of INEX 2009. This 
track is dedicated to the research the effectiveness of XML-IR and passage retrieval. To 
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find out whether the document mark-up helps to find relevant information within it, 
INEX poses the following tasks [20]:  
1. The Thorough Task is to return a list of elements ranked by their relevance to the 
query. The results are allowed to overlap. 
2. The Focused Task is to return a ranked list of the most completely discussing and 
specific to the topic of request non-overlapping results (elements or passages). For our 
runs we retrieve article , pargraph  and section  elements.  
3. The Article Task must return results (elements or passages), rooted at the article 
element. The results don’t overlap naturally since the target element is at the highest level 
of the document’s hierarchy.  
We run our experiments in Focused mode for both CO and CAS queries, and in Article 
mode to retrieve top-15 and top-1500 most relevant results.  

 
5.3.1 Topic format 
 

The topics for Ad-Hoc task were composed by benchmark participants according to the 
required format. Each topic represents a certain information need in form of both a CO 
and CAS query with an explanation for the judgment of the returned results as relevant or 
non-relevant. Each topic consists of the following parts converted into XML [12]:  
 

title -  the information need summarized in few keywords that serves as CO query.  
It makes up the content of about operator and is the input for phrase and proximity  
search in our case. 
castitle - keywords of the information need and specification of any structural  
requirements, which makes up a CAS query.  
phrasetitle - a longer, than in title, explanation of the information need by means of  
few phrases. It clarifies the order and the grouping of the terms in the title. If there  
is no description in phrasetitle, it means that the query in title has independent terms  
and should not be a phrase query. 
description - a brief description of the information need written in natural  
language, 
typically one or two sentences. 
narrative – a detailed explanation of  the subjective reasons for the information  
need, what tasks it might help to solve and the description of what makes the  
retrieved element relevant or not. Compliance of the returned results to the narrative  
is the basis for assessments.   

Figure 5.2 shows one of the 115 Ad-Hoc topics. To experiment with phrase-aware search, 
we modify the topics by enclosing some terms in title and about operator of the castitle in 
quotation marks, but not changing the order of the words, inserting or deleting terms, 
with the purpose, to study the impact of the phrase markup alone on the retrieval. For 
example the above shown topic 2009030 is modified as in the Figure 5.3. 
For the list of topics with explicitly annotated phrases taken as the input for phrase-aware 
TopX query processor see Appendix A.1 (CO queries) and A.2 (CAS queries).  
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<topic id="2009030" ct_no="215">

<title>popular dog cartoon character</title>

<castitle>//dog[about(., popular cartoon character)]

</castitle>

<phrasetitle>"cartoon character"</phrasetitle>

<description>Find information about popular cartoon dog 
charactor.

</description>

<narrative>I like Snoopy and I'd like to know if there's 
any other popular canine cartoon charactor. An 
element about the character itself is relevant. An 
element about the show, in which the charactor is 
one of the main charactor is relevant. However, if the 
character is one of the side characters, then the 
element out the show is irrelevant. An element about 
the person who created the canine character is 
irrelevant.

</narrative>

</topic>

 
Figure 5.2. INEX 2009 Ad-Hoc Track topic 2009030.  
 
<topic id="2009030" ct_no="215">

<title>popular dog "cartoon character"</title>

<castitle>//dog[about(., popular "cartoon character")]

</castitle>

<phrasetitle>"cartoon character"</phrasetitle>

<description>Find information about popular cartoon dog 
charactor.

</description>

<narrative>I like Snoopy and I'd like to know if there's 
any other popular canine cartoon charactor. An 
element about the character itself is relevant. An 
element about the show, in which the charactor is 
one of the main charactor is relevant. However, if the 
character is one of the side characters, then the 
element out the show is irrelevant. An element about 
the person who created the canine character is 
irrelevant.

</narrative>

</topic>

 
Figure 5.3. INEX 2009 Ad- Hoc Track topic 2009030 modified for phrase-aware search.  
 

5.4 Evaluation metrics 
 

Since INEX 2007, it is allowed to retrieve freely placed text passages besides XML 
elements to comparatively study the impact of XML mark up on the relevance of the 
retrieval. This caused the abolition of elements as the basis for measure. The proper 
evaluation of  the effectiveness in XML-IR remains an ongoing research question at 
INEX [12]. 
Since 2005, INEX practices a highlighting assessment, when human assessors highlight 
relevant sentences in a pooled set of documents of the Wikipedia collection. Additionally, 
articles get a best entry point judgment, marking by it the best place to start reading. 
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In the Focused Task the amount of relevant information retrieved is measured in terms of 
the length of relevant text retrieval instead of the number of relevant documents [15]. The 
classical information retrieval metrics, precision and recall, are measured at certain ranks 
of the results list. 
Precision at rank r is defined as the fraction of relevant text in all of the retrieved text up 
to rank r. The document parts retrieved up to the rank r must contain a minimum of the 
non-relevant text to get a high precision of retrieval. 
Recall at rank r is the portion of relevant text that is retrieved in all of the relevant text 
available in the collection at rank r. 
The problem with the above defined precision is that it can be artificially skewed by 
returning relevant text scattered over many small items rather than returning it in one 
passage it belongs to. To overcome this, an interpolated precision measure iP[x] at 
selected recalls levels is used, since recall levels are more comparable than rank values:  
 

                                                    [ ] [ ] [ ]qLRxifxrRrP ≤≥∧ )max(  

                                [ ]xiP  =                                                                                            (5.1) 

                                                     0                                    if    x> [ ]qLR  

 

where [ ]qLR  is the recall over all retrieved documents. For an INEX topic, the 

interpolated precision is measured at 101 standard recall levels from 0.00 and up to 1.00 
Apart from the individual interpolated precision measures at selected recall levels, the 
average of them, known as average interpolated precision AiP, is computed. For our 
evaluation model AiP would be then: 
 

[ ]∑
=

⋅=
00.1,...,01.0,00.0101

1

x

xiPAiP      (5.2) 

 
Average interpolated precision evaluates average interpolated precision for one topic. 
The search engine’s performance over the set of topics is measured as an arithmetic mean 
of topics’ AiP values. Given n topics, the mean average interpolated precision is then: 
 

[ ]∑⋅=
t

tAiP
n

MAiP
1

      (5.3) 

 
For the Focused Task, INEX requires to report interpolated precision  at early recall 
points, and mean average interpolated precision over 101 standard recall points (0.00, 
0.01, 0.02, ..., 1.00) as an overall measure. 
In our runs, for top-15 retrieved results, the interpolated precision for at early recall 
points is most informative. We report interpolated precision at the 1% recall calculated as 
mean over 115 topics and mean average interpolated precision over 101 recall levels. The 
interpolated mean average interpolated precision is of value for a top-1500 result 
evaluation. All runs were first converted to the submission format of the Ad-Hoc Track 
and then evaluated with the standard tools from that track. 
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5.5 Runs 
 

The Table 5.3 summarizes the effectiveness (iP[0.01], MAiP) and efficiency 
(avgerage of wallclock runtimes per topic and total for all of the topics) results of the 
TopX query processor runs for top-15 results.  

Mode Article CO, FO, $           CAS,FO 

Baseline  0.576 
0.175 

51181 ms total, 445 
ms avg 

0.520 
0.108 

58817 ms total, 511 
ms avg. 

0.483 
0.124 

54110 ms total, 470 
ms avg. 

Phrase 0.575 
0.183 

91749 ms total, 797 
ms avg. 

0.538 
0.102 

146605 ms total, 1274 
ms avg. 

0.481 
0.124 

54879 ms total, 477 
ms avg. 

Proximity1 0.569 
0.187 

37313 ms total, 324 
ms avg. 

0.569 
0.126 

74438 ms total, 647 
ms avg. 

 

0.441 
0.129 

57093 ms total, 496 
ms avg. 

 

Proximity2 
 

0.554 
0.177 

54830 ms total, 476 
ms avg. 

0.507 
0.107 

33021 ms total, 287 
ms avg. 

 

0.461 
0.130 

270709 ms total, 2353 
ms avg. 

 

Proximity3 
 

0.561 
0.185 

37648 ms total, 327 
ms avg. 

0.572 
0.134 

71457 ms total, 621 
ms avg. 

0.475 
0.130 

118289 ms total, 1028 
ms avg. 

Phrase  
+ 
Proximity1 

0.565 
0.190 

125936 ms total, 1095 
ms avg. 

 

0.541 
0.117 

183891 ms total, 1599 
ms avg. 

 

0.447 
0.130 

41954 ms total, 364 
ms avg. 

 

Phrase + 
Proximity2 
 

0.543 
0.186 

191850 ms total, 1668 
ms avg. 

0.506 
0.099 

210279 ms total, 1828 
ms avg. 

 

0.464 
0.130 

272533 ms total, 2369 
ms avg. 

 

Phrase+ 
Proximity3 
 

0.566 
0.191 

107417 ms total, 934 
ms avg 

 

0.537 
0.118 

186490 ms total, 1621 
ms avg 

0.471 
0.124 

112114 ms total, 974 
ms avg. 
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Table 5.3 The iP[0.01], MAiP and runtimes of top-15 results for INEX Ad-Hoc topics. 
 
For the baseline, we take a BM25-based run and compare it to the phrase-aware run, the 
proximity-aware run with different tuned weights and to the run executing both the 
phrase and proximity search. There are three modes of runs: Article, CO queries in 
Focused mode, where the result granularity is $, and CAS queries parsed from the 
<castitle>. 
Figure 5.4 shows the precision/recall plot for CO queries in Focused mode. Figures 5.5 
and 5.6 show the same information for Article only task and for CO queries in Focused 
mode. 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 5.4 Precision/recall plots for top-15 CO Focused runs, $ tag. 
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Figure 5.5 Precision/recall plots for top-15 Article runs. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 5.6 Precision/recall plots for top-15 CAS Focused runs. 

 

mode Article CO, FO, $ 

 Base 0.592 
0.271 

79023 ms total, 687 ms avg. 

0.585 
0.182 

193666 ms total, 1684 ms avg. 

Phrase 0.588 
0.274 

347544 ms total, 3022 ms avg. 

0.579 
0.183 

539804 ms total, 4693 ms avg. 

Proximity3 0.592 
0.281 

150598 ms total, 1309 ms avg. 

0.586 
0.200 

318997 ms total, 2773 ms avg. 

Phrase  
+ 
Proximity3 

0.58 
0.276 

416076 ms total, 3618 ms avg. 

0.563 
0.19 

691503 ms total, 6013 ms avg. 

 
Table 5.4 The iP[0.01], MAiP and runtimes of top-1500 results for INEX Ad-Hoc topics. 
 
5.6 Evaluation summary 
 
As one can see from the Tables 5.1 and 5.2 phrase- and proximity aware searches were 
marginally competitive only for CO queries.  For CAS queries there is no improvement 
as the structural constraints are enough to finely granulate results. Despite the overall 
performance is worsened, there are might be some queries that give better results but are 
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smoothed by other queries, since phrase-aware search is very much semantically 
dependent on the order and grouping of terms in the query. 
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Conclusions 
 

In this work the proximity-aware indexing and ranking methods for XPath full-text were 
implemented within the existing TopX search engine index structures and query 
processing infrastructure. The implementation consists of the following major parts: 
 

1. Extension of the existing inverted block-index structure for a generic support of 
keyword proximity and phrase search in XML CAS queries.  

2. Compressing the index with Simple16 compression scheme and partial redesign 
of the structure keeping it compact and object-oriented as before. 

3. Extension of the top-k query processor for proximity-aware ranking functions. 
The implemented techniques were experimentally evaluated for their effectiveness and 
efficiency within the INEX benchmark. 
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Appendix A 
 
A.1 Modified CO queries for phrase search   
 

topic id title title with phrase 

1 Nobel prize "Nobel prize" 

 

2 best movie 

 
"best movie" 

 

3 yoga exercise 

 

"yoga exercise" 

 

4 mean average precision reciprocal 
rank references precision recall 
proceedings journal 

 

"mean average precision" 
"reciprocal rank" references 
precision recall 
proceedings journal 

 

5 chemists physicists scientists 
alchemists periodic table 
elements 

 

chemists physicists scientists 
alchemists "periodic table" 
elements 

 

6 opera singer italian spanish -
soprano 

 

"opera singer" italian spanish -
soprano 

 

7 financial and social man made 
catastrophes adversity misfortune 
-natural 
disaster 

 

financial and social man made 
catastrophes adversity misfortune 
-"natural 
disaster" 

 

8 israeli director actor actress 
film festival 

 

"israeli director" actor actress 
film festival 

 

9 election +victory australian 
labor party state council -
federal 

 

election +victory "australian 
labor party" state council -
federal 

 

10 applications bayesian networks 
bioinformatics 

 

applications "bayesian networks" 
bioinformatics 

 

11 olive oil health benefit 

 
"olive oil" "health benefit" 

 

12 vitiligo pigment disorder cause 
treatment 

 

vitiligo "pigment disorder" cause 
treatment 
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13 native american indian wars 
against colonial amricans 

 

"native american" indian wars 
against colonial amricans 

 

14 content based image retrieval 

 
"content based image retrieval" 

 

15 Voice over IP 

 
"Voice over IP" 

 

16 cycle road skill race 

 
cycle road skill race 

 

17 rent buy home 

 
rent "buy home" 

 

18 Dwyane Wade 

 
"Dwyane Wade" 

 

19 Latent semantic indexing 
 

"Latent semantic indexing" 
 

19 IBM computer 
 

"IBM computer" 
 

21 wonder girls 

 
"wonder girls" 

 

22 Szechwan dish food cuisine 

 
Szechwan dish food cuisine 

 

23 plays of Shakespeare+Macbeth 

 
"plays of Shakespeare"+Macbeth 

 

24 cloud computing 

 
"cloud computing" 

 

25 scenic spot in Beijing 

 
"scenic spot" in Beijing 

 

26 generalife gardens 

 
generalife gardens 

 

27 Zhang Yimou 

 
"Zhang Yimou" 

 

28 fastest speed bike scooter car 
motorcycle 

 

fastest speed bike scooter car 
motorcycle 

 

29 personality type career famous 

 
"personality type" career famous 

 

30 popular dog cartoon character 

 
popular dog "cartoon character" 

 

31 sabre 

 
sabre 

 

32 evidence theory dempster shafer 

 
evidence theory "dempster shafer" 

 

33 Al-Andalus taifa kingdoms 

 
"Al-Andalus" "taifa kingdoms" 

 

34 the evolution of the moon 

 
"the evolution of the moon" 

 

35 Bermuda Triangle 

 
"Bermuda Triangle" 

 

36 notting hill film actors 

 
"notting hill" "film actors" 
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37 movies directed tarantino 

 
movies directed tarantino 

 

38 french colony africa independence 

 
"french colony" africa 
independence 

 

39 roman architecture 

 
"roman architecture" 

 

40 steam engine 

 
"steam engine" 

 

41 The Scythians 

 
The Scythians 

 

42 sun java 

 
sun java 

 

43 NASA missions 

 
NASA missions 

 

44 OpenGL Shading Language GLSL 
 

"OpenGL Shading Language" GLSL 
 

45 new age musician 
 

"new age" musician 
 

46 Penrose tiles tiling theory 

 
"Penrose tiles" "tiling theory" 

 

47 Kali's child criticisms reviews 
Psychoanalysis of Ramakrishna's 
mysticism 

 

Kali's child criticisms reviews 
Psychoanalysis of Ramakrishna's 
mysticism 

 

48 biometric technique 

 
"biometric technique" 

 

49 Chicago Symphony Orchestra 

 
Chicago Symphony Orchestra 

 

50 valentine's day 

 
"valentine's day" 

 

51 Rabindranath Tagore Bengali 
literature 

 

"Rabindranath Tagore" "Bengali 
literature" 

 

52 newspaper spain headquarter 
Madrid 

 

newspaper spain headquarter 
Madrid 

 

53 finland car industry manufacturer 
saab sisu 

 

finland "car industry" 
manufacturer saab sisu 

 

54 tampere region tourist 
attractions 

 

tampere region "tourist 
attractions" 

 

55 european union expansion 

 
"european union" expansion 

 

56 higher education around the world 

 
"higher education" around the 
world 

 

57 movie Slumdog Millionaire 
directed by Danny Boyle 

 

movie "Slumdog Millionaire" 
directed by "Danny Boyle" 
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58 Tiananmen Square protest 1989 

 
"Tiananmen Square" protest 1989 

 

59 failure tolerance in distributed 
systems 

 

"failure tolerance" in 
"distributed systems" 

 

60 hard disk technology 

 
"hard disk" technology 

 

61 france second world war normandy 

 
france "second world war" 
normandy 

 

62 social network group selection 

 
"social network" "group 
selection" 

 

63 D-Day normandy invasion 

 
"D-Day" "normandy invasion" 

 

64 stock exhange insider trading 
crime 

 

stock exhange "insider trading" 
crime 

 

65 sunflowers Vincent van Gogh 

 
sunflowers "Vincent van Gogh" 

 

66 folk metal groups finland 
 

"folk metal" groups finland 
 

67 probabilistic models in 
information retrieval 
 

"probabilistic models" in 
"information retrieval" 
 

68 China great wall 

 
China "great wall" 

 

69 Singer in Britain's Got Talent 

 
Singer in "Britain's Got Talent" 

 

70 health care reform plan 

 
"health care reform" plan 

 

71 earthquake prediction 

 
"earthquake prediction" 

 

72 +professor information retrieval 
computer science 

 

+professor "information 
retrieval" "computer science" 

 

73 web link network analysis 

 
"web link" "network analysis" 

 

74 web ranking" "scoring algorithm 

 
"web ranking" "scoring algorithm" 

 

75 tourism in tunisia 

 
"tourism in tunisia" 

 

76 sociology and social issues and 
aspects in science fiction 

 

sociology and "social issues" and 
aspects in "science fiction" 

 

77 torrent client technology 

 
torrent client technology 

 

78 supervised machine learning 
algorithm 

 

supervised "machine learning" 
algorithm 
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79 dangerous paraben bisphenol-A 

 
dangerous paraben "bisphenol-A" 

 

80 international game show formats 

 
international "game show" formats 

 

81 Maya calendar 

 
"Maya calendar" 

 

82 south african nature reserve 

 
"south african" "nature reserve" 

 

83 therapeutic food 

 
"therapeutic food" 

 

84 food allergy 

 
"food allergy" 

 

85 operating system mutual exclusion 

 
"operating system" "mutual 
exclusion" 

 

86 airbus a380 

 
"airbus a380" 

 

87 history bordeaux 

 
history bordeaux 

 

88 hatha yoga deity asana 

 
"hatha yoga" deity asana 

 

89 world wide web history 

 
"world wide web" history 

 

90 Telephone history 

 
Telephone history 

 

91 Himalaya trekking peak 

 
Himalaya "trekking peak" 

 

92 ski waxing -water -wave 

 
"ski waxing"  -water -wave 

 

93 French revolution 

 
"French revolution" 

 

94 global warming human activity 

 
"global warming" "human activity" 

 

95 Weka software 

 
"Weka software" 

 

96 Eiffel 

 
Eiffel 

 

97 location marcel duchamp work 

 
location "marcel duchamp" work 

 

98 Pandemic Death 

 
Pandemic Death 

 

99 movie houdini 

 
movie houdini 

 

100 search algorithm with plural 
keywords 

 

search algorithm with plural 
keywords 

 

101 alchemy in Asia including Japan 
China and India 

 

alchemy in Asia including Japan 
China and India 

 

102 historical ninja stars historical ninja stars 
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103 photograph world earliest 

 
photograph world earliest 

 

104 lunar mare formation mechanism 

 
"lunar mare" formation mechanism 

 

105 Jazz Musicians 

 
"Jazz Musicians" 

 

106 amy macdonald love song 

 
"amy macdonald" "love song" 

 

107 design science sustainability 
"renewable energy" synergy 

 

design science sustainability 
"renewable energy" synergy 

 

108 sustainability indicators metrics 

 
"sustainability indicators" 
metrics 

 

109 circus acts skills 

 
"circus acts" skills 

 

110 paul is dead hoax theory 

 
"paul is dead" hoax theory 

 

111 europe solar power facility 

 
europe "solar power" facility 

 

112 rally car female OR woman driver 

 
"rally car" female OR woman 
driver 

 

113 Toy Story Buzz Lightyear 3D 
rendering Computer Generated 
Imagery 

 

"Toy Story" Buzz Lightyear 3D 
rendering Computer Generated 
Imagery 

 

114 self-portrait 

 
"self-portrait" 

 

115 "virtual museums" 

 
"virtual museums" 

 

 
A.2 Modified CAS queries for phrase search 
 

topic id castitle castitle with phrase 

1 //article[about(., Nobel prize)] 

 
//article[about(., "Nobel prize")] 

 

2 //article[about(., best movie)] 

 
//article[about(., "best movie")] 

 

3 //article[about(.,yoga exercise)] 

 
//article[about(.,"yoga 
exercise")] 

 

4 //article[about(.//(sec|p),mean 
average precision reciprocal rank 
proceedings journal) and ( 
about(.//st,references) or 
about(.//st,see also) ) and 
about(.//image,precision recall)] 

 

//article[about(.//(sec|p),"mean 
average precision" "reciprocal 
rank" 
proceedings journal) and ( 
about(.//st,references) or 
about(.//st,see also) ) and 
about(.//image,precision recall)] 
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5 //article[about(.,periodic table 
elements chemists physicists 
scientists 
alchemists)]//(person|chemist|alch
emist|scientist|physicist) 

 

//article[about(.,"periodic table" 
elements chemists physicists 
scientists 
alchemists)]//(person|chemist|alch
emist|scientist|physicist) 

 

6 //(classical_music|opera|orchestra
|performer|singer)[about(.,italian 
spanish opera singer -soprano)] 

 

//(classical_music|opera|orchestra
|performer|singer)[about(.,italian 
spanish "opera singer" -soprano)] 

 

7 //article[about(.//(misfortune|cat
astrophe|adversity),financial and 
social -natural disaster 
catastrophes)] 

 

//article[about(.//(misfortune|cat
astrophe|adversity),financial and 
social -"natural disaster" 
catastrophes)] 

 

8 //article[about(.//(film_festival|
movie|actor|actress),israeli 
Director actor actress film 
festival)] 

 

//article[about(.//(film_festival|
movie|actor|actress),"israeli 
director" actor actress film 
festival)] 

 

9 //(p|sec)[about(.//(political_part
y|politics),election +victory 
australian labor party state 
council -federal)] 

 

//(p|sec)[about(.//(political_part
y|politics),election +victory 
"australian labor party" state 
council -federal)] 

 

10 //*[about(.,applications bayesian 
networks bioinformatics)] 

 

//*[about(.,applications "bayesian 
networks" bioinformatics)] 

 

11 //food[about(., olive oil) and 
about(., health benefit)] 

 

//food[about(., "olive oil") and 
about(., "health benefit")] 

 

12 //article[about(., vitiligo) AND 
about(.//category, pigment 
disorder)] 

 

//article[about(., vitiligo) AND 
about(.//category, "pigment 
disorder")] 

 

13 //article[about(.//conflict, 
native american indian wars 
against 
colonial americans)] 

 

//article[about(.//conflict, 
"native american" indian wars 
against 
colonial americans)] 

 

14 //*[about(., content based image 
retrieval)] 

 

//*[about(., "content based image 
retrieval")] 
 

15 //*[about(.//section, voice over 
ip)] 

 

//*[about(.//section, "voice over 
ip")] 

 

16 //bicycle[about(., road bike 
race)] 

 

//bicycle[about(., "road bike" 
race)] 

 

17 //home[about(.,home purchase 
rental)] 

 

//home[about(.,home purchase 
rental)] 

 

18 //*[about(., Dwyane Wade)] //*[about(., "Dwyane Wade")] 
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19 //*[about(., Latent semantic 
indexing)] 

 

//*[about(., "Latent semantic 
indexing")] 

 

20 //article[about(.,IBM)]//sec[about
(., computer)] 

 

//article[about(.,IBM)]//sec[about
(., computer)] 

 

21 //article[about(.,wonder girls)] 

 
//article[about(.,"wonder girls")] 

 

22 //article[about(.,cuisine) or 
about(.,dish) or 
about(.,food)]//sec[about(.,Szechw
an) or about(.,Sichuan)] 

 

//article[about(.,cuisine) or 
about(.,dish) or 
about(.,food)]//sec[about(.,Szechw
an) or about(.,Sichuan)] 

 

23 //article[about(.,plays of 
Shakespeare) or about(., 
Macbeth)]//sec[about(., Macbeth)] 

 

//article[about(.,"plays of 
Shakespeare") or about(., 
Macbeth)]//sec[about(., Macbeth)] 

 

24 //article[about(.,cloud 
computing)] 

 

//article[about(.,"cloud 
computing")] 

 

25 //article[about(.,scenic spot) and 
about(.,Beijing)] 

 

//article[about(.,"scenic spot") 
and about(.,Beijing)] 

 

26 //*[about(.//site,generalife) and 
about(.//category,gardens)] 

 

//*[about(.//site,generalife) and 
about(.//category,gardens)] 

 

27 //*[about(., Zhang Yimou)] 

 
//*[about(., "Zhang Yimou")] 

 

28 //vehicles[about(., fastest 
speed)] 

 

//vehicles[about(., fastest 
speed)] 

 

29 //personality[about(., career) or 
about(., type)] 

 

//personality[about(., career) or 
about(., type)] 

 

30 //dog[about(., popular cartoon 
character)] 

 

//dog[about(., popular "cartoon 
character")] 

 

31 //article[about(.,sabre) ] 

 
//article[about(.,sabre) ] 

 

32 //article[ about(.,evidence 
theory) or about(.,dempster 
schafer)] 

 

//article[ about(.,evidence 
theory) or about(.,"dempster 
schafer")] 

 

33 //*[about(.,Al-Andalus taifa 
kingdoms)] 

 

//*[about(.,"Al-Andalus" "taifa 
kingdoms")] 

 

34 //*[about(., the evolution of the 
moon)] 

 

//*[about(., "the evolution of the 
moon")] 

 

35 //*[about(.,Bermuda Triangle)] 

 
//*[about(., "Bermuda Triangle")] 
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36 //*[about(.,notting hill actors) 
and about(.//category,film)] 

 

//*[about(.,"notting hill" actors) 
and about(.//category,film)] 

 

37 //article[about(.//movie//director
, tarantino) or(about(.//director, 
tarantino) and about(.,movie)) or 
about(., movies directed by 
tarantino)] 

 

//article[about(.//movie//director
, tarantino) or 
(about(.//director, 
tarantino) and about(.,movie)) or 
about(., movies directed by 
tarantino)] 

 

38 //*[about(., french colony africa 
independence)] 

 

//*[about(., "french colony" 
africa independence)] 

 

39 //group[about(., roman 
architecture)] 

 

//group[about(., roman 
architecture)] 

 

40 //group[about(., steam engine)] 

 
//group[about(., "steam engine")] 

 

41 //group[about(., scythians)] 

 

//group[about(., scythians)] 

 

42 //article[about(.//language, java) 
or 
about(.,sun)]//sec[about(.//langua
ge, java)] 

 

//article[about(.//language, java) 
or 
about(.,sun)]//sec[about(.//langua
ge, java)] 

 

43 //group[about(.//missions, NASA)] 

 
//group[about(.//missions, NASA)] 

 

44 //article[about(.,GLSL) or 
about(., "OpenGL Shading 
Language")]//sec[about(., GLSL 
OpenGL Shading)] 

 

//article[about(.,GLSL) or 
about(., "OpenGL Shading 
Language")]//sec[about(., GLSL 
OpenGL Shading)] 

 

45 //article[about(., 
musician)]//music_genre[about(., 
New Age)] 

 

//article[about(., 
musician)]//music_genre[about(., 
"New Age")] 

 

46 //*[about(., Penrose tiles tiling 
theory)] 

 

//*[about(., "Penrose tiles" 
"tiling theory")] 

 

47 //*[about(., Kali's child 
criticisms reviews Psychoanalysis 
of 
Ramakrishna's mysticism)] 

 

//*[about(., Kali's child 
criticisms reviews Psychoanalysis 
of 
Ramakrishna's mysticism)] 

 

48 //article[about(., biometric 
technique)] 

 

//article[about(., "biometric 
technique")] 

 

49 //article[about(., Chicago 
Symphony Orchestra)] 

 

//article[about(., "Chicago 
Symphony Orchestra")] 

 

50 //article[about(., valentine's 
day)] 

 

//article[about(., "valentine's 
day")] 
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51 //article[about(., Bengali 
literature)]//sec[about(., 
Rabindranath 
Tagore)] 

 

//article[about(., "Bengali 
literature")]//sec[about(., 
"Rabindranath 
Tagore")] 

 

52 //*[about(.//category, newspaper 
spain) and about(.,  headquarter 
madrid)] 

 

//*[about(.//category, newspaper 
spain) and about(.,  headquarter 
madrid)] 

 

53 //article[about(.//categories, 
finland industry 
manufacturer)]//*[about(.,saab 
sisu car)] 

 

//article[about(.//categories, 
finland industry 
manufacturer)]//*[about(.,"saab 
sisu car")] 

 

54 //*[about(., tampere region 
tourist attractions)] 

 

//*[about(., tampere region 
"tourist attractions")] 

 

55 //*[about(., european union 
expansion)] 

 

//*[about(., "european union" 
expansion)] 

 

56 //*[about(., higher education 
around the world)] 

 

//*[about(., "higher education" 
around the world)] 

 

57 //movie[about(.,Slumdog 
Millionaire)]//director[about(.,Da
nny Boyle)] 

 

//movie[about(.,"Slumdog 
Millionaire")]//director[about(.,"
Danny Boyle")] 

 

58 //article[about(.,Tiananmen 
Square)]//protest[about(.,Tiananme
n Square protest 1989)] 

 

//article[about(.,"Tiananmen 
Square")]//protest[about(.,"Tianan
men Square" protest 1989)] 

 

59 //*[about(., failure tolerance in 
distributed systems)] 

 

//*[about(., "failure tolerance" 
in "distributed systems")] 

 

60 //article[ about(.,hard disk) and 
about(., technology) ] 

 

//article[ about(.,"hard disk") 
and about(., technology) ] 

 

61 //article[ about(.,france) and 
about(., second world war) and 
about(.,normandy) ] 

 

//article[ about(.,france) and 
about(., "second world war") and 
about(.,normandy) ] 

62 //*[about(., social network group 
selection)] 

 

//*[about(., "social network" 
"group selection")] 

63 //*[about(., D-Day normandy 
invasion)] 

//*[about(., "D-Day" "normandy 
invasion")] 

64 //article[about(.,stock exchange) 
AND about(.//link, insider 
trading)]//p[about(., insider 
trading) AND about(., crime)] 

 

//article[about(.,"stock 
exchange") AND about(.//link, 
"insider 
trading")]//p[about(., "insider 
trading") AND about(., crime)] 

65 //(p|sec)[about(.,Vincent van 
Gogh)]//image[about(.,sunflowers)] 

//(p|sec)[about(.,"Vincent van 
Gogh")]//image[about(.,sunflowers] 
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66 //group[ about(.//music_genre, 
folk metal) and about(., finland)] 

 

//group[ about(.//music_genre, 
"folk metal") and about(., 
finland)] 

 

67 //(information|artifact)[about(.,i
nformation retrieval)]//p[about(., 
probabilistic models)] 

 

//(information|artifact)[about(.,"
information 
retrieval")]//p[about(., 
"probabilistic models")] 

 

68 //(p|village)[about(., China)] 
//p[about(.,great wall)] 

 

//(p|village)[about(., China)] 
//p[about(.,"great wall")] 

 

69 //article[about(.//occupation,sing
er) and about(.//series, Britain's 
Got Talent)] 

 

//article[about(.//occupation,sing
er) and about(.//series, 
"Britain's 
Got Talent")] 

 

70 //article[about(.//category, 
health care reform plan)] 

 

//article[about(.//category, 
"health care reform" plan)] 

 

71 //article[about(.,earthquake)]//p[
about(., prediction)] 

 

//article[about(., 
earthquake)]//p[about(., 
prediction)] 

 

72 //(person|scientist)[about(., 
professor)]//link[about(., 
information retrieval) or about(., 
computer science)] 

//(person|scientist)[about(., 
professor)]//link[about(., 
"information retrieval") or 
about(., "computer science")] 

 

73 //*[about(., Web link network 
analysis)] 

 

//*[about(., "Web link" "network 
analysis")] 

 

74 //article[about(.,web ranking 
scoring algorithm)] 

 

//article[about(.,"web ranking" 
"scoring algorithm")] 

 

75 //*[about(., tourism in tunisia)] 

 
//*[about(., "tourism in 
tunisia")] 

 

76 //*[about(., science fiction) AND 
about(., sociology social issues 
aspects)] 

 

//*[about(., "science fiction") 
AND about(., sociology "social 
issues" 
aspects)] 

 

77 //*[about(., torrent client 
technology)] 

 

//*[about(., torrent client 
technology)] 

 

78 //*[ about(., supervised machine 
learning algorithm) ] 

 

//*[ about(., supervised "machine 
learning" algorithm) ] 

 

79 //*[about(., dangerous paraben 
bisphenol-A )] 

 

//*[about(., dangerous paraben 
"bisphenol-A" )] 
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80 //*[about(.//category, game show 
)]//*[about(., international) AND 
about(., game show) and about(., 
format)] 

 

//*[about(.//category, "game show" 
)]//*[about(., international) AND 
about(., "game show") and about(., 
format)] 

 

81 //*[about(.,maya calendar)] 

 
//*[about(.,"maya calendar")] 

 

82 //*[about(., south african nature 
reserve)] 

 

//*[about(., "south african" 
"nature reserve")] 

 

83 //*[about(., therapeutic food)] 

 
//*[about(., "therapeutic food")] 

 

84 //*[about(., food allergy)] 

 
//*[about(., "food allergy")] 

 

85 //article[about(., operating 
system)]//sec[about(.//p, mutual 
exclusion)] 

 

//article[about(., "operating 
system")]//sec[about(.//p, "mutual 
exclusion")] 

 

86 //aircraft[about(., 
airbus)]//sec[about(.,a380)] 

 

//aircraft[about(., 
airbus)]//sec[about(.,a380)] 

 

87 //article[ about(.,history) and 
about(.,bordeaux) ] 

 

//article[ about(.,history) and 
about(.,bordeaux) ] 

 

88 //sec[about(., hatha yoga) or 
about(.,hatha yoga deity) or 
about(.,hatha yoga asana)] 

 

//sec[about(., "hatha yoga") or 
about(.,"hatha yoga" deity) or 
about(.,"hatha yoga" asana)] 

 

89 //article[ about(.,world wide web) 
and about(.,history) ] 

 

//article[ about(.,"world wide 
web") and about(.,history) ] 

 

90 //article[about(., Telephone 
history)] 

 

//article[about(., Telephone 
history)] 

 

91 //article[about(.,Himalaya 
trekking peak)] 

 

//article[about(.,"Himalaya 
trekking peak")] 

 

92 //article[about(., ski waxing )] 

 
//article[about(., "ski waxing" )] 

 

93 //article[about(.,French 
revolution)]//revolution[about(., 
French revolution)] 

 

//article[about(.,"French 
revolution")]//revolution[about(.,
French revolution)] 

 

94 //article[about(.,global warming 
human activity)] 

 

//article[about(.,"global warming" 
"human activity")] 

 

95 //article[about(.,Weka software)] 

 
//article[about(.,Weka software)] 

 

96 //article[about(.,Eiffel)] 

 
//article[about(.,Eiffel)] 

 

97 //*[about(., location marcel 
duchamp work)] 

//*[about(., location "marcel 
duchamp" work)] 
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98 //article[about(., Pandemic 
death)] 

 

//article[about(., Pandemic 
death)] 

 

99 //article[about(.//movie, 
Houdini)] 

 

//article[about(.//movie, 
Houdini)] 

 

100 //*[about(., algorithm) and 
about(., search with plural 
keyword)] 

 

//*[about(., algorithm) and 
about(., search with plural 
keyword)] 

 

101 //*[about(., alchemy) and 
(about(., Asia) or about(., Japan 
China 
India))] 

 

//*[about(., alchemy) and 
(about(., Asia) or about(., Japan 
China 
India))] 

 

102 //*[about(., historical ninja) or 
about(., legendary 
ninja)]//(p|sec|person)[about(., 
star) or about(., person) or 
about(., hero) or 
about(., character)] 

 

//*[about(., historical ninja) or 
about(., legendary 
ninja)]//(p|sec|person)[about(., 
star) or about(., person) or 
about(., hero) or 
about(., character)] 

 

103 //*[about(., photograph world 
earliest)] 

 

//*[about(., photograph world 
earliest)] 

 

104 //*[about(., lunar mare) and 
about(., formation mechanism)] 

 

//*[about(., "lunar mare") and 
about(., formation mechanism)] 

 

105 //article[about(.,musician)]// 
music_genre[about(., Jazz)] 

 

//article[about(.,musician)]// 
music_genre[about(., Jazz)] 

 

106 //article[about(., +amy 
macdonald)]//song[about(.,love)] 

 

//article[about(., +"amy 
macdonald")]//song[about(.,love)] 

 

107 //*[about(., design science) and 
about(., sustainability renewable 
energy) and about(., synergy)] 

 

//*[about(., design science) and 
about(., sustainability "renewable 
energy") and about(., synergy)] 

 

108 //(article|sec|p)[about(.,sustaina
bility indicators metrics) ] 

 

//(article|sec|p)[about(.,"sustain
ability indicators" metrics) ] 

 

109 //article[about(.//category,circus 
skills)]//*[about(., circus acts 
skills)] 

 

//article[about(.//category,"circu
s skills")]//*[about(., "circus 
acts" 
skills)] 

 

110 //article[about(., 
hoax)]//theory[about(.,Paul is 
dead)] 

 

//article[about(., 
hoax)]//theory[about(., "Paul is 
dead")] 

 

111 //article[about(., solar 
power)]//facility[about(., 

//article[about(., "solar 
power")]//facility[about(., 
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europe)] 

 
europe)] 

 

112 //article[about(., rally 
car)]//driver[about(., female OR 
woman)] 

 

//article[about(., rally 
car)]//driver[about(., female OR 
woman)] 

 

113 //*[about(.//movie, Toy Story Buzz 
Lightyear 3D rendering Computer 
Generated Imagery)] 

 

//*[about(.//movie, "Toy Story" 
Buzz Lightyear 3D rendering 
"Computer 
Generated Imagery")] 

 

114 //painter//figure[about(.//caption
, self-portrait)] 

 

//painter//figure[about(.//caption
, "self-portrait")] 

 

115 //museum[about(., virtual 
museums)] 

 

//museum[about(., "virtual 
museums")] 
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