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Abstract

In order to evolve into a dependable and ubiquitous information infrastructure,
the World Wide Web needs comprehensive quality, performance, and availability
guarantees for all kinds of E-services including search engines. To improve the
search result quality of search engines and to exploit the Web’s potential as a
world-wide knowledge base, intensive research efforts are required that center
around the role of the XML document standard. By itself XML is merely syn-
tax, but its momentum for providing semantically meaningful annotations and,
to some extent, standardizing domain-specific ontologies provides opportunities
toward the widely envisioned ”Semantic Web”. At the same time, the ongoing
information explosion in terms of volume and diversity require support for rele-
vance ranking and automatic classification in addition to ontology-based search-
ing. This paper discusses promising research directions along these lines, aiming
at the integration of and synergies between database, information retrieval, and
machine learning techniques. In particular, the paper sketches the XXL search
engine for XML data and the BINGO! focused crawler, both developed at the
University of the Saarland.

1 Introduction

The Web provides the universal infrastructure for all kinds of E-services, ranging
from E-business to digital libraries and collaborative data mining, and it bears
the potential to be the ultimate knowledge base of modern information society.
However, we are far from fully exploiting this potential. All too often, Web-
based information services are awfully slow or unavailable, and the results that
we obtain from Web search engines are quite often useless. The elusive goal that
we should strive for is a generalized notion of guaranteed service quality. The
notion of service quality (or quality of service, QoS for short) has been around
in the context of multimedia communication, but has so far been limited to
low-level issues like guaranteed packet delivery rates. What we need is a well-
founded generalization of this notion to the application level, covering building
blocks such as database access or middleware components like Web application
and workflow servers, Web or Intranet search engines, and entire suites of value-
added E-services on the Internet. The following three classes of guarantees would
be crucially needed and pose major challenges to research:



– Response time of Web-based E-services must be predictable, and we must
be able to guarantee that most service requests, say 99 percent, are served
within user-acceptable time, say 2 seconds, even during load peaks. Given
that skilled system administrators and tuning experts are scarce and ex-
pensive, this calls for automated tuning of system components and self-
organizing system architectures.

– As a result of globalization, services must be continuously available with
downtimes limited to at most a few minutes per year. Transient failures
of software components in multi-tier Web service architectures should be
handled by the Web infrastructure and should be masked to the application
programs to facilitate easier application development and deployment.

– As a particularly important kind of Web service, search engines are becom-
ing a key component for mastering the exploding volume and manifold of
information in our modern society. Therefore, the quality of search results,
in terms of completeness, accuracy, authenticity, and timeliness needs to be
drastically improved and should ideally be guaranteed.

In this paper I concentrate myself on the challenges in improving our Web
search capabilities. I will discuss my subjective vision of how the field should
evolve over the next decade, some major research avenues, and also some of our
own ongoing research efforts along these lines.

2 State of the Art

All search engines for the Web, Intranets, or digital libraries mostly build on the
vector space model that views text documents (including HTML documents) as
vectors of term relevance scores [3, 27]. These terms, also known as features, rep-
resent word occurrences in documents after stemming and other normalizations.
The relevance score of a term in a document is usually derived from the term
frequency (tf) in the document and the overall number of documents with this
term or the corresponding total term frequency, the so-called inverse document
frequency (idf), giving rise to (several variants of) the somewhat pragmatic, but
empirically well proven tf*idf formula. Queries are vectors, too, and we can then
use a similarity metric between vectors, for example, the Euclidean distance or
the cosine metric, to produce a ranked list of search results, in descending or-
der of relevance scores (i.e., estimations of what the user who posed the query
would rate as relevant). The quality of a search results is assessed a posteriori
in terms of the empirical metrics precision and recall: precision is the fraction of
truly relevant documents in the result or the top N matches in the result rank-
ing (N typically being 10), and recall is the fraction of found documents out of
the relevant documents that exist in the underlying corpus (or the entire Web).
Experimentally studying precision and recall is itself a difficult issue.

A nice property of this classical approach is that it can be generalized to
searching on multimedia objects such as images, videos, or music; specific issues
arise, however, for feature extraction, indexing, and query procssing (see, e.g.,
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[3, 4, 30, 32, 39–41, 43]). Once an appropriate feature space has been defined, for
example, based on color distribution or contours in images, the principles of
similarity ranking apply more or less directly. Of course, appropriate features
heavily depend on the specific application. Current approaches on this issue
still seem to be more of an art than scientific engineering. Notwithstanding this
general assessment, there are some useful cases of multimedia similarity search
in limited application contexts.

The above technology based on the vector space model is more than twenty
years old and applicable to any kind of text document collection. But the Web is
more than just a corpus of documents, given that its documents are extensively
cross-related through hyperlinks, and also many Intranets are structured in such
a fashion. A relatively recent trend has been to analyze the link structure between
the documents, viewing the Web as a graph, and define the authority of Web
sites or documents as an additional metric for search result ranking [7, 22, 25].
One way of doing this is to consider a random walk on (a large representative
sample of) the Web where outgoing links are followed with uniform probabilities,
adding up to 1−ε, and a random jump is performed with probability ε. Then the
stationary probabilities of hitting a URL can be computed from the underlying
discrete-time Markov chain, and these probabilities are used as authority scores.
There are alternative ways of defining and computing the notion of authority,
but all lead to similar Eigenvalue problems. The point of this metric is that
documents or sites with high authority should be preferred in search results, to
achieve better precision (i.e., “to sort out the junk” in more colloquial terms).

It is important, however, to realize that authority is different from and com-
plementary to the notion of relevance. In fact, search engines that make use of
authority combine it with tf*idf-based relevance scores, for example, by com-
puting a weighted sum of authority and relevance scores where the weights are
chosen in a pragmatic, more or less ad hoc, manner. Further note that authority
assessment is of help mostly for popular queries that would otherwise produce
a huge result list (e.g., searching for famous pop stars, actors, or politicians). It
does not help much for advanced, expert-style queries for which it is difficult to
find any useful results at all (i.e., for which recall is the problem).

3 Vision and Challenges

The Web can be viewed as a huge, global knowledge base that potentially bears
the answers to almost all information needs for almost everybody: common peo-
ple who are interested in sports, traveling, or other hobbies, business people who
are interested in market data and financial news, scientists who are interested
in background material from neighboring fields and results related to their own
work, and so on. Our ability to exploit this great potential and find high qual-
ity results for advanced queries is still fairly immature. In particular, advanced
queries that are, so to speak, looking for needles in haystacks are poorly handled
by today’s search engines. These are queries that would find few results even
under ideal conditions; so recall rather than precision is the main problem here.
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For the next ten years I hope to see tremendous progress on the capabilities
for intelligent information search. We are indeed forced to tackle this as a grand
challenge in science in general, for otherwise we will inevitably be swamped with
information without being able to retrieve any useful results. This follows from
a simple extrapolation of the rapid growth of information in the world and the
observation that advances in information retrieval have been fairly incremental in
the last two decades. Currently there are still ways of compensating poor search
engine results by manually navigating in the extended neighborhood of some
reasonably promising URL or resorting to intellectually maintained directories of
the Yahoo style. However, these methods are very time-consuming, and become
less and less affordable with intellectual time being the most precious resource.
Even worse, there is no way for these manual methods to scale up with the rapid
growth of the Web.

Examples of the kind of advanced queries that intelligent search engines
should be able to effectively (and efficiently) handle in a decade would be:

– A hiker seeking for information on a particular cross-country (i.e., trail-less)
route that is not available in any guidebooks but likely to be discussed on
personal homepages of a few adventurous hikers.

– A programmer searching for publicly available code for a specific algorithm
(e.g., a B+-tree with built-in concurrency control) in a specific language on
a specific operating system.

– A mathematician (or computer scientist) who conjectures a certain result
and searches for similar theorems that are already known (including more
general theorems that cover the conjecture as a special case).

– A surgeon who prepares herself for a complicated brain surgery and searches
for similar cases (including similar X-ray images or tomographies of tumors).

Ultimately, next-generation Web search engines should be able to find every
piece of information that a human expert could retrieve if she had infinitely
much time (and provided the requested information is somewhere on the Web
at all). Needless to say that the search engine should be a lot faster, but speed
alone is not an end by itself. For advanced queries of the kind mentioned above
humans would surely tolerate a response time of up to a day if the results are
useful and the search engine saves precious intellectual time.

In addition to addressing the search result quality, or effectiveness of search-
ing, two additional challenges lie in the issues of scalability and diversity:

– Challenge Scalability: The Web as it is covered by the union of search engines
today contains about 1 Billion (i.e., 109) documents. In addition, however,
there is a huge amount of interesting and relevant data behind Intranet
gateways and other portals, typically but not necessarily in more schematic
databases. This includes information sources such as CNN and other news
providers, amazon.com which has descriptions and reviews of books, the US
patent database, the library of congress, various climate data centers with
lots of satellite images, and so on. This so-called Deep Web is estimated to
have 500 Billion documents, and it is the fastest growing part of the entire
web.
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– Challenge Diversity: The Web is humongous not only in size but also in
terms of the structural and terminological variety of documents, and similar
observations can be made about large Intranets or scientific data archives.
So we need major efforts towards a new kind of Semantic Web where data
is more explicitly structured and annotated based on rich logic-based data
models and domain ontologies [23]. On the other hand, it would be wishful
thinking to assume that an information collection as gigantic, diverse, and
dynamic as the Web can ever be completely schematized as if it were simply
a single (object-relational or XML) database. Even within the much more
focused scope of enterprise-wide data models, many expensive data integra-
tion projects have failed. So the challenge lies in finding a viable middle
ground that includes better ways of information organization but can cope
with schematic and ontological diversity.

4 Opportunities and Directions

4.1 The Great Synergy

Progress in information retrieval has been incremental, and we cannot expect a
breakthrough in the next decade given the extreme difficulty of the intelligent
information search problem. However, there are a number of trends each of which
will gradually improve the state of the art, and all of them together will hopefully
lead to great synergy and major advances in the quality of search results:

– The XML standard has the potential to foster semantically richer annota-
tions of text documents, and query languages for XML provide powerful
pattern matching capabilities on these annotations.

– Ontologies provide semantic metadata, serve to organize documents in topic
hierarchies, and can contribute to much more precise query formulation as
well as query refinement in a way that is largely transparent to the user.

– To automate the building and maintenance of large-scale ontologies, statis-
tical learning algorithms for automatic classification can be leveraged.

Note that these trends aim to automate the manual pre- and postprocessing
that we have seen to be necessary with today’s search engines: XML pattern
matching can replace the manual navigation in the environment of some promis-
ing URL, and ontologies with automatic classification should replace manually
maintained, Yahoo-style, directories.

In the following subsections I will elaborate on two major research directions
and will discuss some aspects of our specific efforts along these lines, namely,
the XXL search engine for XML data and the BINGO! focused crawler. This
research of ours is carried out within the CLASSIX project, a joint project with
the group of Norbert Fuhr funded by the German Science Foundation [18].

4.2 XML and Ontologies

XML query languages provide powerful capabilities for searching XML data
(see, e.g. [1, 6, 15]), and efficient query processing on XML data is a hot research
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topic. However, most of the current approaches assume that the underlying data
is based on a single XML schema or DTD, and the query languages are based
on Boolean retrieval (i.e., query results are sets of qualifying data items). Con-
sequently, all too often queries may yield empty result sets, when the query is
posed in an overly narrow, albeit precise, manner, or the user may be swamped
with way too many results, when the query is posed too broadly. For searching
information in “open” environments like the Web or large Intranets, where we
cannot assume a global schema, ranked retrieval is much more appropriate: a
query result is a rank list of XML documents or XML elements in descending
order of (estimated) relevance. This calls for the integration of techniques from
database query processing and document-centric information retrieval. Such ap-
proaches are being pursued in a number of projects: in addition to our own work
[37, 38], these include [2, 12, 17, 19, 34, 35].

We have developed a core language, coined XXL for “flexible XML search
language”, for ranked retrieval of XML data using regular expressions on element
paths and search conditions on element contents. For similarity search we have
introduced new operators “∼” and “∼∼”, which can be used for approximate
matching of element names and element content comparisons, respectively. On
the XML Shakespeare play collection, for example, we can search for scenes
where a woman talks about leadership in the presence of Macbeth by the XXL
query:

Select * From Index

Where ∼drama.#.scene As A And A.speech As B

And B.speaker ∼∼ "woman" And B.line ∼∼ "leader"

And A.speech As C And C.speaker = "Macbeth"

The result would include semantically relevant scenes with Lady Macbeth or
the witches even if the words “woman” or “leader” do not literally appear.
The evaluation of similarity conditions of XXL queries is based on a hierarchi-
cal ontology for element names and on term-frequency-based IR-style relevance
estimations for element contents, and provides relevance scores for elementary
search conditions. The scores from “local” similarity tests are combined into
“global” relevance rankings using simple probabilistic arguments.

In the following I will will discuss the role of ontologies for this kind of XML
information retrieval.

4.2.1 Ontology construction. There is a trend toward organizing XML doc-
uments according to domain-specific ontologies (see, e.g., [23, 26, 29, 33]) with
meaningful, carefully chosen element names. However, it cannot be expected
that all documents for a given domain will eventually correspond to a standard-
ized XML schema; rather we still expect substantial schematic variety, for three
reasons: 1) not every author of a (high-quality) document is willing to adopt
standardized terminology, 2) ontologies are evolving over time, and 3) there is
some “natural” diversity of ontologies for the same or overlapping domains.

For these reasons, we treat ontogical metadata as an optional tool for search-
ing XML data, rather than firmly relying on its existence and unambiguity. One
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option to address the problem of schematic variety would be to exploit logical
inferences over a description-logics-based ontology in order to reconcile different
terminologies, semantic concepts, and document structures (see, e.g., [9, 21]). In
the CLASSIX project we are pursuing a second, simpler, option for building
application-specific ontology indexes as follows. When a crawler traverses XML
documents from the Web or an intranet, all element names that are not yet in the
application’s ontology index are added as nodes to a graph. The edges between
nodes represent semantic relationships; currently we distinguish only between
synonym and (different kinds of) hypernym/hyponym edges. The position of a
new element name in the index graph is determined by calling WordNet [16],
a comprehensive thesaurus put together by cognitive scientists. We extract the
concept description (i.e., the “word sense” in WordNet terminology), all syn-
onyms, and all hypernyms and hyponyms for the given word. In addition to
WordNet, we are also considering other sources of authoritative ontological in-
formation such as XML-based directories or lexicons for the domain of interest.
When the crawler encounters a document collection whose entire data corre-
sponds to the same DTD or XML schema, this step needs to be performed only
once.

After an element name has been added to the index graph and its edges to and
from already existing nodes have been constructed, the second step is to quantify
the new relationships by computing a similarity weight between adjacent nodes.
Here again, we are currently pursuing a fairly pragmatic approach, but plan to
investigate better theoretical foundations as well. The current approach is based
on extracting co-occurence frequencies from various sources like Google, Yahoo,
and other Web search engines and directories. The similarity weight between
two nodes increases in proportion to the frequency of finding two corresponding
words (or, more precisely, synonym sets) in the same document.

4.2.2 Query refinement. The ontology index is exploited to expand or nar-
row the search scope of a user query, automatically or in combination with a
user feedback step. This is important in two cases: when the original query is
“overspecified” using overly specific search conditions that would lead to very
few results or even no matches at all, or when the query is “underspecified”
using overly broad or even ambiguous search terms and conditions. In the first
case we would consider generating a refined query with additional search con-
ditions based on hypernyms and their synonyms; in the second case we would
add selected hyponyms (and possibly more related terms when useful for disam-
biguation). An additional option to consider would be the re-adjustment of term
weights in the query.

As an example, consider a query with a similarity search condition ∼region
∼∼ “Isola d’Elba”. Here region is an element name that needs to be matched,
with the additional condition that the element content contains the term “Isola
d’Elba”. The unary similarity operator ∼ denotes that the element name does
not need to occur literally but should rather be matched “semantically”, and the
binary similarity operator ∼∼ denotes an analogous approximation for finding
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the specified term in the element content. To allow for approximate matches,
the original element name region could be expanded into the disjunction region |
country | city and the search for “Isola d’Elba” should consider also related terms
such as “Mare Ligure”, “Toscana”, “Italia”, “Portoferraio”, etc., provided that
the similarity scores obtained from the ontology index are above some threshold.
The ranking of the search results reflects the similarities between the terms in
the query and the found documents. For example, a document with an element
name country and the word “Italia” in its content will be ranked lower than a
document with an element named region and containing the term “Isola d’Elba”.

4.2.3 Implementation. The XXL prototype system, developed at the Uni-
versity of the Saarland, includes basic support for ontology-based similarity
search [37, 38]. The system constructs an ontology index from XML element
names seen during a crawl by looking up WordNet entries as sketched above, and
expands queries with synonyms and hyper-/hyponyms. The ranking of search
results reflects the corresponding proximity measures. Preliminary experiments
indicate that this approach can significantly improve the precision and recall of
searching XML document collections [37].

4.3 Automatic Classification and Focused Crawling

XML documents can be searched more effectively and efficiently when they are
organized in a more explicit way. For this purpose, we need to investigate how
we can automatically classify newly crawled documents into a hierarchical tax-
onomy. In other words, the goal is not only to build ontologies at the metadata
level but to populate the ontological concepts or categories of interest with ac-
tual data. For simplicity, we so far concentrate on trees of topics that reflect the
user’s or user community’s interest profile. Typically, such an application-specific
taxonomy would be an order of magnitude smaller than say the complete direc-
tory structure of a Yahoo-like service. Each node in the tree would be a priori
populated with a number of prototypical documents derived from user book-
marks, surf trails, and other user profiling information. These documents serve
as training data for the classifier.

Rather than viewing crawling and classification as two separate stages of a
data organization engine, we interleave these two steps following a paradigm
known as focused crawling [10]. A focused crawl starts from the training doc-
uments of the taxonomy’s categories as seeds and then traverses a, hopefully
small, fraction of the Web with focus on these topics of interest. The classifica-
tion is invoked for each visited document, which is either added to one or more
categories when the classification test is positive or discarded in the negative
case.

The accuracy of the classification step depends on three key aspects: 1) the
mathematical model and algorithm that are used for classification, 2) the feature
set upon which the classifier makes its decisions, and 3) the quality of the training
data that is initially categorized by human users and from which the classifier
derives parameters for its decision model. These three issues are discussed next.
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4.3.1 Supervised learning for hierarchical taxonomies. The most nat-
ural way of classifying a new document is a top-down procedure starting from
the root of the taxonomy [14]. For each category that is considered a classifier
is invoked and returns a yes-or-no decision and possibly a confidence measure of
the decision. When the documents fits with more than one category, either the
one with the highest confidence measure is chosen or the document is classified
into multiple categories. Then the classification proceeds with the children of
the categories to which the document has been added.

This procedure requires a binary classifier for each category, a test that de-
cides whether a document belongs to the category or not. To this end we are
using a supervised learning method known as support vector machines (SVM)
[8, 20]. Unlike simpler classifiers such as Naive Bayes, this technique takes all
correlations in the underlying feature space (i.e., the term vector space of the
documents) into account, by learning an optimal hyperplane that separates pos-
itive from negative training documents in the feature space (possibly with some
outliers on the “wrong” side of the hyperplane). The decision procedure is a very
efficient scalar product computation, testing on which side of the hyperplane a
document lies, and the distance from the hpyerplane can be interpreted as a
confidence measure for the classification of a document.

An SVM classifier needs both positive and negative training data for each
topic. So far we treat all positive training data from a given category’s siblings in
the taxonomy (i.e., the competing categories given that a document has already
been classified into the parent category) as negative training data for the given
category. This seemingly natural approach can be expected to work well for a
“closed-world” document collection such as the popular Reuters collection in
the TREC benchmark, where each document that will ever be passed to the
classifier is known to belong to at least one of the categories. With Web data
or documents from a highly diverse Intranet, however, this assumption is not
valid. We are currently investigating to what extent additional, explicit negative
training data should be incorporated and how this can be done without imposing
too much of a burden on the human user.

4.3.2 Feature selection. For efficiency as well as accuracy typically only a
subset of the documents’ terms are used as components of the feature space on
which the classifiers are based [24, 42]. A good feature discriminates competing
topics (i.e., siblings in the taxonomy tree) from each other. Therefore, feature
selection has to be topic-specific; it needs to be performed for each topic in the
tree individually. As an example, consider a taxonomy with topics mathematics,
agriculture, and arts, where mathematics has subcategories algebra and stochas-
tics. Obviously, the term “theorem” is very characteristic for math documents
and thus an excellent discriminator between mathematics, agriculture, and arts.
However, it is of no use at all to discriminate algebra versus stochastics. A term
such as “field”, on the other hand, is a good indicator for the topic algebra when
the only competing topic is stochastics; however, it is useless for a classifier that
tests mathematics versus agriculture.
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To compute the best features for a topic-specific classifier we are using
information-theoretic measures, specifically, the cross-entropy between feature
frequencies and topics (a special case of the Kullback-Leibler divergence, which
measures the differences between multivariate probability distributions, the joint
distribution of features and classes versus independent distributions in our set-
ting) [27]. As feature candidates we are studying individual terms as well as
term pairs that occur in the same XML element, XML element names, and also
pairs of parent-child element names. A widely open issue in this context is to
what extent additional, external sources can provide good features; for example,
the neighbors of a hyperlinked document, the DTD of an XML document, or
a thesaurus for a given category may yield features that do not occur in the
training documents themselves.

4.3.3 Online training. An inherent difficulty in automatic classification is
the scarceness of good training data. Motivated by some initial work on us-
ing automatically classified documents as additional training data [31], we are
pursuing an approach with continuous online training. For this purpose, a set
of the most characteristic documents of a topic, coined archetypes, are deter-
mined in two, complementary ways. First, a link analysis procedure, using a
variant of Kleinberg’s HITS algorithm [5, 25], is initiated. This procedure yields
a ranking of authorities for each topic, documents that contain high quality in-
formation relevant to the topic. The second source of topic-specific archetypes
builds on the confidence of the classifier’s yes-or-no decision for a given node
of the taxonomy tree. Among the automatically classified documents of a topic
those documents whose yes decision had the highest confidence measures are
selected as archetypes. Archetypes and the original training documents are then
fed into the classifier for online re-training.

4.3.4 Implementation. The above considerations have been implemented in
a prototype focused crawler coined BINGO! (for bookmark-induced gathering of
information) [36]. BINGO! is completely implemented in Java and uses Oracle8i
as an underlying storage engine. We are currently working on a first round of
large-scale, long-running experiments to evaluate the viability and benefits of
our approach.

4.4 Future Work

Our future work on XML searching is twofold. On one hand, we aim to further
improve the effectiveness of the XXL search engine by enhancing its ontological
basis and improving the probabilistic model for the computation of similarity
scores. In addition, we plan to explore relevance feedback in this context. On the
other hand, we also strive for good efficiency by improving our index structures
and investigating new approaches to query optimization. Obviously, there are
tensions and tradeoffs between these two main directions: improved methods
for ontological reasoning and ranking will be resource-intensive and degrade
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performance. So a long-term goal is to develop a better understanding of these
tradeoffs and strategies for combining better search result quality with acceptable
efficiency.

Our future work on focused crawling includes expanding the scope of BINGO!
to cope with the Deep Web. Whenever a crawl comes across a portal, typically
with a form-based query interface, we would like to generate queries that ex-
tract information from the database(s) behind the portal. The challenge lies
in automating this process and extracting sufficiently meaningful information.
We plan to leverage modern Web-service infrastructure like UDDI, WSDL, and
SOAP for generic wrapping of portals.

Finally, we plan to integrate our two prototype systems, XXL and BINGO!,
into a unified tool suite for intelligent information organization and searching. On
one hand, we are studying ways of handling XML data and other semistructured
or structured data in the crawling, feature selection, and classification process.
On the other hand, we are exploring methods for automatically tagging non-
XML data, e.g., HTML documents, so that we can generate more explicitly
structured and semantically annotated XML documents on the fly (see, e.g.,
[28, 13] for related work along these lines).

The above discussion of our future work emphasizes practical issues. In ad-
dition, however, the field of intelligent information search also calls for better
theoretical foundations. For example, we would like to obtain a better under-
standing, and ideally a theory, for how the quality of training data and ontologies
affect the precision and recall of searching, classification, and focused crawling.
Data “quality” may be measured in terms of information-theoretic metrics or
general statistical properties, but this issue of predicting search result quality
from basic data properties is widely open.
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