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Abstract

Relation extraction has an important role within the information extraction

domain. Given an initial ontology specifying noun categories, instances from

these categories and text corpora, the relation extraction task consists of

extracting the relations that connect instances from these categories. Current

research works related with this topic, are mostly based on the clustering

methods. One well known method for this purpose is k-means clustering [1],

which is used to extend the ontology of computer systems such as NELL [2],

enabling them to increase over time their learning and extraction capabilities.

In this work, we propose the use of matrix factorization methods for

extracting relations between pairs of noun categories. Our approach uses

two kinds of matrix factorization: Non-negative matrix factorization and

Boolean matrix factorization. Using these methods, we intend to overcome

the drawbacks that follows from k-means clustering, which is a hard clus-

tering method, in the meaning that it forces the context patterns to be dis-

jointly assigned to one cluster. In the real data, it might happen that not

every context pattern belong semantically to one of the clusters. In the same

time, it might happen as well that one context pattern can semantically be-

long to multiple clusters. These issues can be easily solved using matrix

factorization methods.

We tested our method on 2 different data sets: YAGO data set [3], and

ClueWeb09 data set [4]. For YAGO data set we have the disambiguated

relations and instance pairs, on which we could compare our results. The

ClueWeb09 data set, is the same data set used with the k-means clustering

method presented in [1], giving us the opportunity to compare the results

from both methods. Based on the experimental results, we conclude that

matrix factorization is a useful approach for extracting relations between

noun categories.
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Chapter 1

Introduction

1.1 Motivation

The World Wide Web represents the main source of information in many do-

mains. This information is expressed using natural language, easily accessible

for humans. The domain of information is very broad, it ranges from scien-

tific to cultural one. Even though there is a large amount of information on

the Web, extracting valid facts still remains a challenging task. The reasons

for this are because the Web is large and heterogeneous, and furthermore the

number of interesting relations is massive and difficult to identify.

Computer systems, such as the Never-Ending Language Learner (NELL)

[2] are build to continuously extract new facts from the web. To NELL

and other similar systems are given as input an initial ontology containing

noun categories (e.g., City, Country), and some semantic relations that it

must extract from the web. The task of NELL is to extract from the web

new instances for the given noun categories and relations. Initially, NELL is

provided with some seed instances for each of these categories and relations,

and with unlabeled web pages. Using this input, the task of NELL is to

learn which noun instances belong to which noun categories, such as City,

Country; and which noun instances have a semantic meaning with which

relations, such as isCapitalof(City, Country).

1



2 CHAPTER 1. INTRODUCTION

The method, that we will present, considers the problem of extracting

new relations to extend the ontology of systems such as NELL, enabling

them to increase over time their learning and extraction capabilities. For

each noun category pair, we find relations that connect instances from these

noun categories and for each relation we propose some seed instances. For

example for the noun category pair (City, Country), a possible relation might

be isCapitalof with seed instances isCapitalof(Berlin,Germany).

Relation extraction is part of the information extraction research topic.

The goal of information extraction is to find and extract relevant information

from natural language text while ignoring irrelevant information. Relation

extraction focuses on the part of detecting and classifying semantic relations

within a set of categories.

Formal definitions for relation extraction are:

Definition 1. The aim of relation extraction as a subtask of information

extraction is to find various predefined semantic relations between pairs of

entities in text. [5]

Definition 2. Given a small piece of text that contains two entity mentions,

the task of relation extraction is to decide whether the text states some se-

mantic relation between the two entities, and if so, classify the relation into

one of a set of predefined semantic relation types. [6]

Definition 3. Relation extraction consists on automated or human-assisted

acquisitions of relations between concepts from textual or other data. [7]

Most part of the information available on the web is represented as un-

structured and semi-structured text data. In order to simplify and to create

a structured view of the information available on this text, several types

of information extraction methods are used to solve different tasks. Typical

sub-tasks of information extraction are named entity recognition, used to rec-

ognize entity names; relation extraction, identification of relations between

entities; semi-structured information extraction, which restore the informa-
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tion structure lost through publications; terminology extraction, extracting

relevant terms given a text corpus; and audio extraction. [8]

The area of applicability of relation extraction methods can be very large,

including Information Retrieval, Question and Answering, Ontology con-

struction, text mining, populating knowledge bases, natural language pro-

cessing.

In this work, we concentrate on the relation extraction sub-task. The

main goal is to implement a method that automatically discovers instances,

from a large and diverse set of relations that connect instances from pairs of

noun categories.

1.2 Presentation of the field

This thesis work consist in the implementation of matrix factorization meth-

ods for extracting semantically valid relations given a set of noun categories

and some instances from these categories. In order to build an appropriate

system for this task, we use predefined ontologies that contain these noun

categories. The input for our system consists of:

1. An ontology specifying a set of noun categories.

2. Instances from these categories (perhaps including errors).

3. A set of two argument context patterns, that connects instances from

the given noun categories (e.g. ’is capital of’, is a two argument con-

text pattern that connects instances from the noun categories City and

Country).

4. A frequency value, indicating how often does the triplet category in-

stance - context pattern - category instance occur in the text corpus.

The first goal is to extract a set of two argument relations, whose ar-

gument types correspond to noun categories in the input ontology. These
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relations represent the semantic meaning of the context patterns that con-

nects instances from a given noun category pair. They have the form of a

function: R(C1, C2) → {0, 1}, where R is the relation name and (C1, C2)

is the instance pair from the noun category pair C1 and C2. The function

takes the value 0 (false), if this relation does not represent a valid semantic

meaning of the context patterns that connect instances from a given noun

category pair. The function takes the value 1 (true), if this relation repre-

sents a valid semantic meaning of the context patterns that connect instances

from a given noun category pair.

Figure 1.1: System Design. Left part: the input given to the system, noun

category pair (River, City) with some instances. Right part: the expected

output, two argument relations.

The second goal is to generate some seed instances for each proposed

relation. As best representatives are considered those instances that co-occur

with the context pattern that gives the relation name. The instances of a

noun category pair are weighted according to how often they co-occur with

the context pattern and the standard deviation of the context pattern they

co-occur with from the relation name. The top 10 noun pairs are chosen as the

best representatives for the new relation. For example, City− isCapitalof−
Country(”Berlin”, ”Germany”), the noun pair (”Berlin”, ”Germany”) is
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one seed instance pair for the new relation isCapitalof .

The literature presents many methods for extracting relations given noun

category pairs, where most of them are based on the clustering methods. We

chose the k-means clustering method to compare our results with, because

it’s implementation is very similar with our method. In this thesis work,

we will implement the matrix factorization method, with the aim to achieve

accurate relation type results. For this purpose, two types of matrix fac-

torization methods are used, Non-negative matrix factorization (NMF) and

Boolean matrix factorization (BMF), which will be explained in more details

in sections 3.3 and 3.4 respectively.

The bottleneck of the system is that we need to analyse every noun cat-

egory pair given in the input ontology. Benefits of the matrix factorization

method, over the k-means clustering method are:

1. One context can belong to multiple relations. Even though, it might

not always result into a benefit. In some of these cases it might happen

that the same context can be chosen by the algorithm as the best

representative for multiple relation names and therefore resulting in an

ambiguity problem.

2. Not every context has to belong to some relations. The k-means clus-

tering method is a hard clustering method, in the meaning that every

element (context pattern in our case), has to belong to exactly one

cluster (relation), and without overlapping. Since we have included er-

rors in our data, it might happen that a given context pattern has no

similar semantic meaning with none of the possible relations. In this

case, it should not be clustered to any of the new relation clusters.

1.3 Contributions

This thesis work, consists of a comparative study, between the k-means clus-

tering method, explained in more details in [1], and our method based on

matrix factorization.
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A drawback of the existing method, when trying to find relations between

noun categories, is that one context pattern should belong to exactly one clus-

ter, which is not the same case with matrix factorization method. With this

method, we will show that one context pattern can belong to multiple rela-

tions (the same syntactical context can have different semantic meanings),

or to none of them. To make it more clear, we will give definitions of:

1. what does it mean that one context pattern can be part of multiple

relations, and

2. multiple context patterns can belong to the same relation,

within the matrix factorization context, in section 3.4.

The main contribution presented in this work, is the implementation of

a new method, matrix factorization, for a known research purpose, relation

extraction. We tested the new method and the implemented algorithms on

two different data sets, one of which is the same used as in the work [1].

The thesis is organized as follows: the discussion of related work is given

in Chapter 2. The implementation of the algorithms are presented in Chapter

3, where we include as well some formalities and definitions in the beginning

of the chapter. The experimental setup are described in Chapter 4, where

we present the two different data sets we have worked on and describe the

pre-processing steps needed for each of them. Chapter 5 presents the exper-

imental results. Conclusions about the work and the possible directions for

future work are given in Chapter 6.



Chapter 2

Related Work

As mentioned in section 1.3, this work is a comparative study method. The

method we are comparing with, will be described in more details in section

2.1 where we will point out some of its strength and weak parts. In section

2.2 will be presented some other existing methods in this field.

2.1 The K-means clustering method

In comparison with the other traditional approaches to Relation Extraction

from text, which require manually defining the relations to be extracted, the

k-means clustering method [1] is an approach that automatically discovers

relations, given a large text corpus plus an initial ontology defining noun

categories.

The advantages of this method presented in [1], are:

1. Make use of redundancy of information in web data - the same relational

fact is often stated multiple times in large text corpora, using different

context patterns. This redundancy is used to cluster together context

patterns which are semantically similar, although they may be lexically

dissimilar.

2. The clustering of the context patterns, is done on a co-occurrence ma-

trix, context pattern by context pattern, since it is more scalable as

7
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the context patterns are fewer in number in comparison to the noun

instances.

3. To accommodate errors in the input category instances and ambiguity

in web data, a classifier is build in order to distinguish valid relations

from semantically invalid relations.

The preprocessing steps and the full implementation of the k-means clus-

tering method is explained in section 3.2. In this section, we will present the

classifiers used to distinguish valid/invalid relations and the results of the

work presented in [1].

Classifying semantically valid relations - The experimental results,

presented in the work [1], showed that more than half of the generated rela-

tions were invalid due to: (1) error in category instance, (2) semantic ambi-

guity, (3) semantically incomplete relations, (4) illogical relations.

In order to distinguish between valid and invalid relations, the authors

present in their work [1] a set of features, which were generated automatically.

Each generated relation has a pair of category types (C1, C2), a corre-

sponding set of seed instances and pattern contexts connecting C1 and C2.

N defines the number of seed instance pairs and N1 and N2 the number of

unique instances belonging to categories C1 and C2 respectively.

1. Normalized frequency count: The frequency count of each category in-

stance was obtained from the corpus and normalized by the category

instance with maximum count. For each relation, a normalized fre-

quency count feature is generated for the instances belonging to C1,

and for the instances belonging to C2. For each of the noun categories,

this feature is generated by averaging the normalized frequency counts

of the instances.

2. Distribution of extraction patterns: The ambiguity of a category in-

stance depends from the context patterns it co-occurs with. If a given

category instance co-occurs mostly with context patterns that belong
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to other categories, than that instance pattern has large ambiguity.

The ambiguity of an instance (i) is given by:

Ambiguity(i,M) =
# of extraction patterns in ’M’ that ’i’ co-occurs with

# of extraction patterns in ’C’ that ’i’ co-occurs with
(2.1)

, where C is the noun category that instance i belongs to, and M is the

noun category of the context patterns that instance i co-occurs with.

The average ambiguity for the set of instances (of size N) belonging to

category C in the generated seeds was calculates as follows:

MaxM(
∑
i∈C

Ambiguity(i,M)

N
) (2.2)

3. Relationship characteristics: If in the generated relation, most instances

of C1 co-occur only with few instances of C2 (or vice versa) then the

relation is considered to be weak. The feature was calculated as the

percentage of the instances it co-occurs with among the total number

of instances of the other category.

4. Pattern Contexts: The co-clustering of several context patterns that

connect instances from two noun categories, is an indicator that the

new relation is a valid one.

Experimental Setup and Results: Using the features described above,

the authors of the paper [1], constructed a classifier. This classifier was

trained and tested on 252 generated relations using manually assigned class

label. Out of them 115 relations were found to be valid. This pointed out the

need to build a classifier to identify valid/invalid relations. After perform-

ing ten-fold cross validation experiments using various classifiers, a Random

Forest classifier performed the best in [1].

The results in [1], showed that the system was able to learn to identify

semantically valid relations without using manually input information.
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Table 2.1: Classifier performance [1]

Relation Type Precision Recall ROC Area

Valid 71.6 72.2 0.804

Invalid 76.5 75.9 0.804

Weighted Avg. 74.2 74.2 0.804

2.2 Other existing methods

Traditional Relation Extraction - are methods that require the rela-

tions to be manually defined and extract instances only for them. Examples

of these systems are SnowBall [9], and CPL [10], which are bootstrapped

learning systems that require manual input of relation predicates. In these

systems, for each relation predicate, the relation name, the seed instances

and the category type are provided. In CPL [10], constraints among the

predicates are used to learn relation/category instances. This method re-

duces semantic drift, leading to an improved precision. CPL achieved 89%

precision for the relation instances extracted. A disadvantage of the tradi-

tional relation extraction methods, is that they require to define manually

the relations to be extracted. This makes it difficult to work on applications

that have thousands of relation predicates.

Open Relation Extraction - are methods that do not require a user

to manually specify the information about the relations to be learned, such

as their names, seed examples, etc. They extract instances for a wide spec-

trum of relations that are not manually pre-defined. One example of Open

Information Extraction systems is TextRunner [11], which extracts from the

web relational tuples between noun entities. TextRunner [11] performs a

self-supervised learning through a linguistic parser. Using some heuristics,

TextRunner [11] extract a positive set (of valid relations), and a negative set

(of invalid relations). Then a Naive Bayes classifier is built, which uses the
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labeled instances as a training set. From 11 million relational tuples, that

were extracted from this system, only 1 million of them resulted to be valid

facts. From these valid facts, 88 % were correct. It is shown that Open RE

has a much lower recall in comparison to Traditional RE systems. On four

common relations (Acquisition, Birthplace, InventorOf, WonAward), Open

RE attained a recall of 18.4% in comparison to 58.4% achieved by Traditional

RE [12].

Unsupervised methods - are developed to overcome the drawbacks of

using Traditional and Open RE methods. Unsupervised methods, do not

require a user to manually define the relations to be extracted and they can

be used to extract domain specific relations without any manually input in-

formation. They are widely applicable to new domains, since they are able

to find unknown relations without any human input. Hasegawa et. al [13],

present a clustering based approach. In this approach, a feature vector is

built for each co-occurrence of noun entity pairs. A cosine similarity met-

ric is applied on each of these feature vectors to generate ”noun entity - by

- noun entity” matrix. Clustering is applied on the generated matrix and

each cluster of noun entity pairs is used to propose a new relation predi-

cate. Instead of the feature vectors, used by Hasegawa et. al, Zhang et.

al. [14] generates a shallow parse tree for each sentence were a noun entity

pair co-occurs. Each shallow tree, indicate a relation instance. Clustering

of the relation instances is done using a tree similarity metric. The method

presented by Zhang et. al. gives improve F-score in comparison to Hasegawa

et. al. These two methods cluster noun entity-pairs based on lexical simi-

larity of the context words connecting the entities. This implies, that noun

entity-pairs connected by lexically different but semantically similar context

pattern may not get clustered together. The web data is much noisier and

has a larger number of entity types. So, another issue is that for web scale

data noun entity pairs by noun entity pairs similarity matrix would not be

scalable for thousand of noun entity pairs. Moreover, these two methods

use big text corpora, where the same relational fact is stated multiple times,
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using different context patterns. Turney [15] and Takamatsu [16] propose

dimension reduction methods to extract domain specific relations, which are

available on relatively small text corpora. In [15], the entities were extended

with a thesaurus and queried to a search engine to gather features. The

resultant feature vectors were compressed with LSI. This work shows the ef-

fectiveness of dimension reduction. In [16], dimension reduction with matrix

factorization is used. In their work, they define relations as word sequences.

Because only few features are extracted from the word sequence, the feature

vectors are extremely sparse. To deal with the sparseness problem, they use

two approaches: dimension reduction and leveraging context in the whole

corpus including sentences from which no relations are extracted. The ap-

proaches are implemented by a probabilistic matrix factorization that jointly

factorizes the matrix of the feature vectors and the matrix of the feature

co-occurrences. Their experimental results, show that the dimension reduc-

tion with Probabilistic Matrix Factorization is more effective for clustering

of the sparse feature vectors than existing dimension reduction methods and

other baseline methods. The method presented in [15], uses rich linguistic

resources (example thesaurus) not expected in a specific domain. Instead of

this, the method presented in [16] uses the feature co-occurrences from the

text corpus.

Semi-supervised learning methods [17] - are used to extract cate-

gories and relations from web pages, starting with labeled training examples

of each category or relation, plus millions of unlabelled web documents. The

DIPRE system [18] requires only a small set of tagged seed instances or a

few hand-crafted extraction patterns for relation to start the training pro-

cess. DIPRE system uses a similar approach to Yarowsky’s algorithm [19]

for word sense disambiguation. KnowItAll [20] propose relation extraction

systems with a self-trained binary relation classifier. If this method uses only

few labelled examples, it is typically unreliable, because the learning task is

underconstrained. By further constraining the learning task, this method can

achieve greater accuracy by coupling the semi-supervised training of many
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extractors for different categories and relations.

Supervised relation extraction approaches - formulate the relation

extraction task as a binary classification method. These approaches include

feature based [21] and kernel based methods [22]. Feature based methods

extract syntactic and semantic features from the text, given a set of positive

and negative relation examples. Kambhatla [21] trains a log-linear model

using these features, for the task of entity classification. In [22] and [23]

are used SVMs trained on these features using polynomial and linear kernels

respectively for classifying different types of entity relations. Some features

are good indicator of entity relations while others are not and it is important

to select only those features which are relevant to the task. To overcome the

problem of selecting a suitable feature-set, specialized kernels are designed

for relation extraction in order to exploit reach representations of the input

data. An advantage of the kernel methods is that they offer efficient solutions

in exploring a large feature space in polynomial computational time, without

the need to explicitly represent the features.
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Chapter 3

Algorithms

3.1 Formalities and Definitions

In this section will be presented some of the main definitions that make it

easier to understand the coming part of the thesis work. In section 1.2 was

mentioned that this is a comparative study between the k-means clustering

method and the matrix factorization method. The upcoming definitions will

explain terms related with these methods.

Definition 4. Binary relations. A binary relation is an ordered triplet of the

form (arg1, relation, arg2), where arg1 and arg2 represent noun entities.

Except of binary relation types, there are as well other types of relations:

1. Unary relations, are considered those relations that take as an argu-

ment only one noun entity, for example recommended−for−people−
with(diabetes).

2. Higher-order-relations, known as well as n − ary relations, are those

relations that take as argument n-noun entities, R(arg1, arg2, ..., argn).

In this work, we are interested in extracting only binary relations given pairs

of noun categories.

15
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Definition 5. K-means clustering [24]. Let X = {xi : i = 1, ..., n} be

the set of n d-dimensional points to be clustered into a set of K clusters,

C = ck, k = 1, ..., K. K-means algorithm tries to find a partition of X such

that the squared error between the empirical mean of a cluster and the points

in the cluster is minimized.

Let µk be the mean of cluster ck. The squared error between the µk and

the points in cluster ck is defined as

J(ck) =
∑
xi∈ck

|| xi − µk ||2 . (3.1)

The goal of K-means is to minimize the sum of the squared error over all

K clusters.

J(C) =
K∑
k=1

∑
xi∈ck

|| xi − µk ||2 . (3.2)

As mentioned in section 1.2, for the relation extraction task, we imple-

ment two forms of the matrix factorization method: Non-negative matrix

factorization (NMF) and Boolean matrix factorization (BMF).

Throughout this thesis the matrices are denoted by upper-case letters

(A). A single element of the matrix A is denoted by ai,j, where i is the row

index and j is the column index. Vectors are lower case letters (a). The

i− th element of a vector a is denoted as ai. If A is a Boolean matrix, | A |
denotes the number of 1s in it, | A |=

∑
i,j ai,j.

Definition 6. Frobenius Norm: For a data matrix Rmn and it’s approxima-

tion PmkQkn, the Frobenius norm is defined by the equation:

|| R− PQ ||2F=
m∑
i=1

n∑
j=1

(rij − (pq)ij)
2 (3.3)

Definition 7. NMF problem [25]. Given a non-negative matrix M ∈ Rm×n

and a positive integer k<min[m,n], find non-negative matrices W ∈ Rm×k

and H ∈ Rk×n to minimize the functional

f(W,H) =
1

2
||M −WH ||2F (3.4)
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The result of the product WH gives approximately matrix M , as the

product of factorization of rank k. The value of k is chosen so that it is

k � min(m,n), and in most of the cases is problem dependent.

Definition 8. Boolean matrix product [26]. Let B be m − by − k and X

be k − by − n Boolean matrices (B and X take values from {0, 1}). Their

Boolean matrix product, B ◦X, is the Boolean matrix A with

ai,j = ∨k
l=1bilxlj. (3.5)

Definition 9. Boolean subtraction [26]. If X and Y are two m-by-n Boolean

matrices, Boolean subtraction X 	 Y is the normal element wise subtraction

with 0 - 1 = 0.

Definition 10. The exclusive or [26]. The exclusive or X⊕Y is the normal

matrix sum with addition defined as 1 + 1 = 0.

Definition 11. BMF problem [26] Given m− by− n Boolean matrix A and

integer k, find m− by − k Boolean matrix B and k − by − n Boolean matrix

X such that B and X minimize

| A⊕ (B ◦X) | . (3.6)

Matrices B and X are factor matrices of A, and the pair (B,X) is the

(approximate) Boolean factorization of A.

Definition 12. Co-occurrence matrix is a squared matrix of dimension n×n.

Each cell of the matrix indicate the frequency of element i co-occurring with

element j, where i and j are respectively the indices for the row and column

elements of the matrix.

In our case, the co-occurrence matrix represents a squared contextpattern−
by − contextpattern matrix for each noun category pair. It has in the rows

and columns of the matrix the context patterns for a given noun category

pair. Each cell of this matrix, represents the number of pairs of category

instances that both contexts co-occur with.
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Definition 13. Hamming distance [27]: In information theory, the Ham-

ming distance between two objects of equal length is the number of positions

for which the corresponding symbols are different. It measures the minimum

number of substitutions required to change one object into the other object.

Definition 14. Bipartite graph [28]: A simple graph G = (V,E) is called

bipartite if its vertex set can be partitioned into two disjoint subsets V =

V1∪V2, such that every edge has the form e = (a, b) where a ∈ V1 and b ∈ V2.

The vertices in V1 or V2 are not connected to each other.

Definition 15. The maximum matching problem [29]: Let G = (V,E) be

an undirected graph. A set M ⊆ E is a matching if no two edges in M

have a common vertex. A vertex v is matched by M if it is contained is an

edge of M , and unmatched otherwise. In the maximum matching problem

we are asked to find a matching M of maximum size in a given input graph

G = (V,E).

3.2 K-means clustering

As mentioned in section 2.2, many methods have been proposed for the task

of relation extraction. We chose the k-means clustering method, presented

in work [1], to compare our results with. The reason why we chose this

method, is because it is more similar to our implementation in comparison

to the other methods proposed so far. The main difference is that, instead of

the clusters used in the k-means clustering [1], we propose using the matrix

factors in our matrix factorization method.

We implemented the k-means clustering method in a similar way as it

was implemented in the work [1]. We did this implementation in order to

compare the results obtained from the matrix factorization method with the

results obtained from the k-means clustering method. In this section, will be

explained in more details, the k-means clustering algorithm implementation.
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Algorithm 1 k-MEANS ALGORITHM

Input: One pair of noun categories (C1, C2) and the corresponding triplets

context pattern - entity pair.

Output: Relations and their seed instances.

1: preprocessing

2: generate a context pattern-by-context pattern co-occurrence matrix M

3: normalize the matrix M

4: weight the context patterns in the matrix M

5: apply k −means clustering on the matrix M

6: for i = 1 to 5 do

7: extract a new relation

8: rank the known entity pairs in the cluster

9: take the top 10 as seed instances for the new relation

10: end for

As shown from the algorithm, the k−means clustering method includes

these main steps:

Line 1: For every category pair (C1, C2), the triplets, contextpattern−
entitypair, containing known instances from both categories are grouped

together in a set S. Three types of pruning are done on this set S:

1. If the context pattern is a rare one (if it has a frequency less then 5),

all triplets with that context pattern are removed. No explanation is

given on the paper [1] about the decision on this threshold value.

2. Context patterns which co-occur with very few instances of either cat-

egory type are removed. In this case is used a threshold of at least 3

distinct instances of both the domain and the range, for each context.

Again, no explanation is given about the chosen threshold value.

3. Context patterns which do not fall under certain types of lexico-syntactic

patterns are removed, as they are not likely to produce relation in-

stances.
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Line 2: After the preprocessing step, for the noun category pairs, that

have at least 10 distinct context patterns, a context pattern by context pat-

tern co-occurrence matrix M is built. We chose this value of 10 distinct

context patterns, in order for the clustering to make sense, since we imple-

ment the same method as the one presented in [1], where the value of k was

set to 5, based on trial and error experiments. In this way we ensure to

have approximately 2 context patterns per cluster. Each cell of the matrix

M , contains the number of pairs of category instances that context pattern

i and context pattern j co-occur with, where i and j are the indices of the

context patterns respectively in the rows and columns of M .

Line 3: The matrix M is normalized. Each cell in M is divided by the

total count of its row.

M(i, j) =
M(i, j)∑m
j=1M(i, j)

(3.7)

Line 4: After normalization, in [1] the context patterns are weighted. To

the context patterns that co-occur with only few other context patterns is

given higher weight, over the ones that co-occur with most of them and are

more generic.

M(i, j) = M(i, j)× m

| {Context(j) : M(i, j) > 0} |
(3.8)

,where m is the total number of context patterns in the corresponding noun

category pair, and

|{Context(j) : M(i, j) > 0}| refers to the number of cells in the row M(i)

which are greater than zero.

Line 5: K-means clustering is applied on the matrix to cluster the related

contexts together, according to the rows. K value equal to 5 is used based

on trial and error experiments.

Line 7: Each cluster is used to generate a new relation between the two

input noun categories. The context pattern that has the smallest distance,

from the centroid, gives the name for the new relation. In case there are more
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than one context patterns that have the same distance from the centroid, one

of them is chosen randomly for the relation name.

Line 8: Rank the known instance pairs (belonging to C1, C2) for each

cluster. The ranking is based on:

1. The distance of the context pattern, the instance pair co-occur with,

from the cluster centroid.

2. How often the instance pair co-occurs with the context pattern (the

frequency of the triplet contextpattern− entitypair).

The weight of each seed instance, is determined from the formula:

∑
c∈Patterncluster

Occ(c, s)

1 + sd(c)
(3.9)

Patterncluster is the cluster of the context patterns for the given relation.

Occ(c, s) is the number of times instance ’s’ co-occurs with the pattern con-

text ’c’.

sd(c) is the standard deviation of the context pattern from the centroid of

the cluster.

Line 9: After ranking, the top 10 entity pairs are output as seed instances

for the new relation.

3.3 Non-negative matrix factorization method

(NMF)

Matrix factorization methods are useful to represent large data sets in lower

dimensions. This representation should be appropriate, in the meaning that

the original data can be reconstructed with minimum error. We use this

lower dimension representation instead of the clusters. Moreover, since the

co-occurrence data matrices have non-negative elements, we can easily im-

plement the NMF method for the relation extraction task.
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The main idea of the NMF implementation, is that the co-occurrence data

matrix for a given noun category pair (Mmm), is decomposed in two factor

matrices (Wmk and Hkm). In our notation, m is the number of the context

patterns for the given noun category pair, and k is the factoring rank. We

use a value of k equal to 5, the same used in the k-means clustering method

presented in [1]. After decomposition, a threshold value is applied in order to

determine the candidate relations for each factor (k = 1, ..., 5), in the factor

matrices.

The advantage of the NMF method, over the the k-means clustering, is

that in our implementation we do not apply hard clustering on the context

patterns. One context pattern, for a given noun category pair, can be part

of one or more factors or to none of them, in the factor matrices.

In the remaining part of this section, will be explained in more details

the full implementation of the NMF method.

Algorithm 2 NMF ALGORITHM

Input: One pair of noun categories (C1, C2) and the corresponding context

pattern - entity pair.

Output: Relations and their seed instances.

1: preprocessing

2: generate a context pattern - by - context pattern co-occurrence matrix

Mmn

3: normalize the matrix Mmm

4: weight the contexts in the matrix Mmm

5: generate the factor matrices, Wmk and Hkm

6: for i = 1 to 5 do

7: determine the candidate relations from factor i of matrix W

8: extract a new relation

9: rank the known entity pairs in the factor i of matrix H

10: take the top 10 as seed instances for the new relation

11: end for

Lines from 1 to 4, are exactly the same as in the k-means clustering
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method, which means that the co-occurrence matrices are constructed in the

same way for the NMF and k-means clustering methods.

Line 5: For NMF, we implemented the alternating least squares algorithm

(ALS). We chose ALS for NMF, because it converges faster in comparison

to the other algorithms for NMF explained in [25]. The implementation of

ALS algorithm is presented in section 3.3.1.

Line 7: Due to normalization and weighting, the co-occurrence data ma-

trix has elements of type double. To decide, whether a context pattern is a

candidate relation to a certain factor, in the factor matrix W , a threshold

value of 0.5 is used. This threshold value was chosen simply on the basis of

rounding numbers of type double, where 0.5 is rounded to 1 and the other

numbers less then 0.5 are considered as 0, and are not taken into consid-

eration. In figure 3.1, the context patterns, that are considered candidate

Figure 3.1: NMF method. The co-occurrence matrix and the factor matri-

ces for the (fruit, beverage) noun category pair. Left side: the co-occurrence

matrix. Right side: the factor matrices

relations for each factor, are shown in green color, the others are in red color.

Line 8: In the factor matrix H, the centroid of each factor is calculated,

taking into the consideration only the values of the candidate relations. The

context pattern that has the smallest distance, from the centroid, gives the

name to the new relation. In case there are more than one context pat-

terns that have the same distance from the centroid, one of them is chosen

randomly for the relation name.
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Lines 9 and 10 extract the seed instances for the new relation name.

The seed instances are extracted in the same way as in k-means clustering

method.

3.3.1 Alternating least squares algorithm for NMF

Algorithm 3 ALS ALGORITHM for NMF [25]

Input: A non-negative matrix Mmn and a positive integer k < min(m,n).

Output: Two factor matrices, Wmk and Hkn, with minimum error.

1: W = rand(m, k);

2: for i = 1 to maxiter do

3: approximate H to H ← W TM

4: set all negative elements in H to 0

5: approximate W to W = MHT

6: set all negative elements in W to 0

7: end for

Line 1: The algorithm initializes the factor matrix W as random dense

matrix.

Line 3 and 5: Within a for loop, it updates the factor matrices by ap-

plying least square steps. In our implementation, we give to maxiter a value

equal to 15. This value is chosen due to the fact, that our matrices already

converges to the fifth iteration. This can be seen as well in the following

graph (Figure 3.2), were one of the biggest matrix, (emotion, emotion) noun

category pair is chosen.

Line 4 and 6: To insure non-negativity of the elements in the factor ma-

trices, a projection step is included, which sets all negative elements resulting

from the least squares computation to 0.
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Figure 3.2: Convergence of the factor matrices using ALS algo-

rithm. The X axis shows the number of iteration, the Y axis shows the

error value f(B,X) =|| A−BX ||2F .

3.4 Boolean matrix factorization method (BMF)

The BMF method differ slightly from the other two methods presented in

the previous sections. It uses boolean matrices instead of the co-occurrence

data matrices. The relation extraction process and the extraction of the seed

instances as well differ from the other two methods.

The advantage of using BMF for the relation extraction task, is that we

can extract the seed instances directly from the factor matrices. No weighting

process of the instance pairs is needed in this case. Another advantage of this

method, is that instead of an arbitrary value of k = 5, the factoring rank,

we can use the Minimum Description Length [26] principle, to determine the

optimal factoring rank.

In the remaining part of this section, will be explained the full implemen-

tation of the BMF method.

Line 1: The preprocessing step is done in the same way as for the k −
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Algorithm 4 BMF ALGORITHM

Input: One pair of noun categories (C1, C2) and the corresponding triplets

context pattern - entity pair.

Output: Relations and their seed instances.

1: preprocessing

2: generate a context pattern - by - entity pair Boolean matrix Amn

3: for t = 0.1 to 0.9 step 0.1 do

4: for k = 1 to maxK do

5: generate the k factor of the matrices Bmk, Xkn

6: L(A,H) = L(H) + L(E)

7: if L(E) < bestL then

8: bestL = L(E)

9: bestK = k

10: bestT = t

11: bestB = Bmk

12: bestX = Xkn

13: end if

14: if L(A,H) is not improved during the last c steps then

15: Stop

16: end if

17: end for

18: end for

19: return bestK, bestT , Bmk and Xkn

20: for p = 1 to itermax do

21: optimize the factor matrix X

22: optimize the factor matrix B

23: end for

24: for q = 1 to k do

25: determine the candidate relations

26: extract a new relation

27: extract the seed instances for the new relation

28: end for
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means clustering method and NMF method.

Line 2: Instead of the co-occurrence matrices, used in the previous meth-

ods, here we generate boolean data matrices context pattern - by - instance

pair Amn.

A(i, j) =


1 If context pattern i co-occur with instance pair j

0 Otherwise

Lines 3 to 18: The factor matrices Bmk and Xkn are generated. Asso [26]

algorithm and Minimum Description Length [26] principle (MDL) are used

to generate the optimal factor matrices Bmk and Xkn with minimum error.

Asso is an hierarchical algorithm, in the meaning that the (k − 1) rank

decomposition gives the first (k − 1) columns of the factor matrix B and

the first (k − 1) rows of the factor matrix X, of the k rank decomposition.

Asso uses a user defined threshold value t to select the columns of matrix

B from matrix A. A detailed explanation, on how Asso generates the factor

matrices, can be found in [26]. In our implementation, for the threshold value

we give a vector from 0.1 to 0.9 with step 0.1, in order to let to Asso the

choice for the best value of t. We choose the Asso algorithm to generate the

factor matrices, since it has shown good results from the previous work [30]

[31] [32].

In order to determine the optimal value for the factoring rank k, we

use the Minimum Description Length principle (MDL). The MDL principle,

chooses the model that needs the minimum number of bits to represent the

data, L(A,H) = L(H) + L(E), where L(H) is the Boolean matrix factor-

ization L(H) = B ◦X and L(E) is the encoding of the error matrix defined

as E = A ⊕ (B ◦X). In our notation, the model is the factorization of the

data matrices. The maxK is the maximum number of the factoring rank to

try. Usually maxK is user defined and is chosen maxK � min(m,n). For

a threshold value t, asso computes hierarchically the factor values and the

description length of the model for each factor. An early stopping criterion

stops the algorithm, if compression is not improved in the last c steps. The
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algorithm returns the best values obtained for the threshold parameter t and

factoring rank k, and the factor matrices Bmk and Xkn.

Lines 20 to 23: After generating the factor matrices, we optimize them,

in order to obtain better representation of the data and to further minimize

the decomposition error | A ⊕ (B ◦ X) |. For this task we use CPLEX for

MATLAB, more precisely, Mixed Integer Linear Programming (cplexmilp

tool). As the first step, we consider the factor matrices obtained from the

Asso algorithm, then we optimize them by calling this optimization tool into

a loop. We set the value of itermax = 14 due to the fact, that our matrices

already converges to the fifth iteration. This can be shown as well in the

following graph (Figure 3.3), using the noun category pair (plant, vegetable),

which is one of the biggest BMF matrices that we have.

Figure 3.3: Convergence of the factor matrices using CPLEX

tool. The X axis shows the number of iteration, the Y axis shows the error

value f(B,X) =|| A−BX ||2F .

The implementation of the cplexmilp tool is explained in subsection 3.4.1.

Line 25: The candidate relations for each factor are extracted directly
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from the factor matrix B. The context patterns that have value 1 for a given

factor in the factor matrix B, are considered as candidate relations for that

factor.

Figure 3.4: BMF method. The boolean context pattern - by - entity pair

matrix and the factor matrices for an arbitrary noun category pair. Left side:

the context pattern - by - entity pair matrix. Right side: the factor matrices

The candidate relations for each factor, in the factor matrix B, are shown

with green color. Here we can explain as well the terms introduced in sec-

tion 1.3: one context pattern can be part of multiple relations and multiple

context patterns can belong to the same relation.

In the factor matrix B of figure 3.4, we see that:

1. The first context pattern is part of the first four factors. For example,

for the noun category pair (Company, City), the context pattern ’ap-

pears in’, can be part of two relations with different semantic meaning:

IsLocatedIn(Company, City), which means that the company has of-

fices in this City; and PerformsActivityIn(Company, City), which

means that the company performs its activity in this city, but does not

necessarily have offices established there.

2. The second context pattern, is not part of any of the factors. This can

happen due to errors in the input data sets. The given context pattern

does not have similar semantic meaning with any of the relation names.
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3. The concept of multiple context patterns belonging to the same factors

is the same as in k − means clustering, where two or more context

patterns are clustered together.

Line 26: For extracting the relation name, the Hamming distance is used

between the row vector of the factor matrix X, and each of the row vectors

in the data matrix A of the candidate relations. The Hamming distance

between two row vectors of the same length, is the number of positions at

which the corresponding elements are different. The candidate relation that

has the minimum Hamming distance from the row vector of the correspond-

ing factor in the factor matrix X, gives the name to the new relation. If

more than one of the candidate relations have the same Hamming distance,

one of them is chosen randomly for the new relation name.

Line 27: The extraction of the seed instances for the new relation, is done

straightforward from the factor matrix X. In figure 3.4, the seed instances

for each relation are shown with green color.

3.4.1 The CPLEXMILP tool for BMF

Definition 16. CPLEXMILP tool solves linear programming problems that

include integer and non-integer variables.

minimize f(x)

subject to D × x ≤ G

d× x = g

0 ≤ x

The factor matrices Bmk and Xkn obtained from Asso algorithm, are

further optimized, by using CPLEXMILP tool. In the remaining part of this

chapter will be explained the implementation of the CPLEXMILP tool for

BMF.
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Algorithm 5 CPLEXMILP TOOL

Input: Context pattern - by - entity pair Boolean data matrix Amn and the

first factor matrix Bmk.

Output: The second factor matrix Xkn.

1: formulate the BMF problem as an IP problem

2: construct the objective function f

3: construct D and d data matrices

4: construct G and g data vectors

5: construct the variable vector x

6: apply CPLEXMILP tool to find the optimal values for the vector x

7: construct the Xkn data matrix from the vector x

Line 1: The IP formulation for BMF problem. [33]:

minimize
m∑
i=1

n∑
j=1

uij

subject to (BX)ij + uij ≥ 1 if aij = 1

(BX)ij − u′ij = 0 if aij = 0

Muij − u′ij ≥ 0

uij − u′ij ≤ 0

u′ij ∈ Z≥0
u′ij, xtj ∈ {0, 1}.

Matrix A = (aij) is the context pattern - by - entity pair Boolean matrix.

Matrix B = (bit) is the left hand side factor matrix of matrix A. Index i is

the row index for matrices A and B and takes values i = 1, ...,m, index j is

the column index for matrices A and X and takes values j = 1, ..., n, index t

is the column index for matrix B and the row index for matrix X and takes

values t = 1, ..., k.

The objective function of the IP formulation is to minimize the error

matrix from the decomposition A ≈ B ◦ X. The variable vector is created

from three sets: xij, uij and u′ij, where xij indicate the elements of matrix
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X, and uij and u′ij measure the decomposition error.

The variables uij are the direct error variables and are used to measure

the uncovered 1s. The first inequality indicate that if aij = 1 and (BX)ij = 0,

then uij = 1. The variables u′ij are the indirect error variables and are used

to measure the covered 0s. The second equality shows that if aij = 0 and

(BX)ij ≥ 1, then u′ij ≥ 1. From the third inequality, if u′ij ≥ 1 then uij = 1.

For the third inequality to be valid, it should hold that Muij is greater than

the maximum value that u′ij can take. The maximum value that u′ij can take

is derived from the second equality: u′ij = (BX)ij = k and since uij is a

binary variable, it should hold that M ≥ k. In our implementation we assign

M = k + 1

The fourth inequality insures that if uij = 0 then u′ij = 0.

Line 2: As previously mentioned, this IP formulation has three sets of

variables: xij, uij and u′ij. The elements from these three sets of variables

have their coefficients on the objective function f . So, the vector f is:

f = ( 0, ...0,︸ ︷︷ ︸
k×n elements of xij

1, ...1,︸ ︷︷ ︸
m×n elements of uij

0, ...0,︸ ︷︷ ︸
m×n elements of u′

ij

)

Line 3: The matrix D contains (r + mn) rows, r rows for the first con-

straint, where r is the number of elements in matrix A that are equal to 1,

and mn rows for the third and fourth constraints; and kn+ 2mn columns to

store the elements of the three sets of variables: xij, uij and u′ij. So, in total

the matrix D has dimensions (2mn)× (kn+ 2mn).

The matrix d contains (mn−r) rows for the second constraint, the number

of elements in matrix A that are equal to 0, and the same number of columns

as matrix D. So, the dimensions of matrix d are (mn− r)× (kn+ 2mn).

The dimensions of D and d data matrices increase a lot for big data

matrices, for this reason they are implemented as sparse matrices, in order

to save memory space and running time.

Line 4: The vector G has the same number of elements as the matrix D

has rows, and the vector g has the same number of elements at the matrix d

has rows.

Line 5: In this formulation of the IP problem, we have three sets of
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variables: xij, uij and u′ij. As a result, the variable vector x, contains the

elements from the three sets of the variables respectively. It has (kn + 2mn

elements.

Line 6: After all the input data matrices and vectors are constructed, we

can apply the CPLEXMILP tool to obtain the optimal values for the variable

vector.

Line 7: The Xkn data matrix can be reconstructed from the first kn

elements of the x vector, which are stored according to the columns.
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Chapter 4

Experimental Setup

4.1 Text corpora

All the experiments in this work used two different corpora: YAGO data [3]

and ClueWeb09 data [4].

4.1.1 ClueWeb09 data

The ClueWeb09 dataset was created to support research on information re-

trieval and related human language technologies. It contains 1 billion web

pages in ten languages that were collected in January and February 2009 [4].

We used the same portion of the ClueWeb09 data that was used in work [1],

in order to have comparable results with their method.

The information relevant for us are consist of:

1. The triplets: context pattern - entity pair.

2. For each noun instance in these triplets, the corresponding noun cate-

gory.

3. A frequency that indicates how many times the triplets context pattern

- instance pair was encountered in the text corpus.

35
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4.1.2 YAGO data

We got the YAGO datasets from the Patty project [3] developed in D5 group

in MPII. PATTY is a collection of semantically-typed relational patterns

mined from large corpora. The information relevant for us, are:

1. The disambiguated entity pairs with the disambiguated relations they

co-occur, and a frequency of the corresponding triplet, how often it

appeared in the text corpora.

2. The context patterns with the disambiguated relations they occur, and

the corresponding frequency of the pair relation - context pattern.

We used this data to generate semi-synthetic test data, where we know the

true relations involved, and the instance pairs they appear with. For gener-

ating the semi-synthetic data, we followed this process:

1. We extracted the noun categories of the instances contained in the

data set. In order to get the correct categories for the disambiguated

instances, we used the YAGO database, available in D5 group in MPII.

We give as input to the system the list of the noun instances present

in the data set and extract all the categories they appear in. Unfor-

tunately, not all instances of the data set can find their respectively

category from our database. As a result, some of the relation - entity

pair triplets are pruned. On the other hand, some of the noun instances

belong to many different noun categories. In order to prevent sparse

data matrices, we selected only those categories that have at least 10

noun instances, as they reduce the total number of distinct noun cate-

gories by 50%. We took into consideration, only those noun instances

that are assigned to a category with a probability at least 50% to be

correct, by the database system. In order to prevent, that the size of

data files get multiplied many times, for each noun instance we selected

at most two noun categories, the ones that have the highest number of

distinct instances. In this way we generate dense data matrices, instead

of big and sparse matrices.
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2. We generate the semi-synthetic data. For every relation and pair of

noun instances it co-occurs with, we generate the context pattern -

entity pair triplets by replacing the relation with a randomly sam-

pled context pattern from the relation - context pattern pair. This

replacement is done as many times as the triplet relation - entity pair

co-occurs, indicated by the frequency variable. The sampling of the

context patterns is biased based on the frequency.

3. On the resulting data set we can generate the Boolean and Non-negative

matrices as explained in the previous chapter. The BMF and NMF

methods are applied in the same way as with the ClueWeb09 [4] dataset.

4. The new relation generated by our algorithms are compared with the

disambiguated relations present in the initial data set that we have.

This implementation is explained in section 4.3 and is used to evaluate

the results.

4.2 Relation Extraction

After performing the preprocessing step on the data sets, as described in

section 3.2, we obtained this input for our system:

1. The YAGO data set: with 358’223 noun instances that belong to 1’102

categories. As mentioned before, in section 4.1.2, we have the disam-

biguated relations, in total 25 relations, for the YAGO data set, on

which we will compare our results.

2. The ClueWeb09 data set: with 71’061 category instances that belong

to 97 categories.

On this input, we performed matrix factorization for NMF and BMF, as

described in sections 3.3 and 3.4 respectively, to generate the new relations.
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Table 4.1: Input information to the system

Data set Instances Categories Disambiguated relations

YAGO 358’223 1’102 25

ClueWeb09 71’061 97 -

1. The YAGO data set: the k-means clustering methid generated 18’395

relations, the NMF method generated 3’811 relations, the BMF method

generated 682 relations.

2. The ClueWeb09 data set: the k-means clustering method generated

2’469, the NMF method generated 2’523 relations, and the BMF method

generated 2’125 relations.

Table 4.2: Number of relations generated

Data set k-means NMF BMF

YAGO 18’395 3’811 682

ClueWeb09 2’469 2’523 2’125

For each relation, the relation name, the noun categories, the context

patterns, and the seed instances involved with the relation were generated.

4.3 System Evaluation

We evaluate the results obtained from YAGO and ClueWeb09 data sets,

using two different methods:

1. Quantitative evaluation: used for YAGO data set. This system per-

forms an automated evaluation of the relations generated from k-means
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clustering, NMF and BMF methods, in comparison with the disam-

biguated relations already given in this data set. A full explanation for

the quantitative evaluation system is given in sections 4.3.1 and 4.3.2

for the NMF and BMF methods respectively.

2. Qualitative evaluation: used for the ClueWeb09 data set. For the

ClueWeb09 data, 100 noun category pairs were randomly selected and

the relations generated for each noun category pair were manually com-

pared for the three methods: k-means clustering, NMF and BMF.

4.3.1 Quantitative evaluation for NMF method

For each noun category pair, we compare the relations generated from our

NMF algorithm with the disambiguated relations given in the original data

set. In section 4.1.2, we explained that we have the disambiguated relation

- context pattern file and the disambiguated relation - entity pair file for

YAGO data set. In section 3.3, we explained that the context pattern that

have the smallest distance from the centroid of the factor, is used to give the

name to the new relation from k-means and NMF algorithms. Since we use

the context patterns for the relation name, the relations generated from our

algorithms (k) are syntactically different from the disambiguated relations

(r) in YAGO data set.

To compare the results generated from k-means NMF algorithm, with the

disambiguated relations, we follow these three main steps:

First, for every relation k generated by k-means or NMF in a given noun

category pair, we find the disambiguated relations r it co-occurs with. In

section 3.3, we mentioned that we use a decomposition rank of 5, the same

as in k-means clustering method presented in [1]. This implies that, for every

noun category pair, NMF algorithm generated 5 relations.

Second, within a noun category pair, we construct a bipartite graph con-

taining k nodes for the generated relations and r nodes that represent the

disambiguated relations. An edge connects a relation k with a relation r,
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if the context pattern k co-occur with the disambiguated relation r. Every

edge is given a weight w, computed as:

w =
NP (k, r)

NP (k)
(4.1)

NP (k, r) - is the number of entity pairs that co-occur with both k and r,

and

NP (k) - is the number of entity pairs that co-occur with k.

1

2
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1

2

3

4

K
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Figure 4.1: Bipartite graph. The bipartite graph for the generated rela-

tions k and the disambiguated relations r.

Third, on the bipartite graph constructed in the previous step, we apply

the maximum matching algorithm in order to find for every generated rela-

tion k, a disambiguated relation r with which it is most similar with. The

maximum matching pairs between the generated relations from set K and

the disambiguated relations from set R, are used as an indicator for the eval-

uation of the results. The quantitative evaluation of the results is presented

in section 5.1.
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4.3.2 Quantitative evaluation for BMF method

The logic of evaluation here is almost the same as in NMF method, the only

difference is that the bipartite graph is constructed on binary matrices. The

procedure of evaluation follows these main steps:

First, as explained in section 3.4, for every noun category pair, we gen-

erate a context pattern - by -instance pair Boolean matrix Amn. On this

matrix, we apply the BMF algorithm to generate the factor matrices: Bmk

and Xkn. For each decomposition factor in the factor matrices, we multiply

the context vector on matrix Bmk with the instance pair vector on matrix

Xkn to generate a context pattern - by - instance pair binary matrix for the

given decomposition rank.

Figure 4.2: Quantitative evaluation system for the BMF method.

Left side: the results generated using the BMF method. Right side: the

disambiguated relations

Second, for every noun category pair, we construct a context pattern - by

entity pair binary matrix rmn for every disambiguated relation that co-occurs
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with noun instances from the given noun category pair.

r(i, j) =


1 If context pattern i and instance pair j co-occur with relation r

0 Otherwise

Third, we construct a bipartite graph between the binary matrices gen-

erated in step 1 and the binary matrices generated in step 2. The same

as in section 4.3.1, an edge connects a relation from set K in figure 4.1,

with a relation from set R, if the context pattern from K co-occurs with the

disambiguated relation from R. Every edge is given a weight w, computed

as:

w = 1− H(k, r)

m× n
(4.2)

, where H(k, r) is the Hamming distance of the binary matrices k and r.

Fourth, the same as in section 4.3.1, we apply the maximum matching

algorithm on the bipartite graph constructed in step 3, to find a similar

disambiguated relation r for each of the generated relations k.
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Experimental Results

5.1 Quantitative results

We performed quantitative evaluation on the results obtained from YAGO

[3] data set. We compared the relations generated from the three methods:

k-means, NMF and BMF; with the given disambiguated relations. For the

comparison, we used the matching pairs generated relation - disambiguated

relation. How the matching pairs are calculated was explained in sections

4.3.1 and 4.3.2.

On each of the matching pairs is assigned a weight value (on the bipartite

graph), which is between 0 and 1. We use this value to indicate the percentage

of similarity between the matching pairs. If this weight takes a high value

near to 1, then it means that the relation pair is strongly similar and the

generated relation is probably a valid one, otherwise the generated relation

is considered as incorrect.

Table 5.1 shows a summary of the results from the three methods, where

the similarities between the matching pairs are given in intervales [0% −
10%), [10%− 11%), ..., [90%− 95%), [95%− 100%].

Supposing that an error of 5% is acceptable, we achieved very good results

regarding k-means and NMF methods. In k-means, 90% of the generated

relations find a perfect matching with one of the disambiguated relations.

43
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Table 5.1: Quantitative experimental results for k-means, NMF and BMF

Similarity

Method

k-means NMF BMF

Frequency Percentage Frequency Percentage Frequency Percentage

[0% - 10%) 0 0% 29 0.1% 0 0%

[10% - 20%) 0 0% 31 0.2% 0 0%

[20% - 30%) 0 0% 22 0.1% 0 0%

[30% - 40%) 0 0% 32 0.2% 0 0%

[40% - 50%) 0 0% 49 0.2% 2 0.3%

[50% - 60%) 3 0.1% 72 0.4% 14 2.3%

[60% - 70%) 10 0.4% 156 0.8% 43 7.1%

[70% - 80%) 34 1.3% 276 1.4% 108 17.9%

[80% - 90%) 128 5% 943 4.9% 210 34.8%

[90% - 95%) 80 3.2% 1’297 6.7% 105 17.4%

[95% - 100%] 2280 90% 16’308 85% 122 20.2%

Sum 2’535 100% 19’215 100% 604 100%

This means, that 90% of the generated relations from k-means method are

considered to be correct.

The NMF method gives a smooth distribution of the matching pairs.

From the results, we see that 85% of the generated relations are considered

to be correct ones, they find a perfect matching. This result is consider-

able good, taking into account the fact that it tests a higher number of the
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generated relations, approximately 10 times more relations.

On the other hand, the BMF method shows a perfect matching only for

20% of the relations. This can be explained from the fact that we used a

slightly different evaluation system for BMF, in comparison with the one used

for k-means and NMF. In the BMF evaluation, we try to find a maximum

matching on the matrices. In k-means we find a maximum matching only

between a context pattern and 10 seed instances extracted for the context

pattern that gives the relation name. On the other hand for BMF we try

to find a maximum matching on the generated relation matrix k matrix,

context pattern - by entity pair, and the disambiguated relation matrix r,

context pattern -by instance pair. This method can be considered like a

more strict comparison of the elements from the result, then the one used

for k-means and NMF. Even though only 20% of the generated relations

find their perfect matching pair, from the table 5.1 we see that almost all

the generated relations, have a similarity more than 50% with one of the

disambiguated relations.

5.2 Qualitative results

For ClueWeb09 [4] data set, we performed a qualitative evaluation of the

results obtained from the three methods: k-means, NMF and BMF. Our

algorithms generated relations for 704 noun category pairs. From them, we

chose randomly 100 noun category pairs, for manual checking of the results.

On the generated relations obtained from each of the methods, we clas-

sified manually the semantic correct relations, from the semantically incor-

rect relations. For the semantically incorrect relations, where are considered

those relations that don’t have a valid semantic meaning for the given noun

category pair, we classified between those that can be considered as valid re-

lations, from the ones that can not be considered as relations. An example,

that can not be considered as a valid relation is recipe, which is actually an

entity and not a relation. The relations, which were considered semantically
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incorrect for the given noun category pair, but that can be considered as valid

relations if they co-occur with instances from other noun category pairs, we

classified in four categories, as in the work [1]:

1. Error in category instances: the noun instances were classified on the

wrong noun categories.

2. Semantic ambiguity: we can get an ambiguous information from the

triplets relation - entity pair.

3. Semantically incomplete relations: the generated relations does not give

a concrete information. Some more information is required, in order to

be considered semantically valid.

4. Illogical relations: are considered those relations that don’t have a valid

semantic meaning with the corresponding noun category pair.

A classification schema for the generated relations is shown in figure 5.1.

Figure 5.1: Classification schema for the generated relations.

The results obtained from the qualitative evaluation on ClueWeb09 data

set, are shown in table 5.2.
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Method Correct
Incorrect

Sum

Valid Invalid

k-means
277 69 152 498

55.6% 13.9% 30.5% 100%

NMF
376 34 90 500

75.2% 6.8% 18% 100%

BMF
623 56 160 839

74.3% 6.7% 19% 100%

Table 5.2: Qualitative experimental results for k-means, NMF and BMF

From the manually checking of the results, the k-means clustering method

gives almost the same results as the ones presented in [1]. From the generated

relations, 55.6% of them were evaluated to be correct relations, and 44.4%

were incorrect. The incorrect relations were mostly due to the fact, 30.5%,

that they were invalid relations. The phrase connecting two noun instances,

happened to be a third instance, a preposition etc., but in all the cases not

a real context pattern. The generated relations, that were considered valid,

but incorrect ones, were because in most of the cases it gives an incomplete

information about the entity pair.

NMF and BMF shows better results in comparison to k-means clustering.

They generated approximatly 75% correct relations. The incorrect part, were

mostly because of the invalid relation, 18% for NMF and 19% for BMF. In

the NMF method, the generated relations that were considered valid one,

but incorrect for the given noun category pair, was for the same reason as

in k-means clustering method, due to incomplete information on the entity

pairs. In the BMF method, this part was mostly because noun instances

were assigned to the wrong categories.



48 CHAPTER 5. EXPERIMENTAL RESULTS



Chapter 6

Conclusions and Future Work

6.1 Conclusions

In this thesis we introduced a new method for relation extraction, on prede-

fined ontologies. We used, k-means clustering algorithm for comparing our

results. The method that we introduced, uses ALS algorithm for NMF, and

Asso algorithm and MDL principle for BMF. We tested our method on two

different data sets, the YAGO and ClueWeb09 data sets. On YAGO data

set, we performed automatic evaluation of the results. From k-means and

NMF we achieved very good results about the generated relations, where

mostly 90% of them found a perfect matching with one of the disambiguated

relations. On the BMF method, we applied a more strict evaluation, in com-

parison to k-means and NMF. Although the generated relation that found

a perfect matching in BMF, were very few in comparison to the other two

methods, only 20% of them, almost all of the generated relations found a

matching pair with more then 50% of similarity.

6.2 Future work

Some of the main directions for future work that arise are:

1. Improvement of the current results: Due to time limitation, we didn’t

49
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have the opportunity to improve the implemented algorithms. Be-

cause of this constraint and the fact that we processed considerably

big data sets, especially YAGO with around 4’000 generated matrices,

we couldn’t get all the results for BMF and k-means method from this

data. The ClueWeb09 data set were completely processed, because of

less data and easier to work on, but YAGO data set we could get only

30% of the results for BMF and k-means clustering method.

2. Alternative method: We generate context pattern by entity pairs ma-

trices for BMF and context pattern by context pattern matrices for

the NMF method. We can apply the NMF method on context pattern

by instance pair matrices and generate the new relations from the first

factor matrix by computing the centroid for each decomposition factor

k, and extract the seed instances from the corresponding factor k in the

second factor matrix. Applying the BMF method on the context pat-

tern by context pattern matrix, would not be possible, because BMF

uses binary values. Putting binary values in context pattern by context

pattern matrices, instead of the real non-negative values, will result in

lost of information.

3. Including constraints: Another possible future direction, is the us-

age of constraints when generating the data matrices. This will defi-

nitely help in improving the results from both NMF and BMF meth-

ods. Using constraints, we can corect cases when there are contra-

dictory triplets context pattern - entity pair. For example the triplets:

presidentOf(Obama,America) and presidentOf(Obama, Sweeden). It

not possible for a person to be president in two different countries.

Putting constraints can help us to handle such cases before generating

the data matrices.
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