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Abstract

Conjoint analysis is a family of techniques that originated in psychology and
later become popular in market research. The main objective in conjoint anal-
ysis is to measure individual’s or population’s preferences on a set of options
that can be described by parameters and their levels. Here we consider choice
based conjoint analysis, where the preferences of the people are obtained from
choice tasks in which from a small subset of options the most preferred one
has to be chosen. There are many ways to analyze the data from the popula-
tion’s preferences. In this thesis we work with two main classes of analysis
techniques: based on statistical assumptions and based on direct regression.
We contribute by generalizing the least squares method for computing scale
values for single attribute products and by applying it to the Bradley-Terry
model. We also show that the Thurstone’s and the Bradley-Terry models can
be considered as special cases of the family of discrete choice methods. We
then develop a compositional approach for estimating scale values for multi-
attribute products and a new method based on regression analysis that tries to
fit a largest inscribed ball. Finally we compare well known existing methods
and our newly developed methods for solving the problem of assigning scale
values to products. We conclude that both classes of analysis techniques be-
have comparably on both real world and synthetic data. We also conclude that
no method outperforms the others in all situations.
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Chapter 1

Introduction

Conjoint analysis is a popular family of techniques mostly used in market re-
search to assess consumer preferences. The preferences of the consumers are
elicited on a set of options that can be described in terms of attributes and at-
tribute levels. The information from the consumers can be used then to rank
products and to estimate the importance of the different attributes. Market re-
searchers are also able to predict the acceptance of new products, as well as to
observe the trade-off between the different attributes. In general conjoint anal-
ysis techniques can be distinguished by two aspects: (a) the assessment of the
data and (b) the analysis of the assessed data. Common to all conjoint analysis
techniques is that the preferences are estimated on conjoint measurements, that
is measurements that consider all attributes (parameters) simultaneously.

Choice based conjoint analysis has recently become the most popular con-
joint analysis technique. Its name comes from the elicitation procedure, namely,
the preferences are elicited from a sequence of choice tasks. In a choice task
a small set of options (usually between two and four) is presented to a respon-
dent, who has to state which one out of these he/she prefers. Choice tasks are
widely used in market research, since they resemble real buying situations.

Conjoint analysis techniques can also differ in the analysis stage of the con-
sumer preferences. Common to all methods is that they aim to compute a scale
on which the options from the choice data are compared. A scale assigns to
each product a number. In conjoint analysis there are essentially two types of
scales that are used: ordinal and interval scales. On ordinal scales the num-
bers assigned to the products are their ranks in a linear order, which means
that the nominal difference between the ranks has no meaning. More popular
is to compute an interval scale for the set of products. In this case a prod-
uct is preferred over another if it gets assigned a larger number. The numbers
assigned to the items are also called scale values. On an interval scale differ-
ences between scale values do have meaning and express a quantitive measure
of preference. There is no natural zero and an interval scale is invariant under
translation or re-scaling by a positive factor.



The main purpose of this work was to get a better understanding of the anal-
ysis techniques for choice based conjoint data and to eventually develop new
and better methods for computing scale values for a set of products. Our goal
was also to study and compare the suitability of the different algorithms to
three specific tasks (described below), and to determine if we can select a clear
winner for those tasks.

This thesis contributes by introducing a number of new techniques for anal-
ysis of choice based conjoint data. Some of the techniques extend already
existing ones, while others are completely new. All methods compute an in-
terval scale for given products from preference data. The first class of tech-
niques is based on probabilistic modeling and can be seen as a generalization
of a method already introduced in [GMS+07]. The probabilistic assumptions
made for this class are specific for some of the models from the fairly popu-
lar family of discrete choice methods (see for example [Tra03]). The second
class of methods computes the scale values of the products using regression
analysis. These methods are based on maximum margin classification. The
first algorithm in this class was introduced by Evgeniou et al.([EBZ05]). Both
classes of techniques can be used to compute the scales for:

• population of test persons, based on choice data assessed on the whole
population

• an individual, based only on his/her preferences

• an individual, based on the preferences of the whole population as a first
step and only on his choice data as a second step.

In this work we consider all three variants. We use different data sets to
study better the behavior of the two classes of methods described above. Based
on our test results we make our final conclusions about the characteristics of
the different techniques.

The thesis is structured as follows. We introduce the basic definitions and
concepts used in this work in Chapter 2. Then in Chapter 3 we discuss the
different probabilistic assumptions needed for computing scales using the first
class and we discuss a special case of computing scale values - namely for
products that can be represented by only one attribute. In Chapter 4 we de-
scribe the two main classes of techniques for computing an interval scale for
products given by more than one attribute, i.e. having conjoint structure. Hav-
ing introduced the theory part, in Chapter 5 we describe the data sets that we
use to test the methods introduced earlier. Finally in Chapter 6 and in Chapter
7 we list our results and make the conclusions of our studies on the different
choice based conjoint analysis techniques.
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Chapter 2

Basic Definitions

In this chapter we introduce the setting and the basic definitions of conjoint
analysis which we later use in the thesis.

In conjoint analysis there is a set of items (also called products), which are
assumed to have conjoint structure, i.e. the items can be described by attributes
and their levels. Hence this structure means that the set of items is a Cartesian
product A = A1 × . . . × Am of attribute sets Ai, i ∈ 1, . . . ,m. The sets Ai
in general can be either discrete or continuous, but here we assume that they
are finite. The elements of the attribute sets are called levels. An item a is
then represented by a vector of m attribute levels a = (a1, . . . , am), where
ai ∈ Ai, i ∈ 1, . . . ,m.

There are many different ways to assess preference information from peo-
ple. Here we use pairwise comparisons, that is choice tasks, where the people
are asked to compare two products and to choose the one that is preferred.
More formally the choice data are of the form a � b, where a = (a1, . . . , am),
b = (b1, . . . , bm) ∈ A and a was preferred over b by some respondent in some
choice task.

The goal in conjoint analysis is to find a ranking of the elements in A on
some scale, either from a population of people or just from an individual per-
son. In this thesis the items are compared on an interval scale. This means that
the difference between two scale values of items represents the level of pref-
erence for them, i.e. the larger this difference is, the more an item is preferred
over another. In this setting the scale is given by a function s : A → [−1, 1]
that assigns a real number between −1 and 1 to every item in the set A. Then
whenever an item a is preferred over an item b, it is true that s(a) ≥ s(b). We
refer to s(a) as the scale value for the item a. Note that choosing the range
[−1, 1] for the function s(.) imposes no restrictions since we can transform
any interval scale by translation or re-scaling into a scale with range [−1, 1].

A common assumption in conjoint analysis is the linearity of the function
s(.). That is, there exist functions si : Ai → [−1, 1], i ∈ 1, . . . ,m that assign



scale values to each level in the attribute sets, and the scale value for an item
a = (a1, . . . , am) ∈ A, where ai ∈ Ai, i ∈ 1, . . . ,m is given by

s(a) = s((a1, . . . , am)) =
m∑
i=1

si(ai).

The function s(.) can loosely speaking be represented in this way if the at-
tributes satisfy a property called ”preferential independence” (see [KR93] for
more information). Two attributes are preferentially independent of the re-
maining attributes if trade-offs between these two attributes do not depend
on the remaining attributes. Then for sets A = A1 × . . . × Am, where the
Ai, i ∈ 1, . . . ,m are preferentially independent, the function s(.) assigning
scale values to items in A can be represented by the above linear form.

The two approaches for assigning scale values to multi-attribute items that
we discuss in Chapter 4 assume the linear model. The first approach (com-
positional) estimates the scales si(.) individually for each attribute first and
then combines them in a second step. The second approach (direct regres-
sion) estimates the scales si(.) simultaneously from the choice data. Both ap-
proaches have to estimate the same number of scale values, namely all values
si(a), i ∈ 1, . . . ,m, a ∈ Ai.
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Chapter 3

Single Attribute Case

In this chapter we consider the special case of single attribute items, which
means that A = A1. We describe two statistical models which we use to rep-
resent the data obtained from the preferences of the respondents in the ques-
tionnaire - Thurstone’s and the Bradley-Terry models. Then we deal with the
problem of assigning scale values to single attribute items - we describe a max-
imum likelihood estimation approach and least squares method and we apply
these methods to the above statistical models. Here we also describe a connec-
tion between Thurstone’s and Bradley-Terry models to other famous family of
models - discrete choice models. In the end we introduce a different method
for assigning scale values to single attribute items which does not assume the
above statistical models but is based on a direct regression.

3.1 Thurstone’s Model (Probit)

Thurstone’s model defined as in [Thu27] is a measurement model which uses
the approach of pairwise comparisons to assign to each item a scale value. The
scale values are ordered on an interval scale and represent the preferences of
the respondents. Given n items, labeled by 1, . . . , n, the model assumes that
the items produce unobserved scale values Si which are random variables with
known distribution and unknown parameters. These random variables repre-
sent the answers of the respondents with respect to a specific item. Thurstone’s
model assumes that Si are uncorrelated normally distributed random variables
with expectations µi and equal variances σ2. From the properties of the nor-
mal distributions the difference Si − Sj is also normally distributed random
variable with expectation µi − µj and variance 2σ2. Then



Pr(Si > Sj) = Pr(Si − Sj > 0) = 1− Pr(Si − Sj ≤ 0)

= 1− 1√
4πσ2

∫ 0

−∝
e−

(x−(µi−µj))
2

4σ2 dx

= 1− Φ(
µj − µi√

2σ
) = Φ(

µi − µj√
2σ

),

where Φ is the cumulative distribution function of the standard normal distri-
bution

Φ(x) =
1√
2π

∫ x

−∝
e−

y2

2 dy.

Hence the probability that an item i is preferred over an item j is given by

pij := Pr(Si > Sj) = Φ(
µi − µj√

2σ
),

which is equivalent to

µi − µj = (
√

2σ)Φ−1(pij).

3.2 Bradley-Terry Model (Logit)

In this section we consider the Bradley-Terry model for paired comparisons us-
ing the definition from [BT52]. This model deals again with n items 1, . . . , n,
which are compared one to another by a population of respondents. Each item
i is assumed to have an associated unknown positive parameter πi such that∑n

i=1 πi = 1.
The Bradley-Terry model can be derived in many different ways. One deriva-

tion assumes that when an item i participates in the comparison, it produces an
unobserved scale value Si independently of the other item in the pair, which is
random variable with cumulative distribution function

Si ∼ Fi(s) = e−e
−(s−lnπi) .

Thus an item i draws a random scale value from an extreme-value distribution
type I (also called Gumbel distribution) with location parameter lnπi. From
[Keh03] it follows that the distribution of the difference Si − Sj is a logistic
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Figure 3.1: Probability density function of the Gumbel distribution. The cu-

mulative distribution function is given by F (x) = e−e
− (x−µ)

β where µ is the
location parameter of the distribution and β – the scale parameter.

distribution with mean lnπi − lnπj , i.e.

Si − Sj ∼ Fij(s) =
1

1 + e−(s−(lnπi−lnπj))
,

which implies

Pr(Si > Sj) = Pr(Si − Sj > 0) = 1− Fij(0)

= 1− 1
1 + elnπi−lnπj

=
πi

πi + πj

Hence the probability that an item i is preferred over an item j is given by

pij := Pr(Si > Sj) =
πi

πi + πj
.

From the last equations we obtain that

πi
πj

=
pij

1− pij
,

which is equivalent to

lnπi − lnπj = ln(
pij

1− pij
).
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3.3 Maximum Likelihood Estimation

Given the data obtained from a population of respondents the parameters of
Thurstone’s and Bradley-Terry models could be estimated by the method of
maximum likelihood estimation. In this section we describe briefly the idea
of this method and how it could be applied to the mentioned above statistical
models.

Assume that an item i is preferred over an item j with probability pij . Then
the paired comparisons of each two items i and j are binomially distributed
since the outcomes are independent Bernoulli trials with probability of success
pij . Assume also that pij depends on some parameters θ which describe the
distribution of the answers of the people for these items. By yij it is denoted the
number of times item i is preferred over an item j for i, j = 1, 2, . . . , n and by
nij – the total number of comparisons between the two items. Since the paired
comparisons between different items are independent events the distribution of
the data obtained from the respondents y = (yij , i, j = 1, 2, . . . , n) is given by

f(y|θ) =
∏
i<j

( nij
yij

)
p
yij
ij (1− pij)yji ,

Then the likelihood for the parameters θ becomes

Lik(θ|y) = f(y|θ)

where the probability density function f is considered as a function of the pa-
rameters θ and the data y is fixed. Maximizing this likelihood function with
respect to θ returns the values of the parameters that give the highest probabil-
ity that the given data y is generated, i.e. the parameters that best fit the data.
These maximum likelihood estimates for the parameters could be found for
example using Newton-Raphson algorithm. In the following we describe how
the method of maximum likelihood estimation could be applied to Thurstone’s
and Bradley-Terry models.

3.3.1 Thurstone’s Model

For Thurstone’s model the probabilities that an item i is preferred over an item
j are given by

pij = Φ(
µi − µj√

2σ
),

where Φ is the cumulative distribution function of the standard normal distri-
bution

Φ(x) =
1√
2π

∫ x

−∝
e−

y2

2 dy.
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Then the distribution of y = (yij , i, j = 1, 2, . . . , n) is given by

f(y|µ, σ) =
∏
i<j

( nij
yij

)
Φ(
µi − µj√

2σ
)yij (1− Φ(

µi − µj√
2σ

))yji .

Since the likelihood function is maximized with respect to the parameters
(µ, σ) this function can be expressed as

Lik(µ, σ|y) ∝
∏
i<j

Φ(
µi − µj√

2σ
)yij (1− Φ(

µi − µj√
2σ

))yji .

The log-likelihood now becomes

lnLik(µ, σ|y) ∝
∑
i<j

(yij ln(Φ(
µi − µj√

2σ
)) + yji ln(1− Φ(

µi − µj√
2σ

))).

Since for the standard normal distribution Φ(−x) = 1− Φ(x) we have

lnLik(µ, σ|y) ∝
∑
i<j

(yij ln(Φ(
µi − µj√

2σ
)) + yji ln(Φ(

µj − µi√
2σ

))).

As stated in [BB89] the cumulative distribution function of the standard nor-
mal distribution is log-concave function and hence the log- likelihood function
is concave. Then applying Newton-Raphson algorithm would give the only
maximum of the log-likelihood, namely the parameters that maximize the like-
lihood.

3.3.2 Bradley-Terry Model

For Bradley-Terry model the probabilities that an item i is preferred over an
item j are given by

pij =
πi

πi + πj
,

where πi are the unknown parameters of the items. Then the distribution of
y = (yij , i, j = 1, 2, . . . , n) is given by

f(y|π) =
∏
i<j

( nij
yij

)
(

πi
πi + πj

)yij (
πj

πi + πj
)yji .

The likelihood function for π could be expressed as

Lik(π|y) ∝
∏
i<j

(
πi

πi + πj
)yij (

πj
πi + πj

)yji .
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Hence

Lik(π|y) ∝
∏
i<j π

yij
i π

yji
j∏

i<j(πi + πj)nij
=

∏n
i=1 π

yi
i∏

i<j(πi + πj)nij
,

where yi =
∑n

j=1 yij is the total number of times item i is preferred over an-
other item.

In the following we describe one way to prove that the log-likelihood func-
tion is a concave function, so that applying Newton-Raphson algorithm would
give unique solution for the parameters of the model. The idea of this proof is
also described in [Hun04].

Assume πi = eβi for i = 1, 2, . . . , n for some parameters β such that∑n
i=1 e

βi = 1. Then the re-parametrized likelihood of y is

Lik(β|y) ∝
∏n
i=1(eβi)yi∏

i<j(eβi + eβj )nij
,

The log-likelihood then is given by

lnLik(β|y) ∝
n∑
i=1

yiβi −
∑
i<j

nij ln(eβi + eβj ).

As a first step it is proved that f(β) = − ln(eβi +eβj ) is a concave function.
One form of Hoelder’s inequality states that

n∑
k=1

cpkd
1−p
k ≤ (

n∑
k=1

ck)p(
n∑
k=1

dk)1−p,

for positive numbers c1, . . . , cn and d1, . . . , dn and p ∈ (0, 1). After taking
logarithms the above inequality becomes

ln
n∑
k=1

cpkd
1−p
k ≤ p ln

n∑
k=1

ck + (1− p) ln
n∑
k=1

dk

Then this inequality is applied for any parameter vectors α and β and p ∈ (0, 1)

f(pα+ (1− p)β) = − ln(epαi+(1−p)βi + epαj+(1−p)βj )

≥ −p ln(eαi + eαj )− (1− p) ln(eβi + eβj )

= pf(α) + (1− p)f(β),

which means that − ln(eβi + eβj ) is a concave function. Multiplying by

18



nij ≥ 0 and summing over all i < j preserves concavity.
∑n

i=1 yiβi is also a
concave function which implies that lnLik(β|y) is a concave function. Then
applying the Newton-Raphson algorithm returns unique maximum likelihood
estimates of βi, which means maximum likelihood estimates for lnπi. From
the likelihood function it also follows that, given nij , the yi are sufficient statis-
tics for πi, which means that only total preferences of items are needed to per-
form the estimation.

3.4 Least Squares Method for Assigning Scale Val-
ues

Both Thurstone’s and Bradley-Terry models are used to represent the data com-
ing from the preferences of the respondents in the questionnaire. Least squares
method defines a scheme for assigning scale values on an interval scale for
each item in the set of the compared items. It uses that the relative frequency
Fi�j an item i is preferred over an item j by the respondents is a measure for
the distance between i and j. From Fi�j we get an estimate sij for the differ-
ence between scale values. We are now looking for scale values si to assign
to each item i such that si − sj approximates sij as well as possible in a least
square sense. We define the residual R

R(s) =
n∑

i,j=1

(si − sj − sij)2

and we try to minimize this residual. Since R(s) is convex function, in order
to find its minimum it is sufficient to assign zero to all its partial derivatives:

∂R

∂si
= 2

n∑
j=1

(si − sj − sij) = 0.

Hence

nsi =
n∑
j=1

sj +
n∑
j=1

sij .

Since the scale values are defined on an interval scale and the scale is invariant
under affine transformation, we can assume that

∑n
j=1 sj = 0. Then values

that minimize the residual R are

si =
1
n

n∑
j=1

sij .

In the following we apply this method to the Thurstone’s and the Bradley-Terry
models.
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3.4.1 Thurstone’s Model

In the Thurstone’s model we have that the difference between the scale values
Si and Sj is a normally distributed random variable. We could use as an esti-
mate for sij the expectation of this random variable, namely µi − µj . In the
Thurstone’s model this is expressed by the inverse function of the cumulative
distribution function of the standard normal distribution

µi − µj =
√

2σΦ−1(pij),

where pij is the probability that an item i is preferred over an item j. We esti-
mate this probability by the relative frequency Fi�j and obtain

sij =
√

2σΦ−1(Fi�j).

Then we assign to item i, i ∈ 1, . . . , n the scale value

si =
1
n

n∑
j=1

sij =
√

2σ
n

∑
j 6=i

Φ−1(Fi�j).

The choice of σ fixes the scale, but the ratio of the differences does not change.
A natural choice is σ = 1.

3.4.2 Bradley-Terry Model

In the Bradley-Terry model the difference between the scale values Si and Sj
is logistically distributed random variable with expectation lnπi − lnπj . As
before we estimate sij with this expectation. We have that

lnπi − lnπj = ln(
pij

1− pij
).

We could again estimate the probability pij that an item i is preferred over an
item j by the relative frequency Fi�j and obtain

sij = ln(
Fi�j

1− Fi�j
).

Then we assign to each item i, i ∈ 1, . . . , n the scale value

si =
1
n

n∑
j=1

sij =
1
n

∑
j 6=i

ln(
Fi�j

1− Fi�j
).
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3.5 Discrete Choice Models

In this section we describe a connection between Thurstone’s and Bradley-
Terry models and a family of models called discrete choice models. The
sources for the latter family are taken from [Tra03]. We first describe briefly
the idea behind discrete choice models and then show the connection between
them and Thurstone’s and Bradley-Terry models.

In discrete choice models a population of respondents faces a choice or a
series of choices (we consider here only the case of pairwise comparisons).
For example a customer has to choose which product to buy or a person has
to specify his preference over some alternatives. The goal in discrete choice
models is to understand and model the behavioral process that leads to the re-
spondents’ choices. From each alternative in the comparison the respondents
obtain some profit or utility. If there are only two products to compare, then
each respondent has utilities Ui, i ∈ 1, 2 for a specific comparison. Then the
respondent chooses the alternative with the higher utility value.

In this setting there is also a researcher, who does not observe the utility
values specific to the respondents. These utilities are known only by the re-
spondents. The researcher observes some attributes of the alternatives and
some attributes of the respondent and is able to specify a representative utility
Vi that relates these attributes. Usually Ui depends also on parameters that
are unknown to the researcher and therefore estimated statistically. Then the
utility Ui is represented as Ui = Vi + εi, which can be interpreted as a com-
bination of a systematic component - Vi and a stochastic component - εi. The
systematic component Vi of the utility is usually assumed to be linear in some
observed variables relating the alternative, i.e. Vi = β′xi, where the vector
xi represents these variables. The stochastic component εi is interpreted as
a random variable which has distribution that corresponds to the distribution
of the unobserved portion of utility within the population of people who face
the same observed portion of utility Vi. In other words the distribution of the
stochastic component corresponds to the distribution of the random variable Si
from the previous sections.

There are some very well known discrete choice models - logit, probit,
nested logit and mixed logit. In the following we describe a connection be-
tween Thurstone’s model and the probit model, as well as a connection be-
tween Bradley-Terry model and the logit model.

3.5.1 Thurstone’s Model

Here we show that Thurstone’s model can be considered as a special case of the
probit model. In this special case of the probit model all εi, where i varies over
the different alternatives, are independently identically normally distributed
random variables with expectation 0 and equal variances σ2. We assume that
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the representative utility Vi is given by the the expectation µi of the random
variables Si from the previous sections. Then the probability that an item i is
preferred over an item j is given by

pij = Pr(Ui ≥ Uj) = Pr(Vi + εi ≥ Vj + εj) = Pr(εj − εi ≤ µi − µj).

The difference between the random variables εj and εi is normally distributed
random variable with expectation 0 and variance 2σ2. Hence

pij =
1√

4πσ2

∫ µi−µj

−∝
e−

x2

4σ2 dx = Φ(
µi − µj√

2σ
),

which is exactly the probability that an item is preferred over the other item in
Thurstone’s model.

3.5.2 Bradley-Terry Model

Now we show that Bradley-Terry model can also be assumed as a special case
of a discrete choice model - the binary logit model. In the binary logit model
the probability that an item i is preferred over an item j is given by

pij = Pr(Ui ≥ Uj) = Pr(Vi + εi ≥ Vj + εj) = Pr(εj − εi ≤ Vi − Vj)

Each εi is independently identically Gumbel distributed random variable. This
means that the cumulative distribution of εi is given by F (εi) = e−e

−εi . Hence
the difference between the two stochastic utility components is logistically dis-
tributed with mean 0. Then

pij =
1

1 + e−(Vi−Vj)
=

eVi−Vj

1 + eVi−Vj
=

eVi

eVi + eVj

Now if we assume that Vi = lnπi we would obtain exactly the Bradley-Terry
model.

3.6 Direct Regression

In this section we describe a method for assigning scale values which has been
introduced in [EBZ05]. The method is not based on statistical assumptions
as above, but computes the scale values via direct regression. It can be used
directly with a conjoint structure of the set of items, but here we describe it
first for the single attribute case. Although the method deals with information
only from one respondent in our experiments we test it also with information
coming from a population of respondents. In the following we describe the
setting of the algorithm and the algorithm itself.
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As before the goal in this method is to find scale values si ∈ [−1, 1] for each
item i in the set A of compared items in the questionnaire. These scale values
have to satisfy constraints of the form si − sj ≥ 0 where item i is preferred
over item j in some choice task. However, most of the time the information for
all preferences will be contradictory, i.e. there will be preferences of the form
i � j and j � i. This may happen because we assess this information from
a population of respondents or just because a single person gives inconsistent
information. That is why for each choice task in the questionnaire a positive
slack variable ξk, k ∈ 1, . . . , N has been introduced. Then the constraints for
the scale values have the form si− sj + ξk ≥ 0, where item i is preferred over
item j in some choice task. In this way there is always a feasible solution in
the system of all constraints. Naturally, it is looked for minimization of the
error

∑N
k=1 ξk. This means that the problem of finding scale values to each

item can be solved using the following program:

Minimizes,ξ
∑N

k=1 ξk
subject to si − sj + ξk ≥ 0 i � j in the k-th choice task

ξk ≥ 0 k ∈ 1, . . . , N

Since si = constant for all items i ∈ A is always feasible, the optimal solu-
tion is given by

∑N
k=1 ξk = 0. However, si = constant does not give mean-

ingful values for the scales of the items. That is why the constraints in this
program are required to be satisfied with some confidence margin. They are
now represented in the form si− sj + ξk ≥ 1, where the constant 1 is arbitrary
since the solution s is unique up to a scale factor. Finally, the approach makes
the usual trade-off between controlling the model complexity (maximizing the
margin) and accuracy of the model (penalizing outliers). Then the problem of
finding scale values to all items in A can be seen as the following optimization
problem:

Minimizes,ξ
∑N

k=1 ξk + λ
∑n

i=1 s
2
i

subject to si − sj + ξk ≥ 1 i � j in the k-th choice task
ξk ≥ 0 k ∈ 1, . . . , N

In this problem the slack variables are greater than 0, which means that one
has to pay for the constraints that are not satisfied as well as for the constraints
that are satisfied but with margin less than 1.

The parameter λ in the objective function that controls the trade-off between
the complexity of the model and the error from fitting the data can be chosen
for example using cross validation (see Section 4.3)
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Chapter 4

Conjoint case

In this chapter we describe a couple of methods for assigning scale values to
items that have more than one attribute. Here the population of respondents
makes choices in pairwise comparisons from the set A = A1 × . . . × Am.
We consider two main approaches for estimating the scale values – a compo-
sitional approach and regression analysis. We describe them in the following
sections.

4.1 Compositional Approach

The idea behind the compositional way of assigning scale values to items from
the set A is that we first assign scale values to the attribute levels of a given
product and then aggregate these scale values to obtain the scale value of the
whole product. This means that the scale value for an item a = (a1, . . . , am) ∈
A is given by s(a) =

∑m
i=1 si(ai), where si(.) gives the scale values of all

levels from attribute Ai. The estimation of the scale values on the attribute
level is based on the answers of the respondents. We assume that whenever
(a1, . . . , am) is preferred over (b1, . . . , bm) we have that ai is preferred over
bi for ai 6= bi. In this way we derive choice information on the attribute level
from information on the item level. Having this data we apply some method
from Chapter 3 to assign scale values to the levels of each attribute set.

However the scale values of the levels for different attributes need not to
be comparable, because we find these scale values independently for each at-
tribute set and we do not know how important a specific attribute is for the
preference decision of the respondents. Hence before we aggregate the scale
values of the attribute levels we rescale them with appropriate weights ωi. The
scale value of an item a = (a1, . . . , am) then becomes

∑m
i=1 ωisi(ai), where

the function si(.) defines the scale values for the levels of attribute set Ai. The
compositional approach faces the problem of finding the right weights ωi. In
the following we describe one way to compute these parameters.



Assume we have already estimated the scale values si(.) for the levels of
attribute Ai, i ∈ [1,m], using some method from Chapter 3 and assume that
the scale value for an item a = (a1, . . . , am) ∈ A is given by

∑m
i=1 ωisi(ai).

Our goal now is to estimate the rescaling weights ωi for each attribute Ai. For
every comparison a = (a1, . . . , am) preferred over b = (b1, . . . , bm) we have
the following inequality

m∑
i=1

ωisi(ai) ≥
m∑
i=1

ωisi(bi)

which is equivalent to

m∑
i=1

ωi(si(ai)− si(bi)) ≥ 0

Considering all comparisons in the questionnaire we obtain a system of such
inequalities. Unfortunately most of the time this system is infeasible, because
of inconsistencies in the answers of the people in the questionnaire. Hence we
need to introduce some positive slack variables ξk, k ∈ 1, . . . , N , where N
is the number of the comparisons in the questionnaire. These slack variables
allow for errors in the comparisons. Then the k-th comparison in the question-
naire is given by

m∑
i=1

ωi(si(ai)− si(bi)) + ξk ≥ 0

Naturally we aim to minimize the error from the preferences, that is our prob-
lem can be solved using the following linear program:

Minimizeω,ξ
∑N

k=1 ξk
subject to

∑m
i=1 ωi(si(ai)− si(bi)) + ξk ≥ 0

(a1, . . . , am) � (b1, . . . , bm) in the k-th comparison
ξk ≥ 0, k ∈ 1, . . . , N

From the constraints in this program we see that si(.) = constant, i ∈
1, . . . ,m gives the optimal solution

∑N
k=1 ξk = 0. Hence we need to strengthen

the constraints in the program, which will also mean that we aim to satisfy all
constraints with some confidence margin. They are now given by:

m∑
i=1

ωi(si(ai)− si(bi)) + ξk ≥ 1

In these inequalities the constant 1 is arbitrary, its role is only to fix the scale for
the unknown parameters ωi, i ∈ 1, . . .m. Now we introduce the usual trade-
off between controlling the complexity of the model (maximizing the margin)
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and accuracy of the model (minimizing the error from satisfying all prefer-
ences of respondents). This is typical for the maximum margin approaches
introduced by [Vap98]. Since the complexity of the model is minimized by
minimizing the norm of ω (see [Vap98]), our problem of finding the re-scale
parameters ωi, i ∈ 1, . . . ,m can be solved by the following quadratic opti-
mization program:

Minimizeω,ξ
∑N

k=1 ξk + λ
∑m

i=1 ω
2
i

subject to
∑m

i=1 ωi(si(ai)− si(bi)) + ξk ≥ 1
(a1, . . . , am) � (b1, . . . , bm) in the k-th comparison

ξk ≥ 0, k ∈ 1, . . . , N

In this quadratic program the slack variables ξk are greater than zero, which
means that a cost is paid for constraints that are not satisfied as well as for con-
straints that are satisfied but with confidence margin less than 1. We also see
that the parameter λ in the objective function controls the trade-off between
the error

∑
i ξi and the complexity of the model ||ω||2. This parameter can

be chosen using cross validation as described later in this chapter (see Section
4.3).

4.2 Regression Analysis

Here we describe two methods for assigning scale values using regression anal-
ysis. The difference with the compositional approach is that now we estimate
the scale values for all levels of the attribute sets simultaneously. We do not
consider the two stages described above - first computing scale values on at-
tribute level and then finding re-scale parameters. The first method in the sec-
tion was already introduced in the previous chapter - direct regression (see
Section 3.6). Here we only explain it for the case where the items have a con-
joint structure. The second method deals with the problem of assigning scale
values by solving a linear optimization program. We refer to it as the largest
inscribed ball problem.

4.2.1 Direct Regression

This method has been introduced first in [EBZ05]. In Section 3.6 we have al-
ready described the method for single attribute items and here we only explain
the modification needed for multi-attribute items.

Analogically to the single attribute case it is looked for functions si(.) that
assign scale values to all levels of the attribute setsAi, i ∈ 1, . . . ,m. Assuming
the linear model (see Chapter 2), the scale value of an item a = (a1, . . . , am) is
given by

∑m
i=1 si(ai). Then with similar arguments to the single attribute case
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the problem of estimating scale values can be seen as the following quadratic
program:

Minimizes,ξ
∑N

k=1 ξk + λ
∑m

i=1

∑
a∈Ai si(a)2

subject to
∑m

i=1(si(ai)− si(bi)) + ξk ≥ 1,
(a1, . . . , am) � (b1, . . . , bm) in the k-th comparison

ξk ≥ 0, k ∈ 1, . . . , N

As before the parameter λ controls the trade-off between the complexity of
the model and the error obtained from fitting the preference data. It can be
chosen using for example cross validation, as described later in this chapter
(see Section 4.3).

4.2.2 Largest Inscribed Ball

Here we describe a method that assigns scale values to multi-attribute items
by solving a linear optimization problem. It uses the same ideas as in support
vector machines - maximizing a margin.

In the description of this method we assume that each item is represented
by a binary vector. Without loss of generality, given that each attribute set has
n levels, the length of this vector is nm. It consists of m ones and nm −m
zeros, where the ones denote which levels are used for the corresponding at-
tribute of the item. As in the previous methods we are looking for scale values
si, i ∈ 1, . . . , nm and we assume the linear model (see Chapter 2) for the scale
values of the items. For a given preference of items x � y we have the con-
straint

∑nm
i=1 si(xi − yi) ≥ 0. It defines a feasible half-space in the space of

the parameters si, i ∈ 1, . . . , nm. Assume now that the vector x − y is nor-
malized, that is ||x − y|| = 1. Then the distance from a point in the feasible
half-space to the hyperplane

∑nm
i=1 si(xi−yi) = 0 is given by

∑nm
i=1 si(xi−yi).

Assume now that each constraint from the set of preferences is represented
by a half-space in the space of the parameters si, i ∈ 1, . . . , nm. Then the fea-
sible area is a polyhedron in this space. Any point in this feasible area would
give us a solution. We choose this solution point in the feasible area, that is
furthest from the constraints. In this way we satisfy all constraints as much as
possible. This means that our problem now can be seen as finding the largest
inscribed ball in the polyhedron of the constraints. We choose the center of
this ball to be the solution of our problem.

The problem of finding the largest inscribed ball in the polyhedron of the
constraints is given by the following linear program, where the unknown r is
regarded as the radius of this ball

Maximizes,r r
subject to

∑nm
i=1 si(xi − yi) ≥ r, x � y

r ≥ 0
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As in our previous methods we allow for outliers in the system of con-
straints, that is we introduce slack variables ξk, k ∈ 1, . . . , N , where N is
the number of comparisons in the questionnaire. Then our relaxed problem is
given by

Maximizes,r,ξ r − λ
∑N

i=1 ξi
subject to

∑nm
i=1 si(xi − yi) ≥ r − ξk, x � y in the k-th comparison

ξk ≥ 0, k ∈ 1, . . . , N
r ≥ 0

If the polyhedron of the constraints is unbounded(which depends on the
questionnaire), the ball would have infinitely large radius. Trying to avoid
this case we artificially bound the radius of the ball adding the constraints
−1 <= si <= 1, i ∈ 1, . . . , nm. Here the choice of the constants −1 and 1
is arbitrary. Their role is only to fix the scale for the scale values and to bound
the size of the inscribed ball.

We observe for the linear program above that the line s1 = s2 = . . . =
snm = constant is always feasible (set r = ξk = 0 which is always possible).
If the feasible region contains only this line, then the optimal solution of our
problem would be on this line, since these are the only feasible choices for the
si. The line s1 = s2 = . . . = snm = constant however does not give us
meaningful results for the scale values s. Hence, in order to avoid this case,
we need to add a small constant ε to the constraints that allows some deviation
from this line. In our experiments we chose ε = 0.1.

As last modification of the above linear program we remove the constraint
r ≥ 0. In this way we allow negative values for the radius, which could arise if
we use very large value for the parameter λ, that controls the error from fitting
the data. Then the problem of finding the largest inscribed ball in the polyhe-
dron of the constraints is given by

Maximizes,r,ξ r − λ
∑N

i=1 ξi
subject to

∑nm
i=1 si(xi − yi) ≥ r + ε− ξk, x � y in the k-th comparison

ξk ≥ 0, k ∈ 1, . . . , N
−1 <= si <= 1, i ∈ 1, . . . , nm

We choose the parameter λ via cross validation as described next in the
chapter (see Section 4.3). The solution s of this program gives the scale values
for each level of all attribute sets. This is the furthest point from the constraints
in the polyhedron.
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4.3 Parameter Selection via Cross Validation

In the methods described so far for assigning scale values we use a parameter λ
that controls the trade-off between the error from fitting the data and the com-
plexity of the estimated model. One way to choose this parameter is via cross
validation [Koh95]. This method has a couple of common types and the one
we use in our experiments is called k-fold cross validation. In the following
we describe briefly the idea behind k-fold cross validation.

In k-fold cross validation we partition the original sample of comparisons
in k sub-samples. One of these sub-samples is kept as test data and we apply
some of the algorithms for assigning scale values for the k − 1 sub-samples,
which represent the training data. Then we validate the solution on the remain-
ing sub-sample. For the validation we use the computed scale values using the
training data to predict the outcome in choice experiments in the left-out sub-
sample. Given scale values s(a) and s(b) for a, b ∈ A that have been compared
in the left-out sub-sample, to predict the outcome of the choice task, we pre-
dict the option with the higher scale value. We use for validation value the
percentage of correct predictions. We repeat this procedure k times, with each
of the sub-samples. In the end we average the percentage of correct predictions
obtained from the k validation tests. The parameter λ can be chosen such that
average percentage of correct predictions is maximized.
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Chapter 5

Data Sets

In this chapter we describe the data sets that we used in our experiments. We
applied the algorithms from Chapter 4 to data coming from user studies used
to assess the perceived quality of volume visualization algorithms and we also
generated artificial data which allowed us to study the prediction of scale val-
ues for individual respondents (personalization of the scale values).

5.1 Visualization Data Sets

As main data for testing the algorithms described in Chapter 4 we used data
from four visualization studies. In this section we first describe briefly the
setting of the studies and then we explain why the linear model (see Chapter
2) is not appropriate for these data sets. More information can be also found
in [GMS+07].

5.1.1 Setting of the Visualization Studies

Visualization researchers are faced with the problem that a large number of
algorithms need to be compared in order to produce images that allow more
insight into the illustrated data. The main judge for the quality of the images
is human perception. That is why a large number of user studies is conducted
in order to measure the success of a specific method. However the number of
visualization algorithms is too large for a single user to compare all of them
in reasonable time and with satisfactory accuracy. Fortunately, in many vi-
sualization areas, such as volume visualization, the algorithms are not strictly
arbitrary, but depend on their parameters. A comparison of the algorithms then
is simplified to a ranking of the parameter settings.

In the four visualization studies we are describing here the choice tasks a
user is facing are pairwise comparisons between two parameter settings of an
algorithm. The authors of the studies used two data sets - foot - meant to cover
the medical application domain and engine - covering the engineering applica-
tions. For the foot data set there were 2250 different parameter settings, which



Figure 5.1: Data set foot: Which image do you like more(left or right)?

Figure 5.2: Data set engine: Which image shows more detail (left or right)?

resulted in 2250 different images and for the engine data set there were 2700
different parameter settings. The quality of the images was measured in two
different directions - aesthetics and detail. This means that the people were
asked two different questions: ”Which image do you like best?” and ”Which
image shows more detail?”. For example see Figure 5.1 and Figure 5.2. Each
combination of data set and question type ended in a different study: engine-
aesthetics, engine-detail, foot-aesthetics, foot-detail.

The images in each comparison in the four studies were determined as fol-
lows: the first image was drawn uniformly at random from the set of all images
and the second image in the comparison was also drawn uniformly at random
from the set of images, but was restricted to have for each parameter a differ-
ent value from the first image. Among the participants in the questionnaires
we used results coming only from people, more than 10 years old, who passed
the Ishihara test for color blindness. The number of respondents in the studies,
who fulfilled these two criteria was 317 respondents for the two studies with
question type detail and 366 respondents in the studies with question type aes-
thetics. Each respondent in the studies participated in 20 choice tasks.

In the following we describe the parameters of the algorithms that were
compared in the studies. The visualization of each image was described by
6 parameters - colormap, rendering, viewpoint, resolution, step size and
background. The parameter colormap has 3 levels which correspond to dif-
ferent color maps that are applied for transfer function design. The rendering
mode is described by the second parameter and has 5 levels: DVR (Direct Vol-
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ume Rendering), DVRNS (Direct Volume Rendering with No Shading, just
composing), DVRGM (Direct Volume Rendering with Gradient Modulation
to highlight surfaces), XRAY (Colored X-Ray) and MIP (Colored Maximum
Intensity Projection). The parameter viewpoint has 6 levels for the engine and
5 levels for the foot data set. It describes the viewpoint from which the observer
sees the object. Different viewpoints are chosen such that most structures are
always kept visible. The parameter resolution describes the screen resolution
used for rendering. The images were rendered at the resolution of the data
set and twice that. Step size is the ray traversal increment and has 3 levels.
Finally the parameter background describes the color of the background and
has 5 levels - black, white, dark green, dark blue and yellow.

5.1.2 Limit of the Linear Model

As described in Chapter 2 if the parameters of the visualization algorithms
are preferentially independent, then the scale value of the image can be rep-
resented as the sum of the scale values of its parameters. We referred to this
model as linear model for assigning scale values to products with conjoint
structure. However as tested statistically in [GMS+07] it turned out that this
linearity assumption does not hold for the visualization data sets. The results
from these tests showed that for all four studies the parameters rendering and
step size were not preferentially independent. It turned also out that the pa-
rameters colormap and background were not preferentially independent for
the foot data set for both question types - aesthetics and detail. That is why the
authors of the studies combined the dependent parameters into a single param-
eter - rendering-step size and colormap-background correspondingly. Only
after this step we can apply the linear model for computing the scale values
of the images. In this way - combining some parameters - we also model the
non-linearity of the function assigning scale values.

5.2 Artificial Data Sets

In most of our experiments for testing the algorithms from Chapter 4 we used
the visualization data sets described above. In these tests in order to obtain
scale values for the items we used information coming from the whole popu-
lation of respondents. However one goal of our experiments was also to test
approaches concerned with the prediction of scale values for an individual per-
son. Applying the algorithms from Chapter 4 with information coming only
from a single person showed that his 20 choice tasks are not enough for the
algorithms to return satisfactory results. That is why we needed artificial data
sets in which each respondent participated in more than 20 choice tasks. The
different numbers of comparisons per person allowed us also to obtain more
insights about the algorithms and the personalization of the scale values. In
the following we describe in detail how we generated these artificial data sets,
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using information from the visualization data sets.

As a first step of generating artificial data sets we computed the scale values
for all levels of each attribute set from the engine-aesthetics study using the
compositional approach (see Section 4.1). As a result from this algorithm we
also obtained corresponding rescale parameters for each attribute set. Then
we generated scale vectors for each respondent in the questionnaire, consist-
ing of scale values for each level of all attribute sets. Every scale value from
this vector was generated randomly from a Gaussian with mean chosen as the
scale value for the corresponding attribute level computed from the visualiza-
tion data, and with standard deviation chosen as the rescale parameter for the
corresponding attribute. In this way the levels of the important attributes have
large standard deviation, which means that they will determine the preferences
of the respondents more than the levels of the less important attributes. In our
experiments we generated 200 artificial test persons, that is 200 scale vectors.

After generating scale vectors for each respondent in the questionnaire, we
generated also choice tasks for all test persons. Every person participated in
equal number of choice tasks. We tested our algorithms with different number
of comparisons - from 20 to 200. In the following we describe the generation
of a single choice task.

We randomly generated two products - say a and b from the set of items by
randomly choosing their attribute levels. What was different from the choice
tasks in the original visualization data, is that here we allowed for the two items
in the comparison to have the same level of a specific attribute.

It remains to describe how we estimated the preference of an artificial re-
spondent with respect to a specific choice task. Our goal in the preference
decision was to capture also the case when respondents can change their opin-
ion or depending on some circumstances do not express their real preference.
That is why we modeled this inconsistency by some randomness in the an-
swers of the respondents.

We assume that the scale value of a product is given by the sum of the scale
values of the attribute levels present in this product, i.e., we assume the linear
model (see Chapter 2). After generating items a and b for the comparison we
used an individual’s scale values to compute the scale values of a and b. As-
sume that these scale values for a specific individual are given by the values
s(a) and s(b). Then according to the Bradley-Terry model (see Section 3.2) we
know that the probability that a is preferred over b by this individual is given by

pab =
es(a)

es(a) + es(b)

We performed a random experiment: for each comparison we drew a random
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number - r, uniformly distributed in [0, 1]. If r ≤ pab, we set that the artificial
test person chose item a over item b in this comparison. In this way, having the
two items in the comparison and the preference of the corresponding respon-
dent, we obtained one artificially generated choice task for this person.

5.3 Symmetric Artificial Data Sets

To test the algorithms for assigning scale values we used also one additional
type of data sets: here we assume that the attributes are symmetric, i.e., all
atrribute sets have the same values and variance. For our tests we used data
having 5 attribute sets. We generated the levels of the attributes from a Gaus-
sian with means for each attribute set (-2, -1, 0, 1, 2). We used as standard
deviation 2, 5 and 8, where the small values mean low heterogeneity of the
population and the large values mean high heterogeneity.
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Chapter 6

Results

In this chapter we list the results from our experiments. We used our own
C++ implementation of the algorithms in Chapter 4 to compute scale values
of products for a population of respondents or for an individual person. For
solving the optimization problems in these algorithms we used the CPLEX li-
brary ([CPL]) and for calculating the quantile function of the standard normal
distribution we used the R statistics package ([R]). For our tests we used the
data sets described in Chapter 5. Before introducing the results we describe
some details from our experiments.

In our tests using the compositional approach of computing scale values (see
Section 4.1) we computed the scale values of the attribute levels using the least
squares method (see Section 3.4). As pointed in Section 3.4, when assigning
scale values to attribute levels, we estimate the probability that a level is pre-
ferred over another level with the relative frequency of this event, i.e. for levels
a and b we estimate pab = Fa�b. In our experiments we considered also the
transitivity of the preferences. This means that whenever a � b and b � c we
concluded that a � c. We implemented this issue using the following repre-
sentation of pab:

pab = (1− c)pab +
c

n− 2

∑
q 6=a,b

paqpqb
paqpqb + pqapbq

This means that we tried to smooth these probabilities considering all levels’
preferences. We used c = 0.3. The probabilities pab for all levels a and b in
the attribute sets are updated until convergence.

In the experiments we computed 10-fold cross validation values, i.e., the av-
erage percentage of correct predictions (on the left-out sub-sample) and we
computed the standard deviation of 20 random computations of these val-
ues. This means that if the cross validation at each trial is denoted by si, i ∈
1, . . . , 20 and the average over the trials - by s∗, we computed the standard
deviation in the following way:



σ =

√√√√ 1
m− 1

m∑
i=1

(si − s∗)2,

where m = 20. The numbers in the tables are the average percentage of cor-
rect predictions on the left-out sub-sample in 10-fold cross validation (s∗) and
the numbers in the brackets – the estimated standard deviation (σ) in units of
the last shown digit.

For computing the scale values we used the compositional approach (see
Section 4.1) applied to Thurstone’s and Bradley-Terry models (denoted in the
tables as ”comp.(T)” and ”comp.(B-T)”), as well as the compositional ap-
proach after computing the scale values of the attribute levels using the direct
regression (denoted as ”comp.(DR)”). We computed scale values of products
also using the regression analysis methods (see Section 4.2) - direct regres-
sion and largest inscribed ball (denoted as ”DR” and ”LIB”). We chose the
value of parameter λ that controlled the trade-off between the complexity of
the model and the error from fitting the data as the value that gave as as good
as possible result for a couple of tested values. In the following tables we de-
note the visualization studies with: VEA for the engine-aesthetics study, VED
– engine-detail, VFA – foot-aesthetics, and VFD – foot-detail.
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6.1 Whole Population

In this section we list cross validation results after we have estimated the scale
values of the products in the questionnaire using the choice tasks of the whole
population of respondents.

6.1.1 Visualization Studies

The results from the four visualization studies are summarized in Table 6.1

Algorithm VEA VED VFA VFD
comp.(T) 0.7535 (8) 0.8265 (8) 0.6640 (10) 0.7388 (10)

comp.(B-T) 0.7536 (9) 0.8267 (5) 0.6640 (10) 0.7387 (10)
comp.(DR) 0.7397 (10) 0.8280 (10) 0.6539 (20) 0.7069 (20)

DR 0.7529 (9) 0.8401 (20) 0.6638 (10) 0.7411 (10)
LIB 0.7530 (9) 0.8414 (7) 0.6638 (16) 0.7405 (10)

Table 6.1: Average percentage of correct predictions for the four visualiza-
tion studies. Shown is the mean for 10-fold cross validation values and the
estimated standard deviation in brackets.

In Table 6.2 we show results for the direct regression method when the pa-
rameter λ has different values.

λ VEA VED VFA VFD
0.01 0.7525 (6) 0.8401 (20) 0.6635 (10) 0.7402 (10)
0.1 0.7529 (10) 0.8396 (20) 0.6636 (10) 0.7401 (10)
1 0.7529 (10) 0.8341 (20) 0.6638 (10) 0.7411 (10)

100 0.7405 (10) 0.8313 (10) 0.6585 (10) 0.7167 (10)

Table 6.2: Average percentage of correct predictions for the four visu-
alization studies, computed with the direct regression method using λ =
0.01, 0.1, 1, 100 for the trade-off parameter.

6.1.2 Artificial Data Sets

The results from our experiments where we used the artificially generated data
sets (see Section 5.2) are listed in Table 6.3 and in Table 6.4. As mentioned ear-
lier the artificial data sets were generated from the visualization study engine-
aesthetics, using the compositional approach applied to Thurstone’s model.
We generated 200 artificial respondents and we applied to this data the com-
positional approach and the regression analysis methods.
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comp.(T) comp.(B-T) comp.(DR) DR LIB
0.589 (2) 0.5732 (32) 0.5799 (42) 0.5826 (30) 0.5737 (18)

Table 6.3: Average percentage of correct predictions for the artificial data
sets, where each test person participated in 20 choice tasks.

# Comparisons DR comp.(B-T)
20 0.5826 (30) 0.5732 (32)
40 0.5838 (14) 0.5930 (10)
60 0.5968 (8) 0.5864 (11)
80 0.5829 (22) 0.5905 (7)
100 0.5798 (13) 0.5913 (7)
120 0.5852 (10) 0.5872 (7)
140 0.5844 (5) 0.5887 (7)
160 0.5778 (6) 0.5862 (7)
180 0.5864 (5) 0.5962 (4)
200 0.5902 (5) 0.5899 (3)

Table 6.4: Average percentage of correct predictions for the artificial data
sets, computed by direct regression and compositional approach for Bradley-
Terry model. Used are 20 to 200 comparisons per test person.

6.1.3 Symmetric Artificial Data Sets
We tested the algorithms from Chapter 4 also applying them to symmetric
artificial data sets (Section 5.3). In Table 6.5 we show results for 200 generated
test persons, where each of them participated in 40 choice tasks. In this table
we varied over the standard deviation of the scale values, which means that
we tested our algorithms depending on the heterogeneity of the population. In
Table 6.6 we show results when varying over the number of comparisons per
person. We used standard deviation 2.
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Standard Deviation DR comp.(T)
2 0.7164 (8) 0.7229 (10)
5 0.6057 (11) 0.6193 (14)
8 0.5738 (13) 0.5650 (19)

Table 6.5: Average percentage of correct predictions for the symmetric data
sets, where each test person participated in 40 choice tasks.

# Comparisons DR comp.(B-T) LIB
20 0.7168 (19) 0.7138 (15) 0.730 (1)
40 0.7164 (8) 0.7237 (12) 0.7296 (8)
60 0.7231 (6) 0.7147 (5) 0.7234 (4)
80 0.7192 (5) 0.7169 (5) 0.7197 (4)
100 0.7246 (4) 0.7198 (5) 0.7173 (3)
120 0.7302 (3) 0.7143 (5) 0.7220 (3)
140 0.7306 (2) 0.7295 (3) 0.7207 (3)
160 0.7291 (3) 0.7259 (4) 0.7361 (3)
180 0.7188 (3) 0.7242 (3) 0.7298 (3)
200 0.7239 (2) 0.7226 (2) 0.7357 (2)

Table 6.6: Average percentage of correct predictions for the symmetric data
sets, computed by compositional approach for Bradley-Terry model, direct re-
gression and largest inscribed ball. Used are 20 to 200 choice tasks per test
person.
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Figure 6.1: Comparison of algorithms applied to symmetric data sets, used to
compute scale values for whole population of respondents.
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6.2 Personalized Scale Values

In this section we list results where we estimated the scale values of the prod-
ucts individually for each respondent in the questionnaire. The personalized
scale values were computed either based only on an individual’s preferences
or on preferences of the whole population of respondents for the first stage of
the compositional approach and on individual’s preferences for the re-scaling
stage. We refer to these cases as personalization and semi-personalization of
the scale values. We list again cross validation values using the algorithms in
Chapter 4 applied to different data sets.

6.2.1 Visualization Studies

The results from the visualization studies are summarized in Table 6.7

Algorithm VEA VED VFA VFD
comp.(T) 0.6355 (20) 0.670 (2) 0.5967 (20) 0.5957 (30)

comp.(B-T) 0.6398 (30) 0.6753 (20) 0.5983 (30) 0.5993 (30)
comp.(DR) 0.6356 (30) 0.6884 (20) 0.598 (2) 0.6013 (30)

DR 0.6182 (30) 0.6508 (20) 0.585 (2) 0.589 (3)
LIB 0.6163 (46) 0.6308 (39) 0.578 (3) 0.580 (4)

Table 6.7: Average percentage of correct predictions for the four visualization
studies, based on personalized scale values.

6.2.2 Artificial Data Sets

The results from our tests where we used artificial data sets for computing per-
sonalized scale values are listed in Table 6.8 and in Table 6.9.

comp.(T) comp.(B-T) comp.(DR) DR LIB
0.6417 (30) 0.6334 (41) 0.605 (4) 0.615 (3) 0.606 (4)

Table 6.8: Average percentage of correct predictions, based on personalized
scale values for the artificial data sets, where each test person took part in 20
choice tasks.

In Table 6.10 we show cross validation values based on semi-personalized
scale values. This means that, first, scale values for the attribute levels are
computed using the preferences of the whole population and then these scale
values are used as input of the compositional approach, which uses only the
preferences of an individual to compute the corresponding re-scale parame-
ters. As first-stage algorithm we used the least squares method (see Section
3.4), applied to Bradley-Terry model (see Section 3.2) and the direct regres-
sion method (see Section 3.6).

42



# Comparisons DR comp.(B-T)
20 0.615 (3) 0.6334 (41)
40 0.6832 (24) 0.6870 (25)
60 0.7155 (20) 0.7085 (29)
80 0.7354 (21) 0.7289 (14)
100 0.7655 (17) 0.7455 (24)
120 0.7724 (19) 0.7526 (12)
140 0.7840 (13) 0.7641 (15)
160 0.8021 (10) 0.7691 (12)
180 0.7995 (8) 0.7747 (8)
200 0.8097 (10) 0.7825 (17)

Table 6.9: Average percentage of correct predictions, based on personalized
scale values for the artificial data sets, computed by direct regression and com-
positional approach applied to Bradley-Terry model. Used are 20 to 200 com-
parisons per test person.

# Comparisons DR B-T
20 0.602 (2) 0.598 (2)
40 0.5949 (21) 0.6061 (20)
60 0.6129 (20) 0.6069 (20)
80 0.6082 (6) 0.6227 (13)
100 0.6047 (9) 0.6190 (5)
120 0.6181 (9) 0.6246 (10)
140 0.6009 (9) 0.6039 (2)
160 0.6098 (9) 0.6256 (8)
180 0.6156 (7) 0.6216 (5)
200 0.6182 (6) 0.6197 (9)

Table 6.10: Average percentage of correct predictions, based on semi-
personalized scale values for the artificial data sets, computed by direct re-
gression and Bradley-Terry model (B-T) as first stage of the compositional
approach. Used are 20 to 200 comparisons per test person.
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Figure 6.2: Comparison of the different ways to estimate scale values: for the
whole population of respondents, for an individual (personalized), and for an
individual (semi-personalized). Used is direct regression.
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Figure 6.3: Comparison of algorithms applied to symmetric data sets, used to
compute individual scale values.
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6.2.3 Symmetric Artificial Data Sets

As last experimental results we show the personalization of the scale values
using the symmetric artificial data sets. In Table 6.11 we show cross valida-
tion values based on personalized scale values averaged over 200 generated
test persons and each of them participated in 40 choice tasks. In Table 6.12 we
show again results based on personalized scale values but here we vary over
the number of comparisons per test person.

Standard Deviation DR comp.(T)
2 0.7652 (30) 0.7403 (26)
5 0.7830 (25) 0.7452 (21)
8 0.7849 (34) 0.7488 (36)

Table 6.11: Average percentage of correct predictions, based on personalized
scale values for the symmetric data sets, where each test person took part in
40 choice tasks.

# Comparisons DR comp.(B-T) LIB
20 0.7028 (44) 0.6919 (39) 0.6582 (31)
40 0.7652 (30) 0.7491 (37) 0.7535 (45)
60 0.8122 (16) 0.7669 (23) 0.7858 (26)
80 0.8386 (21) 0.7884 (14) 0.8208 (35)
100 0.8468 (19) 0.8049 (17) 0.8392 (17)
120 0.8598 (14) 0.8152 (11) 0.8506 (10)
140 0.8689 (12) 0.8241 (12) 0.8656 (13)
160 0.8773 (9) 0.8359 (13) 0.8741 (7)
180 0.8785 (8) 0.8405 (10) 0.8806 (7)
200 0.8841 (8) 0.850 (1) 0.8832 (4)

Table 6.12: Average percentage of correct predictions, based on personalized
scale values for the symmetric data sets, computed by compositional approach
for Bradley-Terry model, direct regression and largest inscribed ball. Used are
20 to 200 comparisons per test person.
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Chapter 7

Discussion

In this chapter we discuss the results from our experiments. We start with dis-
cussion of the non-personalized case, then we proceed with the personalization
of the scale values and in the end we discuss the case when we compute semi-
personalized scale values for the population of respondents.

From the visualization studies (see Table 6.1) we can see that there is hardly
any difference between the compositional approach applied to Thurstone’s and
to Bradley-Terry models. They behave similarly also when computing person-
alized scale values (Table 6.7). We expected that the Bradley-Terry model will
perform better than Thurstone’s because the fat tail of the underlying distri-
bution allows more aberrant behavior than the normal distribution. In fact it
performs slightly better than Thurstone’s but the advantage is not statistically
significant.

In Table 6.2 we showed how the direct regression behaves when we change
the parameter λ that controls the trade-off between the complexity of the model
and the error from fitting the data. It turned out that for λ = 0.01, 0.1, 1, 100 it
gives comparable results, which means that the method is not very dependent
on this parameter.

The non-personalized results for the artificial data (Table 6.3) show that our
model does not really capture the distribution behind the population of test
persons and their choices that we met in the engine-aesthetics study. Here we
observe much worse percentages of correct predictions, which means that our
model generates too much variety in the population of respondents and/or in
the choice tasks of the test persons from this population. Since our goal when
generating the artificial data was not to reproduce the ”real” data but to study
better the personalized approaches for computing scale values, we do not con-
sider this difference. A conclusion that we can draw from the results in Table
6.4 is that the percentage of correct predictions hardly improve with increas-
ing number of comparisons per person. This means that if we aim to compute
scale values for a population of respondents, it is enough for the test persons
to participate in only 20 choice tasks, which can be very helpful in situations



in which the respondents are not able to take part in too many choice tasks.
Another indication of this conclusion can be found also in Table 6.6. Using
the symmetric artificial data, we notice the same behavior of the algorithms,
namely that increasing the number of comparisons per test person does not im-
prove the quality. We can also notice from Figure 6.1 that all algorithms give
comparable results and no one can be considered as best algorithm in this case.

Consider now the symmetric data sets and the variation of the standard de-
viation of the scale values. From Table 6.5 we notice that increasing the stan-
dard deviation gives worse results for the scale values of a population of re-
spondents. This can be explained as follows: the standard deviation of the
scale values corresponds to the heterogeneity in the population of test persons
– large standard deviation means high heterogeneity and small standard de-
viation - low heterogeneity. If we compute scale values for a population of
respondents with high heterogeneity we will use a lot of contradictory infor-
mation, which means that we will obtain worse results than for a population of
respondents with low heterogeneity.

The personalization of the scale values (see Table 6.11) behaves also as we
expected. For different values of the standard deviation we obtain comparable
results, because when using the personalized computation of scale values, we
use only individual’s choice tasks and not choice tasks from the whole popula-
tion of respondents. Let us also mention that when we have high heterogeneity
in the population of respondents, the computation of personalized scale values
is much more effective than that of non-personalized scales. This behavior can
be also observed for the artificial data (see Table 6.4 and Table 6.9). As noted
above the population generated by the artificial data is very diverse and the
personalization of scale values gives better results than the non- personaliza-
tion even for 20 choice tasks per test person.

In the following we will discuss the main aspects of the personalization of
scale values. From Table 6.7 and Table 6.8 we notice that all methods de-
scribed in Chapter 4 give comparable results for 20 choice task per test per-
son. For this number of comparisons per person the compositional approach
behaves better than the direct regression method. However when comparing
direct regression and the compositional approach applied to the Bradley-Terry
model for a larger number of choice tasks per person (see Table 6.9) we no-
tice different behavior. The direct regression method outperforms the compo-
sitional approach applied to Bradley-Terry model and the results even show
that the amount of data need not to be very large for the direct regression
to take advantage over the compositional approach. Since Bradley-Terry and
Thurstone’s models behave very similarly we can conclude the same for the
compositional approach applied to Thurstone’s model, namely that the direct
regression outperforms it for large numbers of comparisons per person. We
come up to the same conclusion also when applying the algorithms to the sym-
metric data sets (see Table 6.12). Here for example already for 80 comparisons
per person the direct regression outperforms the compositional approach which
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uses 160 comparisons per person (see also Figure 6.3).

As we can see from our experiments the largest inscribed ball problem and
the direct regression problem behave very similarly. If we compute individual
scale values for large number of comparisons per person we can hardly no-
tice a difference between these methods (see Table 6.12 and Figure 6.3). As
mentioned in Section 4.2 the largest inscribed ball has a linear formulation in
contrast to the quadratic formulation for the direct regression method, which
in some cases could be an advantage, but the only effect we noticed in our
implementation, was that the running time of the linear problem was several
times slower than that of the quadratic.

As mentioned a couple of times before, we computed personalized scale val-
ues in two different ways: (1) using only the corresponding individual’s choice
tasks and (2) using the choice tasks of the whole population for the first stage
of the compositional approach and only the individual’s choice tasks for the
re-scaling stage. We referred to the latter case as semi-personalization of the
scale values. As last point in our discussion we consider namely this computa-
tion of scale values. In Table 6.10 we notice that there is almost no difference
in the results when increasing the number of comparisons per person. We can
also observe only a small difference between the semi- personalization and the
case when we computed scale values for the whole population of respondents
(see Table 6.4). Compared to the personalization of scale values, however, we
notice that the semi-personalization gives much worse results than the full per-
sonalization (see Table 6.9) for large numbers of comparisons per test person.
For a visual comparison of all three cases (scale values for whole population,
personalized and semi-personalized) see Figure 6.2.
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Chapter 8

Conclusion

8.1 Contribution

The thesis makes several contributions to the field of conjoint analysis:

• We showed that preference data, obtained from a choice based conjoint
study, can not only be computed from Thurstone’s model ([GMS+07]),
but also from the Bradley-Terry model. We also showed that the two
models are special cases of the family of the well known discrete choice
methods ([Tra03]).

• We generalized the least squares method for assigning scale values to
single attribute products, described in [GMS+07] for Thurstone’s model
only. We applied the generalized method to the Bradley-Terry model
and we showed the computational advantage of this method over the
computationally expensive maximum likelihood estimation approach.

• Based on the least squares method, we developed a compositional method
for assigning scale values to products with conjoint structure. The method
uses the usual maximum margin approach applied in many classification
algorithms.

• We developed a new method that solves the problem of estimating scale
values for products by searching for a largest inscribed ball. It is a re-
gression approach, similar to the direct regression technique in [EBZ05].

• We compared all methods for estimating scale values for multi-attribute
products using different data sets with preferences of respondents. We
studied the suitability for each of them in three different tasks – find-
ing scale values for the whole population, finding scale values for all
individuals separately using information only from the individuals, and
finding individual scale values but considering also information from the
other people in the test population.

As a final conclusion of this work, we would like to point out that we were
not able to determine a clear winner among all considered methods. Depending



on the data and the task of the study, all algorithms give comparable results and
if the researcher’s goal is to find the best one for his/her application, he/she
should test each method. However, if the researcher is not willing to invest a
lot of time, he/she can always apply the direct regression method, as it often
outperforms all others and rarely performs much worse than the other methods.

8.2 Future Work

In the conjoint studies that we performed to this end, the test persons have only
participated in a small number of choice tasks (about 20 pairwise comparisons
per person). Although we tested the methods on synthetic data with variable
number of comparisons per person, we fear that the conclusions we have drawn
from it might not hold for real world data. Thus, we would like to compare
the methods again on data from a real choice based conjoint study, with more
choice tasks per person.

We would also like to study the dependency of the results on the trade-off
parameter λ in all considered methods.
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