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Kurzfassung

Das stetige Wachstum der Datenfülle im Web verlangt immer mehr nach intel-
ligenten und personalisierten Methoden, um besonders bei komplexen Anfragen
eine höhere Resultatsgüte zu erzielen. Aufzeichnungen von Web-Browsern und
Suchmaschinen, die die Historie aller Anfragen sowie das gesamte Benutzerna-
vigationsverhalten umfassen, können durch die implizit enthaltenen Benutzer-
präferenzen zu einer höheren Qualität beitragen.

Gegenstand dieser Arbeit sind Modelle und Algorithmen, die implizites Feed-
back aus vergangenem Suchverhalten von Benutzern in unterschiedlichem Kon-
text berücksichtigen. Die vorliegende Arbeit beinhaltet die folgenden Beiträge.

• Im Rahmen von zwei Studien analysieren wir das Suchverhalten von Be-
nutzern mit Hilfe von Markov-Ketten-Modellen ihrer Navigationsmuster.
Während eine Studie auf das Benutzerverhalten bei der Web-Suche ab-
zielt, konzentriert sich die andere auf typische Interaktionsmuster bei der
Suche in einem großen Portal digitaler Bibliotheken.

• Im Rahmen der inhaltsbasierten Informationssuche vergleichen wir die
Wirkung von implizitem Relevanz-Feedback in verschiedenen Retrieval-
Modellen.

• Wir führen neue Link-Analyse-Algorithmen ein, die über Hyperlinks hin-
ausgehend auch aus dem Benutzer-Suchverhalten gewonne implizite Emp-
fehlungen einer Benutzer-Community berücksichtigen. Diese Modelle sind
die ersten ihrer Art, die auch negatives Feedback abbilden können.

• Wir präsentieren einen selektiven, kontextabhängigen Personalisierungs-
ansatz, der sich spezifisch auf die vergangenen Tasks des Benutzers grün-
det, die am besten zu seinem aktuellen Informationsbedürfnis passen.
Benutzer-Tasks werden dabei durch statistische Sprachmodelle reprä-
sentiert, und Personalisierung findet im Rahmen des Kullback-Leiber-
Divergenz-Modells zur Suchresultatsanordnung statt.
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Abstract

The ongoing explosion of web information calls for more intelligent and per-
sonalized methods towards better search result quality for advanced queries.
Query logs and click streams obtained from web browsers or search engines can
contribute to better quality by exploiting the implicitly embedded preferences
and aggregated recommendations. This work addresses approaches for incorpo-
rating implicit feedback inferred from previous user search behavior on several
frontiers. Specifically, in this thesis, we make the following contributions:

• We present two large-scale studies of user search behavior and their anal-
ysis based on a Markov chain model of users’ behavioral patterns. While
one is conducted in the Web search setting, the other focuses on typical
user interactions with a major digital library portal.

• We present a comparative study of methods for incorporating implicit
relevance feedback in the content-based retrieval process.

• We present families of link analysis algorithms unifying the connectivity
structure obtained from hyperlinks with endorsements derived from the
community user search behavior. These models are the first to account
for negative feedback.

• We present an adaptive, context-aware personalization framework which
specifically bases its reasoning on history user tasks best-matching the cur-
rent user information need. User tasks are cast into statistical language
models, and personalization is formalized within the Kullback-Leibler di-
vergence framework for search result ranking.
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Zusammenfassung

Benutzerverhalten ist eine reiche Informationsquelle. Dazu gehören statische Ei-
genschaften wie Bookmarks und eingebettete Hyperlinks, die auf Webseiten ho-
her Qualität zeigen, aber auch dynamische Eigenschaften, die von Anfrage-Logs
und Click-Streams abgeleitet werden können. So ist eine Webseite im Rahmen
von Googles PageRank Algorithmus umso wichtiger, je mehr eingehende Links
sie hat und je höher die Qualität der Quellen dieser Links ist. Diese Argumenta-
tion kann auf die Analyse und Ausnutzung ganzer Surf-Pfade und Anfrage-Logs
von einzelnen Benutzern oder Benutzergruppen übertragen werden. Diese Pfa-
de, die in Browser-Historien, lokalen Proxies, oder Web Servern gesammelt wer-
den können, umfassen implizite Benutzerbewertungen. Besucht beispielsweise
ein Benutzer einige der ersten 10 Suchresultate für eine Anfrage aus mehre-
ren Termen, nachdem er die Zusammenfassungen dieser Seiten gesehen hat, so
gibt er damit ein implizites Feedback ab, das eine starke Korrelation zwischen
der Anfrage und den besuchten Webseiten hervorruft. Verfeinert der Benutzer
seine Anfrage weiter, indem er Anfrageterme hinzufügt oder ersetzt, um zum
Beispiel Mehrdeutigkeiten der vorangegangenen Anfrage zu beseitigen, ruft dies
wieder eine Korrelation zwischen den neuen Anfragetermen und den anschlie-
ßend besuchten Webseiten, sowie, wenn auch in geringerem Ausmaß, zwischen
der ursprünglichen Anfrage und den letztendlichen relevanten Seiten hervor.
Solche Korrelationen können positiver oder negativer Natur sein. Besucht ein
Benutzer beispielsweise keines der ersten 10 Suchresultate für eine bestimm-
te Anfrageformulierung und formuliert seine Anfrage stattdessen um, so kann
dies als negatives Feedback zu der Relevanz oder Qualität der ursprünglichen
Suchergebnisse interpretiert werden.

Solches Benutzerverhalten zu beobachten und auszunutzen ist ein Schlüssel-
element, um Suchmaschinen zu einer höheren ”kognitiven”Qualität zu führen.
Auf der Ebene eines einzelnen Benutzers kann die Historie vergangener Anfragen
und besuchter Dokumente zu einem persönlichen Profil zusammengefasst wer-
den, das zur Umformulierung von Anfragen und zur Umsortierung der Suchre-
sultatsliste gemäß der individuellen Benutzerpräferenzen dienen kann. Auf der
Ebene von Benutzergruppen kann das aggregierte Benutzerverhalten als eine
Form von gemeinschaftlicher Empfehlung und Vertrauensbekundung betrachtet
werden.

Bevor wir Algorithmen vorschlagen, die das Wissen über das Benutzersuch-
verhalten sowohl auf der Ebene des einzelnen Benutzers als auch einer größeren
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Benutzergruppe wirksam einsetzen, beginnt die vorliegende Arbeit mit einer
Analyse typischer Benutzernavigationspfade im Web. Mit Hilfe eines Markov-
Modells der Benutzeraktivitäten gewinnen wir einen ersten Einblick in Navi-
gationsmuster von Benutzern der Ludwig-Maximilians-Universität in München.
Analog analysieren wir wie Benutzer mit dem Portal der Europäischen Biblio-
thek interagieren.

Im nächsten Schritt, in dem wir über die bloße Analyse des Benutzersuch-
verhaltens hinausgehen, vergleichen wir, wie die drei vorherrschenden Retrieval-
Modelle, das Vektorraummodell, der probabilistische BM25-Ansatz und das
Kullback-Leibler-Divergenz-Modell auf implizites Relevanz-Feedback aus dem
unmittelbaren Session-Kontext reagieren. Während implizites Session-Feedback
auf einen einzelnen Benutzer und die kurze Zeitspanne einer einzelnen Such-
Session beschränkt ist, lockern unsere weiteren Beiträge einen oder beide dieser
Bedingungen.

Wir stellen drei Link-Analyse-Algorithmenfamilien vor, die PageRanks
Random-Surfer-Modell um Anfragen und Suchresultats-Clicks erweitern. Unse-
re Modelle können nicht nur das implizite positive Feedback, wenn ein Benutzer
ein Suchresultat besucht, sondern auch implizites negatives Feedback, wenn ein
Benutzer ein Suchresultat bewußt überspringt, abbilden. Negative Bewertungen
können besonders schwer in den probabilistischen Markov-Ketten-Ansatz Pa-
geRanks integriert werden, da Wahrscheinlichkeiten per se immer nicht-negativ
und L1-normalisiert sind. Wir schlagen Algorithmen vor, die Selbstschleifen
als Hilfskonstrukt zur Darstellung von negativem Feedback verwenden, Algo-
rithmen, die PageRanks uniformes Random-Jump-Verhalten verändern, sowie,
Markov-Reward-Modelle, die in einem erweiterten Web-Graphen Benutzer-
Feedback vom eigentlichen Random-Walk entkoppeln.

Schließlich, stellen wir einen selektiven und task -basierten Personalisie-
rungsansatz vor, der sowohl auf der Langzeit- als auch Kurzzeithistorie des
Benutzersuch- und navigationsverhaltens die Suchergebnisse an die individuel-
len Benutzerinteressen und -vorlieben anpasst. Da jedoch die blinde Anwendung
von Personalisierung auf alle Anfragen oftmals der Resultatsgüte abträglich ist,
befürworten wir ein automatisches Entscheidungmodell, so dass Personalisierung
nur bei solchen Anfragen Anwendung findet, bei denen sie der Resultatsgüte
förderlich ist. Weiterhin führen wir das Konzept der Benutzer-Tasks ein, die
vergangene Benutzeraktivitäten von variierendem Umfang abbilden können.
Tasks können sehr spezifisch sein, wie zum Beispiel die Buchung eines Hotels,
aber auch ein allgemeineres Interesse für Reisen widerspiegeln. Benutzer-Tasks
werden durch statistische Sprachmodelle repräsentiert. Zur Anfragezeit bildet
selektiv die am besten zur Anfrage passende Benutzer-Task die Basis der Per-
sonalisierung der Suchergebnisliste.



Summary

Information about user behavior is a rich source to build on. This includes
relatively static properties like bookmarks or embedded hyperlinks pointing to
high-quality Web pages, but also dynamic properties inferred from query logs
and click streams. For example, Google’s PageRank views a Web page as more
important if it has many incoming links and the sources of these links are them-
selves high authorities. This rationale can be carried over to analyzing and
exploiting entire surf trails and query logs of individual users or an entire user
community. These trails, which can be gathered from browser histories, local
proxies, or Web servers, capture implicit user judgements. For example, sup-
pose a user clicks on a specific subset of the top-10 results returned by a search
engine for a query with several keywords, based on having seen the summaries
of these pages. This implicit form of relevance feedback establishes a strong
correlation between the query and the clicked-on pages. Further suppose that
the user refines a query by adding or replacing keywords, e.g., to eliminate am-
biguities in the previous query. Again, this establishes correlations between the
new keywords and the subsequently clicked-on pages, but also, albeit possibly
to a lesser extent, between the original query and the eventually relevant pages.
Such correlations can be positive or negative. For example, when a user does
not click on any of the top-10 results for a given query formulation and rather
chooses to rephrase the query using different keywords, this may be interpreted
as negative feedback on the relevance or quality of the initial results.

Observing and exploiting such user behavior is a key element in adding more
”cognitive” quality to a search engine. At the level of individual users, the user’s
query and click-stream history may be condensed into a personalized profile
which in turn is a valuable asset for query expansion and result re-ranking
towards an adaption of search results to individual users’ preferences. At the
level of entire user communities, the aggregated behavior can be seen as a form
of collaborative recommendation and trust, which is very beneficial to exploit
as the ”wisdom of the crowds”.

Before proposing algorithms which leverage the knowledge of the user search
behavior both at the level of individual users as well as user communities, this
thesis starts out with an analysis of typical user navigation paths when searching
and browsing the Web. By studying the surf trails of users at the Ludwig-
Maximilians-Universität in Munich we gain insights on navigational patterns
based on a Markov state model of the user actions. Analoglously, we analyze
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how users of The European Library portal search digital libraries.
As a next step beyond the mere observation of how users go about search, we

compare how the three most prevalent retrieval models, the vector-space model,
the probabilistic BM25 approach, and the Kullback-Leibler divergence frame-
work react to implicit relevance feedback derived from the immediate search
session context. While implicit session feedback is restricted to inferences on
a single user and the short time span of a single search session, our further
contributions relax one or both of this constraint.

We present three families of link analysis algorithms which augment PageR-
ank’s random surfer model by queries and their result clicks. Our models are
not only capable of representing the implicit positive feedback inferred from
users following result links but also account for implicit negative feedback de-
rived from users skipping result links. Negative ratings are especially hard to
integrate into the probabilistic Markov chain approach of PageRank as proba-
bilities per se are always non-negative and L1-normalized. We study self-loops
as an auxiliary construct to express negative feedback, algorithms which alter
PageRank’s uniform random jump behavior, as well as, Markov reward models
which decouple the assessment part from the random walk in the extended Web
graph.

Finally, we propose a selective and task-aware approach towards personal-
ization, i.e., the adaptation of search results to the individual user interests
and preferences based on both the long-term and short-term user search and
browse history. However, as blindly personalizing search result for all queries
often harms result quality, we advocate an automatic decision model for apply-
ing personalization only to those queries where it is deemed beneficial. Also,
we introduce the notion of user tasks capturing past user actions of varying
granularity, as specific as the act of booking a hotel and as general as an overall
interest in traveling. We cast user tasks in statistical language models, and base
our reasoning selectively on the best-matching task at query-time.
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Chapter 1

Introduction

Information retrieval on the Web underwent a tremendeous development in the
last decade. With the advent of Web search engines and the continuous growth
of the World Wide Web, the number of users being connected to and utilizing the
Web either for their work or leisure activities increased substantially. While the
rising consumer demand as well as the sheer amount of data on the Web posed
more and more challenges to information retrieval systems in terms of storage
capacities and efficient algorithmic engineering, the popularity of Web search
engines as the prime access to the Web also opens up new opportunities. Users
searching for information do not only demand knowledge but at the same time
also reveal their interests, their insights and experience. This huge source of both
personal and general knowledge has been neglected in early information search
systems. This thesis is devoted to the analysis of user interactions with retrieval
systems, as well as, the conception of novel models and algorithms utilizing user
behavior information for ameliorating the user’s search experience.

1.1 Problem Statement

Figure 1.1 shows an excerpt of Google Web History1, a service of the Google
search engine which allows registered users to view their past web searches and
re-find information by searching their own web history. The screenshot displays
two contiguous sequences of queries together with their clicked, and thus viewed,
result links. These are separated by a time gap of roughly two hours, and
allow to identify two separate query sessions on possibly different topics. This
sample search history is exemplary for the kind of information captured in query
logs, and the user behavior information at hand for ameliorating search quality.
Naturally, the type of logged user-behavior data falls into two categories based
on its granularity: it might be specific for a single user, or aggregated over
a large community of users. As a consequence, differing problems might be
addressed. The knowledge of the search actions of an individual user allows to

1www.google.com/psearch

1

www.google.com/psearch
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Query

Result click

Figure 1.1: Screenshot of Google’s Web History.

tailor future search results to her personal needs, and addresses the problem of
search personalization. In contrast, the availability of the search behavior of a
community of users allows to transfer the learned lessions on user satisfaction
for particular queries from one user to another.

1.2 Contributions

Behavior-aware
link analysis
[WebDB’06, WISE’04]

Personalization
[WISI’07, SIGIR’08, 
CIKM’08]

Implicit Relevance
feedback [ECIR’08]

User
Group

S
co

pe

Individual
User

StructureContent
Methodology

Figure 1.2: Positioning of our contribution.

In this thesis we tackle the question how to improve the user search expe-
rience by first analyzing the user search behavior, and second, exploiting this
knowledge for conceiving new models and algorithms for enhancing web search.
The problem of how to let information retrieval algorithms benefit from user
search behavior information, and thus how to design behavior-aware retrieval
aglorithms, is approached on two frontiers.We propose algorithms for incorporat-



1.2 Contributions 3

ing behavior information into both content-based retrieval models and structure-
based algorithms for deriving query-independent quality measures. Thus our
contributions can be categorized by the part of the retrieval function they affect
to incorporate the knowledge of user search interactions. Another dimension to
characterize our contributions is their scope. We propose extensions to state-
of-the-art retrieval systems focusing on an individual user and adapting search
results to her personal preferences. In addition, we also suggest algorithms lever-
aging the past user search behavior of a large community of users. Naturally,
these algorithms do not aim to adapt themselves to individual user interests but
learn from the aggregated search behavior of the crowds. Figure 1.2 depicts a
categorization of our main contributions according to the two dimensions, scope
and methodology.

More specifically, we make the following contributions.

• We study the Web search behavior of users at the Ludwig-Maximilians-
Universität in Munich, and particularly their interactions with the Google
search engine, based on a Markov state model. We transfer this method-
ology to users searching The European Library portal, and study the user
interactions with this large digital library portal.

• In a comparative study on the TREC Aquaint data set, we contrast the
performance of implicit relevance feedback inferred from the current ses-
sion context within the three most prevalent retrieval models, the vector-
space model, the probabilistic BM25 system, and the Kullback-Leibler
retrieval framework.

• We augment the state-of-the-art link analysis algorithm PageRank, which
computes the importance of a Web page from its inter-linkage with other
pages by user behavior information. We add queries and their relation to
result pages to the graph model. On the extended graph structure, we
conceive novel families of link-analysis algorithms modeling positive and
negative feedback information implicitly obtained from the user search
behavior.

• We propose a selective and task-aware personalization approach which
adapts search results to user interests inferred from the past user search
and browse behavior. The methodology we suggest is selective in that only
queries for which relevant user information is available are personalized.
Furthermore our personalization framework bases its reasoning on history
tasks matching the actual information need, and thus avoids topic drifts
to unrelated parts of the user search history. Thereby statistical language
models are conceived for representing past user tasks, and all reasoning is
cast into the Kullback-Leibler retrieval framework.



4 1. Introduction

1.3 Publications

The results of this thesis have appeared in several publications which we give
as a reference in the following.

Empirical Case Studies In [KLFW06], we study the search behavior of users
from the Scientific Network Munich, and base our findings on a Markov state
model on the user interactions with the search engine.

• Nils Kammenhuber, Julia Luxenburger, Anja Feldmann, and Gerhard
Weikum. Web Search Clickstreams. Internet Measurement Conference.
IMC, 2006.

In [LvdMW07], we transfer similar reasoning to search in digital libraries,
and analyze how users interact with The European Library (TEL) portal2.

• Julia Luxenburger, Eric van der Meulen, and Gerhard Weikum. A User-
interaction model for The European Library Portal. PersDL, 2007.

In [PL08], we compare the effect of implicit feedback information on search
result quality under the three most prevalent retrieval models.

• Gaurav Pandey and Julia Luxenburger. Exploiting Session Context for
Information Retrieval - A comparative study. ECIR, 2008.

Behavior-aware Link Analysis In [LW04], we extend the random surfer
model of PageRank to a random searcher model, coined QRank, by augmenting
the Web graph with query-specific search result pages which link to their clicked
result as another form of endorsement beyond hyperlinks.

• Julia Luxenburger and Gerhard Weikum. Query-log based Authority
Analysis for Web Information Search. WISE, 2004.

While QRank exploits positive user feedback inferred from user clicks, it
lacks means to account for negative user assessments. To this end, we introduce
novel link analysis algorithms in [LW06] modeling both positive and negative
ratings.

• Julia Luxenburger and Gerhard Weikum. Exploiting Community Behav-
ior for Enhanced Link Analysis and Web Search. Workshop on the Web
and Databases (WebDB), 2006.

Personalization In [ELW07], we introduce an adaptive personalization ap-
proach which dynamically switches between the user goals of re-finding known
information, exploring a topic of user interest and satisfying an ad-hoc informa-
tion need in a rule-based manner.

2http://www.theeuropeanlibrary.org

http://www.theeuropeanlibrary.org
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• Shady Elbassuoni, Julia Luxenburger, and Gerhard Weikum. Adaptive
Personalization of Web Search. WISI SIGIR Workshop, 2007.

We further extend this personalization approach in [LEW08b, LEW08a] by
the introduction of language models of past user tasks, and the more selective
use of personalization within the Kullback-Leibler retrieval framework.

• Julia Luxenburger, Shady Elbassuoni, and Gerhard Weikum. Task-aware
Search Personalization. SIGIR, 2008.

• Julia Luxenburger, Shady Elbassuoni, and Gerhard Weikum. Matching
Task Profiles and User Needs in Personalized Web Search. CIKM, 2008.

1.4 Overview of the Thesis

This thesis is organized as follows. The first part lays the foundations by in-
troducing the main concepts in content-based information retrieval in Chapter
2, reviewing the fundamentals of existing link analysis algorithms in Chapter 3,
and providing an overview of common evaluation measures in Chapter 4. The
second part of the thesis is devoted to empirical user studies, where Chapter 5
presents two large-scale analyses of user search behavior, one in the Web search
setting, the other on a digital library portal, and Chapter 6 comprises a com-
parative study of approaches for incorporating implicit relevance feedback into
the content-based retrieval process. Finally, the third part of the thesis pro-
poses new models and algorithms for letting information retrieval benefit from
the knowledge of the user search behavior. Chapter 7 introduces novel families
of link analysis algorithms modeling both the hyperlink structure and implicit
endorsements inferred from user search behavior. These models are the first
to address not only positive feedback but also the presence of negative ratings.
Chapter 8 focuses on Web search personalization, and introduces a selective and
task-aware framework based on statistical language models.





Part I

Foundations

7





Chapter 2

Content-based Retrieval

In this chapter we describe prevalent approaches to the core issue in Information
Retrieval: given a document collection retrieve the k most relevant documents
to the query. The most prominent approaches are the vector-space model, the
probabilistic retrieval model, and the language model framework. Common to all
these models is that they view a document as a bag of words, i.e., they abstract
away the document structure, ignore term order, and represent documents as
unordered bags of terms. To rank documents most relevant to the given query
highest, they reason on the importance of terms for representing documents’
contents. For more detailed information beyond the summary we provide in
this chapter we refer the reader to text books on information retrieval, such
as Modern Information Retrieval by Baeza-Yates and Ribeiro-Neto [BYRN99],
Information Retrieval by Grossman and Frieder [GF04], and Introduction to
Information Retrieval by Manning, Raghavan and Schütze [MRS08].

2.1 Document Pre-processing

Before various models may weight terms based on their descriptive and discrim-
inative ability to represent a document, the term space is typically cleaned by
a number of pre-processing steps. First, stop words, i.e., frequently occuring
words carrying no specific meaning such as articles, prepositions, and so on, are
removed. Examples of stop words are a, and, and, are, as, at, be, by,

for, from, ... Whether removing stop words is the gold standard has been
argued a lot. E.g., the famous citation from Shakespeare’s Hamlet ”to be or

not to be” would not be found if stop words had been removed. This is why
most modern Web search engine have abandoned stop word removal.

Similarly debatable is the stemming of terms. Stemming refers to the reduc-
tion of terms to their stem which is often a mere syntactical cutting off of charac-
ters at the end of words. E.g., mapping the term car and its plural cars to the
same stem car by removing the plural s, allows to identify texts talking about
the same semantic entitiy ”car” albeit in different syntactical incarnations. Also
different conjugations of the same verb such as accomplish, accomplishes,

9
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accomplishing, accomplished can be resolved with stemming. As a down-
side, stemming might falsely associate unrelated terms with the same stem. The
most common algorithm for stemming English is the Porter Stemming algorithm
[Por80] which has empirically been proven very effective.

2.2 Vector-space Models

As the name vector-space model suggests, in this framework the term sets rep-
resenting queries and documents are cast into vectors. The degree of relevance
of a document to a query is then determined by how close their corresponding
vectors are. Typically, the angle between a document and a query vector is
used as a similarity measure, whereby the cosine of the angle gives the numeri-
cal similarity value. In case that all vectors are normalized to be of unit length
this cosine similarity coincides with the dot-product of the two vectors easing
its computation, i.e.,

sim(~d, ~q) =
~d · ~q

||~d||2 · ||~q||2
=||~d||2=||~q||2=1

∑
i

~d(i) · ~q(i)

with the L2 norm or Euclidian length defined as ||~d||2 =
√∑

i
~d(i)2. As the

query vector is usually very sparse with non-zero entries for few query keywords,
the similarity computation amounts to a weighted product over the document
vector entries corresponding to the query terms.

The critical question in the vector-space model is how to determine the doc-
ument vector entries, i.e., how to weight terms in a document. An important
evidence of term importance is the frequency with which a term t occurs in
a document d, the term frequency tf(t,d). Intuitively, a term appearing quite
frequently within a document should be a better representative of its content
than a rare term. And so we would, e.g., expect a page on Ferrari to contain
terms, such as Ferrari, motor, model, car, etc frequently. However, not
every term with a high term frequency is good at discriminating the Ferrari page
from other pages. For example, terms such as corporate, service, finan-

cial, sales are common on most companies’ web sites. Thus the number of
documents in the collection in which a term occurs, i.e., the document frequency
df(t) is a complementary measure of its discriminative power. The inverse doc-
ument frequency (idf) then sets this measure in relation to the overall collection
size N as follows

idf(t) = log
N

df(t)

Table 2.1 summarizes the notation used throughout this chapter.

tf-idf Weighting In the tf-idf weighting scheme the two components term
frequency (tf) and inverse document frequency (idf) are combined as follows.
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Notation Description

N Total number of documents in the collection
R Subset of N consisting only of relevant documents
V Vocabulary

tf(t,d) Frequency of term t in document d
df(t) Document frequency of term t
dfR(t) Number of documents in R containing term t
| · | Cardinality, e.g., |d| is the length of document d
avdl Average document length
∝q Rank equivalent with respect to query q

Table 2.1: Summary of notation.

For each term t in document d it assigns a score

tf -idf(t, d) = tf(t, d) · idf(t)

A number of variations on this basic weighting scheme have been discussed in
the literature. Most prominently, a logarithmic scaling of term frequency values
has been introduced to factor in that the importance of a term does not increase
linearly with the number of its occurrences (see Figure 2.1 for a comparison of
linear and logarithmic scaled term frequencies).

Pivoted Document Length Normalization The most prominent weight-
ing scheme in the vector-space model up to date is the pivoted document length
normalization. This weighting method introduced by Singhal, Buckley and Mi-
tra [SBM96] chooses document term weights as follows.

1 + ln (1 + ln (tf(t, d)))

(1− s) + s · |d|avdl

· ln N + 1
df(t)

s is a constant (usually 0.2), and query weights usually are ~q(i) = tf(i, q).
More schematically this weight is of the form

dampened tf
document length normalization

· dampened idf

What differentiates this weighting scheme from a tf-idf weighting with logarith-
mic scaling of both term frequency and inverse document frequency, is how this
scheme goes about document length normalization. Euclidean length normal-
ization inherent in the cosine similarity measure gives lower weight to verbose
documents repeating the same content by reducing the effect of large term fre-
quency values. This happens, however, at the cost of long documents covering
multiple topics. The term weights for terms occuring in a segment on one spe-
cific topic of a lengthy multiple-topic document are thus reduced compared to
a short document dealing exclusively with one of the topics. To compensate for
this phenomenon, pivoted length normalization factors document length into
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Figure 2.1: Linear vs logarithmic scaling of term frequencies.

the term weights to correct them by a term-independent measure of document
relevance merely based on document length. For documents of roughly average
document length the scaling factor (1− s) + s · |d|avdl equals to 1 and is negligible.
In contrast, term weights for long documents are reduced albeit to a less degree
than with mere Euclidian length normalization.

2.3 Probabilistic Retrieval Models

The idea of a probabilistic approach towards document ranking dates back to
the pioneering work by Maron and Kuhns [MK60]. They introduce the notion
of relevance as the key concept in information retrieval, and derive a technique
coined probabilistic indexing which ranks documents based on their probability
of satisfying the given request. Maron and Kuhns approximate the probability
of a document di satisfying the information request formulated by a query term
qj , P (di|qj), by P (di) · P (qj |di) which is the product of the a priori probability
of relevance of document di, and the probability of the user issuing query qj
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when searching for information of the kind as contained in document di. P (di)
then is estimated based on the number of times document di has been accessed,
and the weight of a term qj in the document di is based on user feedback.

2.3.1 The Robertson/Sparck Jones Model

In 1976, Robertson and Sparck Jones [RJ76] introduced an alternative proba-
bilistic ranking model, the extension of which became the retrieval model most
prevalent up to date. It is predicated on the probabilistic ranking principle
which assumes that optimal retrieval effectiveness is achieved when documents
are ranked based on an estimate of the probability of their relevance to the query
[Rob77]. The derivation of the Robertson/Sparck Jones probabilistic retrieval
model is as follows.

For a given document d and query q, the probability of relevance, P (Rel|d, q),
is to be estimated. Relevance is assumed to be binary (a document is either
relevant or irrelevant to a query). As the odds of relevance is monotonic with
the probability of relevance, the computation of P (Rel|d, q) can be eased as
follows.

P (Rel|d, q) ∝q P (Rel|d, q)
P (Rel|d, q)

Applying Bayes’ rule yields

P (Rel|d, q) ∝q P (d|Rel, q) · P (Rel)
P (d|Rel, q) · P (Rel)

∝q P (d|Rel, q)
P (d|Rel, q)

where the query- and document-independent odds of relevance are super-
fluous for document ranking purposes and can be ignored. Assuming term
independence we have

P (Rel|d, q) ∝q
∏
t∈V

P (tf(t, d)|Rel, q)
P (tf(t, d)|Rel, q)

Further restricting the product to query terms and applying a logarithmic
transformation yields

P (Rel|d, q) ∝q
∑
t∈q

log
P (tf(t, d)|Rel, q)
P (tf(t, d)|Rel, q)

We can further split this sum into query terms that occur in the document
d and those that do not. This way Robertson and Sparck Jones could explicitly
consider both the presence and absence of search terms in documents.

P (Rel|d, q) ∝q
∑

t∈q,tf(t,d)>0

log
P (tf(t, d)|Rel, q)
P (tf(t, d)|Rel, q) +

∑
t∈q,tf(t,d)=0

log
P (tf(t, d) = 0|Rel, q)
P (tf(t, d) = 0|Rel, q)
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With Ut = log P (tf(t,d)|Rel,q)
P (tf(t,d)|Rel,q) and U0

t = log P (tf(t,d)=0|Rel,q)
P (tf(t,d)=0|Rel,q)

P (Rel|d, q) ∝q
∑

t∈q,tf(t,d)>0

Ut +
∑

t∈q,tf(t,d)=0

U0
t

−
∑

t∈q,tf(t,d)>0

U0
t +

∑
t∈q,tf(t,d)>0

U0
t

∝q
∑

t∈q,tf(t,d)>0

Ut −
∑

t∈q,tf(t,d)>0

U0
t

+
∑
t∈q

U0
t

Ignoring the last summand as document-independent, the final ranking func-
tion becomes

P (Rel|d, q) ∝q
∑

t∈q,tf(t,d)>0

log
P (tf(t, d)|Rel, q)
P (tf(t, d)|Rel, q) −

∑
t∈q,tf(t,d)>0

log
P (tf(t, d) = 0|Rel, q)
P (tf(t, d) = 0|Rel, q)

∝q
∑

t∈q,tf(t,d)>0

log
P (tf(t, d)|Rel, q) · P (tf(t, d) = 0|Rel, q)
P (tf(t, d)|Rel, q) · P (tf(t, d) = 0|Rel, q)

The resulting quantity used for ranking is called the retrieval status value
(RSV).

RSVd =
∑

t∈q,tf(t,d)>0

log
P (tf(t, d)|Rel, q) · P (tf(t, d) = 0|Rel, q)
P (tf(t, d)|Rel, q) · P (tf(t, d) = 0|Rel, q)

Now different incarnations of this probabilistic ranking model arise from how
RSV is estimated. In the binary independence model where we only reason on
term presence or absence, a maximum likelihood estimate (MLE) of the retrieval
status value is

RSV binaryd =
∑

t∈q,tf(t,d)>0

(log
dfR(i)

R− dfR(i)
− log

df(i)− dfR(i)
(N − df(i))− (R− dfR(i))

)

Additionally applying smoothing avoids zero probabilities, e.g., by adding a
constant to all counts, which at the same time decreases the estimated proba-
bility of seen events and increases the probability of unseen events. A smoothed
version of RSV binaryd is

R̂SV
binary

d =
∑

t∈q,tf(t,d)>0

(log
dfR(i) + 0.5

R− dfR(i) + 0.5
− log

df(i)− dfR(i) + 0.5
(N − df(i))− (R− dfR(i)) + 0.5

)

The estimates just seen, however, assume the set of relevant documents to
be known a priori, turning relevance feedback into an integral part of the proba-
bilistic retrieval model (for a more in depth discussion on relevance feedback see

Section 2.5). In the absence of any relevance information R̂SV
binary

d reduces to∑
t∈q,tf(t,d)>0 log N−df(i)+0.5

df(i)+0.5 under the assumption that no relevant information
exists.
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Okapi BM25 In 1994, Robertson and Walker [RW94] introduced the BM25
weighting scheme (also called Okapi weighting) a new way of estimating the
retrieval status value based on the notion of eliteness of terms. A term is
thought to be elite in a document if a document is about the term or a concept
represented by the term.

The resulting term weights (summands of RSV) are

(k1 + 1) · tf(t, d)

k1 · ((1− b) + b · |d|avdl ) + tf(t, d)
· w(t)

where the constants are usually chosen as: k1 between 1.0 and 2.0, b = 0.75.
In the case where no relevance information is available

w(t) = ln
N − df(t) + 0.5
df(t) + 0.5

otherwise

w(t) = ln
(dfR(t) + 0.5) · (N −R− df(t) + dfR(t) + 0.5)

(R− dfR(t) + 0.5)(df(t)− dfR(t) + 0.5)

The query term weight is

(k3 + 1) · tf(t, q)
k3 + tf(t, q)

where k3 is between 0 and 1000. Note that k3 = 0 amounts to a query term
weight of tf(t, q) as in the pivoted normalization weighting.

2.3.2 Other Probabilistic IR Models

While the Robertson/Sparck Jones model widely became a synonym for prob-
abilistic IR, a number of alternative probabilistic models have been proposed.
For an overview of these we refer the reader to the surveys by Fuhr [Fuh92] and
Crestani et al. [CLRC98].

2.4 Language Models

In 1998, a slightly different probabilistic approach towards retrieval started to
gain momentum which connects back to the early approach by Maron and Kuhns
[MK60]. What differentiates these most recent retrieval models from the prob-
abilistic indexing model by Maron and Kuhns is that they carry over statistical
language modeling techniques from the areas of machine translation and speech
recognition to information retrieval, and thus provide the means for estimating
the probability of a query being generated by a document P (q|d). While Maron
and Kuhns estimate this probability based on user feedback, language models
allow the estimation of this probability based on the document itself.
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2.4.1 Query Likelihood Model

Ponte and Croft [PC98] were the first to suggest a language modeling (LM) ap-
proach to information retrieval. Key difference to previous probabilistic models
is that relevance is not modeled explicitly. Intuitively, the approach mimics
the query generation process: a user typically has an ideal document in mind
when searching, and chooses the query terms such as to best describe the envi-
sioned document and distinguish it from the rest of the collection. Thus, given
a query and a set of documents, the query likelihood model proposed by Ponte
and Croft estimates the probability of the observed query being generated from
a document, P (q|d), and ranks documents accordingly. It is derived according
to Bayes’ rule in the attempt to compute the probability of a document being
relevant to a query, P (d|q), which can be re-written as

P (d|q) =
P (q|d) · P (d)

P (q)
∝q P (q|d) · P (d)

As P (q) is the same for all documents, it can be ignored for ranking. With
the assumption of a uniform document prior P (d), the probability of the query
having been generated from the document, P (q|d), remains to be estimated.
Up to this point, Ponte and Croft’s query likelihood model follows the same
reasoning as Maron and Kuhns’ probabilistic indexing model. However, to es-
timate P (q|d) Ponte and Croft represent documents by language models, i.e.,
probability distributions over words. The simplest model, the unigram language
model disregards all context information, and views the text as a bag-of-words,
whereas for example bigram or n-gram models especially consider groups of two
or more terms. Ponte and Croft [PC98] take a multi-variate Bernoulli unigram
approach to approximate P (q|d), i.e., they represent a query as a vector of bi-
nary, independent attributes, one for each term in the vocabulary indicating
either its presence or absence as follows.

P (q|d) =
∏
t∈q

P (t|d) ·
∏
t/∈q

(1− P (t|d))

Thus the probability of a query being generated is the product of the proba-
bility of producing the terms in the query, and the probability of not producing
other terms. In contrast most subsequent work employs a multinomial unigram
model [Hie98, MLS99, SC99], i.e., instead of viewing the query as a set of terms,
the query is treated as a sequence of terms accounting for order and duplicate
terms:

P (q|d) =
m∏
i=1

P (ti|d)

where t1, t2, . . . , tm is the sequence of terms in query q. The multinomial coeffi-
cient has been omitted in the above equation as it is the same for all documents
and thus can be ignored for ranking purposes.
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2.4.2 Smoothing

Following these early works on language models a series of studies proposed
various ways for estimating P (t|d). At the core of them is a maximum likelihood
estimation (MLE) based on the document’s content

Pmle(t|d) =
tf(t, d)
|d|

which is smoothed in order to discount non-zero probabilities and give some
probability mass to unseen terms. Instead of applying a simple correction on
the maximum likelihood estimation, such as Lidstone’s law [Lid20] which adds
a small positive value to all counts, typically a mixture with a background
language model estimated from the collection of all documents P (t|Collection)
is considered. That way, smoothing does not only improve the accuracy of
the estimated document language model by avoiding zero probabilities, but also
explains typical term distribution patterns, and thus the occurrence of common,
non-informative terms in the query. In [ZL04], Zhai and Lafferty compare four
smoothing approaches:

Jelinek-Mercer [JM80] Linear interpolation of document and collection
model according to mixing coefficient λ.

Pλ(t|d) = (1− λ) · Pmle(t|d) + λ · P (t|Collection)

Bayesian smoothing using Dirichlet priors [MP95] The conjugate prior
of a multinomial distribution is the Dirichlet distribution. Thus Bayesian
updating yields

Pµ(t|d) =
tf(t, d) + µ · P (t|Collection)

|d|+ µ

where Zhai and Lafferty [ZL01b] report an experimental optimal value of
µ around 2,000 in most cases. They re-write logPµ(q|d) as

logPµ(q|d) =
∑

i:tf(ti,d)>0

log (1 +
tf(t, d)

µ · P (t|Collection)
) +m · log

µ

|d|+ µ

where q = (t1, t2, . . . , tm). Thus a smaller µ emphasizes the relative
weighting of terms while, as µ gets large, different query terms are weighted
almost the same such that the mere count of query terms a document
matches drives the ranking of documents. Furthermore the choice of µ
influences the impact of document length normalization in the right sum-
mand of logPµ(q|d). In further experiments on the sensitivity of Dirichlet
prior smoothing to the choice of parameter µ, Fang et al. [FTZ04] find the
optimal value of µ to be lower bounded by the average document length
in a collection.
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Absolute discounting [NEK94] The idea of absolute discounting is to lower
the probability of seen terms by subtracting a constant δ from their counts.

Pδ(t|d) =
max (tf(t, d)− δ, 0)

|d| +
δ · |{t|t ∈ d}|

|d| · P (t|Collection)

Two-stage smoothing [ZL04] A first stage of Dirichlet prior smoothing is
followed by a second stage of Jelinek-Mercer smoothing.

Pλ,µ(t|d) = (1− λ) · tf(t, d) + µ · P (t|Collection)
|d|+ µ

+ λ · P (t|Collection)

In initial expermiments comparing the Jelinek-Mercer, Dirichlet prior and
absolute discounting methods, they find the Dirichlet prior method to perform
best on short queries, whereas the Jelinek-Mercer method is superior on long
queries [ZL01b]. Based on these finding, Zhai and Lafferty propose a two-stage
smoothing method [ZL02] combining the merits of both the Jelinek-Mercer and
the Dirichlet prior method.

2.4.3 Kullback-Leibler Divergence

Rather than estimating the probability of a query being generated from a doc-
ument language model (as in the query likelihood model introduced in Section
2.4.1), both the query and the document can be represented by language models
and the similarity between the two can be employed for ranking. In 2001, Laf-
ferty and Zhai [LZ01] introduce a risk minimization framework for information
retrieval. One incarnation of their framework is to determine the relevance of a
document to a query by the Kullback-Leibler divergence between their respective
language models P (t|d) and P (t|q).

KL(q||d) =
∑
t∈V

P (t|q) · P (t|q)
P (t|d)

KL divergence is an asymmetric, information-theoretic measure of how differ-
ent two probability distributions are [?]ManningSchuetze). Lafferty and Zhai’s
experimental results show performance gains of their approach over the query
likelihood model introduced by Ponte and Croft [PC98]. In contrast to previous
language modeling frameworks, the Kullback-Leibler divergence approach eases
the expansion of both the query and document language model with additional
information. Especially, relevance feedback can be viewed as an integral part
of the model and naturally be accomplished by incorporting feedback into the
query language model (see Section 2.5).

2.4.4 Extension to the Basic LM Approach

A number of works relax the independence assumption between terms and pro-
pose language models accounting for term dependencies [NA02, SS03, GNWC04,
CNB05].
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Berger and Lafferty [BL99] suggest a translation model addressing polysemy
and synonyms. In their model, the probability of a query term being generated
from a document is obtained by summing over weighted contributions from
semantically related terms.

P (q|d) =
∏
t∈q

∑
w∈V

P (t|w) · P (w|d)

where P (t|w) is the probability of translating the document term w into
the query term t. Thus the translation model bridges the gap between the
potentially different term usage in queries and documents.

Hiemstra et al. [HRZ04] study parsimonious language models which they
show to yield a reduction of indexing size while at the same time performing
as well as standard language models. The key idea of parsimonious language
models is to model documents by those terms that cannot be explained by a
background collection model. Thus common, non-informative words are auto-
matically removed without the need of a manually assembled stopword lists.

Kraaij et al. [KWH02] study alternatives to a uniform document prior based
on page length, number of incoming links and URL form. They demonstrate
how easily and effectively non-content features can be incorporated in language
models in a principled manner.

There are many more extensions to the basic language modeling approach.
For example, Liu and Croft give a nice survey on language modeling in [LC05].

2.5 Relevance Feedback
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Figure 2.2: Classification of relevance-feedback approaches.

Relevance feedback refers to the iterative approach of applying the lessons
learned from an initial retrieval run to the next one until the user information
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need is satisfied. The various approaches to relevance feedback can be classified
according to two orthogonal lines, the kind of information the reasoning is based
on and the methodology used for ameliorating the next round of search results
(see Figure 2.2 for visualization). We distinguish three types of information that
relevance feedback might utilize.

Pseudo-relevance Feedback Pseudo-relevance feedback, also known as blind
relevance feeback, dates back at least to a paper by Attar and Fraenkel
[AF77] in 1977. It refers to the idea that the top-k documents retrieved
for the initial query formulation are indeed relevant, and can be exploited
for refining the query to improve search result quality in the next retrieval
run. This approach does not require any user participation; it is, however,
error-prone. Bad initial results might lead to amplified topic drifts when
pseudo-relevance feedback is applied.

Implicit Relevance Feedback Implicit relevance feedback also refrains from
asking the user for active participation, but derives relevance information
from the user interactions with the search result set. For example, a
user clicking on a result link after having viewed its associated snippet
information is a potential indication of result relevancy. In Section 6.2
we present an empirical study on implicit relevance feedback and review
related work in this area in more depth.

Explicit Relevance Feedback In the course of explicit relevance feedback the
user is asked to indicate relevant and irrelevant results to the system.
Thus retrieval turns into an iterative interaction between the user and
the system. Relevance information in this setting is the most reliable,
however, in most cases this approach fails due to the reluctance of users
to provide explicit feedback.

Methodology-wise relevance feedback falls into two classes: query expansion
and query term re-weighting [Har92] are the methods at hand. While the latter
sticks to the original query terms and merely adapts the relative weights of
query terms with respect to each other, the first additionally augments the
query by new terms. Inherent to query expansion is the problem of how to
choose appropiate terms and decide on the optimal number of terms to add.
Here, Harman [Har92] reports a number of 20 expansion terms to work well.
In the following we describe how query expansion and term re-weighting are
realized in the most prevalent retrieval models.

2.5.1 Feedback in the Vector-space Model

The classic approach to relevance feedback in the vector-space model is the
Rocchio algorithm which combines both query expansion and term re-weighting.
Thereby a new query vector ~qnew is constructed as a weighted mixture of the
original query vector ~q and the centroid of the relevant documents (~d ∈ R). At
the same time the distance between the new query vector and the centroid of
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the irrelevant documents (~d ∈ N −R) is increased. However, resulting negative
term weights are set to 0 and ignored.

~qnew = α · ~q + β ·
∑
d∈R

~d

|d| − γ ·
∑

d∈N−R

~d

|d|
Empirically, positive feedback has been proven more valuable than negative

feedback so that γ is most widely chosen to be smaller than β. According
to experiments by Salton and Buckley [SB90] for standard Rocchio [Roc71], a
parameter choice of α = 1, β = 0.75, and γ = 0.25 yields the best results. They
also study variations of Rocchio and find a variant of Rocchio, coined Ide dec-hi
[Ide71], to perform best closely followed by the other methods.

Ide dec-hi
~qnew = ~q +

∑
d∈R

~d− ~dd∈N−R with highest rank

Ide dec-hi completely omits any weighting or normalization factors. Also,
the amount of negative feedback information used is retricted to only the highest
ranked irrelevant result. When restricting query expansion to the most common
terms from the relevant documents as opposed to all terms, Salton and Buckley
find only modest performance differences in favor of the full expansion variant.
In contrast, Harman [Har88] introduce methods that add only selected terms
of the top documents and are more effective than the baseline which adds all
the terms. Later experiments by Lundquist et al. [LGF97] show further im-
provements by calibrating the number of top-ranked documents, clustering the
top-ranked documents, changing the term weighting formula, and scaling the
weight of feedback terms.

2.5.2 Relevance Feedback in the Probabilistic Robert-

son/Sparck Jones Model

As seen in the derivation of the Robertson/Sparck Jones model in Section 2.3.1,
relevance feedback information is an integral part of the estimation process
of document term weights in the binary independence model. At the initial
query run, however, feedback information typically is absent and term weights
are estimated based on the assumption that no relevant information exists.
Only in the successive query run feedback can be exploited for estimating term
weights based on the Robertson/Sparck Jones model. Wu and Salton [WS81]
study adjusted term weights combining the old with the new term weights by
substituting the typical smoothing factor of 0.5 with df(t)

N for term t.
While relevance feedback in the Robertson/Sparck Jones model is limited

to term re-weighting, Wu and Salton experiment with query expansion in the
probabilistic retrieval framework. The query expansion techniques they start
out with, however, add all terms present in relevant documents to the new
query, while later work by Harman [Har88] concentrates on selecting the most
promising terms for expansion only. In a follow-up study, Harman [Har92]



22 2. Content-based Retrieval

examines various criteria for selecting only the most promising terms present in
relevant documents for query expansion.

2.5.3 Feedback in Language Models

A natural way of incorporating relevance feedback within the query likelihood
model (cf. Section 2.4.1) has been proposed by Ponte [Pon00]. He suggests to
build a language model of the top-ranked, relevant documents and to augment
the query with terms having a high log ratio of the probability of occurring in
the model for relevant documents against the probability of occurring in the
background (collection) language model.

Within the KL divergence framework (cf. Section 2.4.3), Zhai and Lafferty
[ZL01a] propose to adapt the estimation of the query language model θQ =
P (t|q) to integrate relevance feedback. Then an updated query language model
θQ′ is obtained by interpolation with a language model θF derived from the
relevant feedback documents.

θQ′ = (1− α) · θQ + α · θF
A number of works further extend these initial methods for integrating feed-

back in the language modeling framework. For example, Kurland et al. [KLD05]
utilize cluster-based language models for pseudo-relevance feedback, Tao et
al. [TZ06] introduce a query-regularized mixture model facilitating effective
pseudo-relevance feedback, and Wang et al. [WFZ07] transfer the idea of nega-
tive feedback to the world of language models. More recently, Mei et al. [MZZ08]
propose a general framework for smoothing language models on graph structures
which they find to further improve the performance of pseudo-feedback.

2.5.4 Global Methods for Query Re-writing

Complementary to the discussed relevance feedback approaches which rely on
the local query context, additional information sources might aid query reformu-
lation towards better search result quality. Such global query re-writing methods
rely, e.g., on collection-based co-occurrence statistics [KC99], a manually built
thesaurus such as WordNet [Fel98] in which synonyms, hypernoms, hyponyms,
etc are specified, or query reformulation statistics derived from large-scale query
logs [CWNM03].



Chapter 3

Link Analysis

Link Analysis became famous in 1998 when Brin and Page developed the PageR-
ank [PBMW98] algorithm while Kleinberg simultaneously and independently
proposed the HITS [Kle98] algorithm which is short for Hyperlink-Induced Topic
Search. Its roots, however, stem far more back from the areas of social network
analysis [WF94], and classical citation analysis [Gar79] which is a commonly
used method in bibliometrics. Link analysis algorithms view the Web as a di-
rected graph where the nodes represent Web pages and the edges represent hy-
perlinks. Their key objective is to derive a quality measure on Web pages solely
based on the graph structure of their connections. A Web page is assumed
to be of higher importance or authority the more authoritative pages link to
it. Thus link analysis derives a merely structure-based, query-independent au-
thority ranking of Web pages which is typically combined at query-time with a
content-based, query-dependent ranking in the course a final rank aggregation
[DKNS01] or a linear combination according to learnt weights utilizing gradient
descent methods such as RankNet [TZC+06]. It is still an active area of research
how to integrate query-independent ranking features such as PageRank into a
content-based ranking [RZT04, CRZT05, TZC+06].

3.1 PageRank

The PageRank algorithm mimics a random surfer who starts on some page,
then browses the Web by following outgoing hyperlinks uniformly at random
with probability ε, or re-starts by a random jump with probability 1 − ε (with
uniformly selected jump target). This is formally modeled as a Markov chain,
the unique equilibrium probability distribution of which yields stationary vis-
iting probabilities, that consitute the vector of PageRank scores ~πPR. These
can be alternatively viewed as the dominant eigenvector of the corresponding
stochastic matrix. The PageRank underlying matrix models the Web’s hyper-
link structure and is defined as follows.

Definition 1 (Hyperlink matrix L). L denotes a square matrix reflecting the

23
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hyperlink structure of the Web such that

lij =

{
1

outdegree(i)
if there is a hyperlink i→ j

0 otherwise

However, subtleties arise to guarantee convergence: random jumps ensure
irreducibility, and dangling nodes (i.e., nodes of outdegree zero) need to be
handled, e.g., the introduction of uniform edges to all other nodes is the approach
most widely used for treating dangling nodes [LM05a].

Thus

Definition 2 (Adjacency matrix A). We define the adjacency matrix A as the
hyperlink matrix L augmented by additional links connecting dangling nodes to
all other nodes in the graph. Thus

aij =

{
1

outdegree(i)
if there is a hyperlink i→ j

1
n otherwise

where n is the total number of Web pages.

Then

Definition 3 (PageRank). PageRank is cast mathematically into the equation

~pt+1 = ε · ~r + (1− ε) ·AT ~pt

where ~r denotes the random jump vector with
∑
i ~ri = 1, and A is the row-

normalized adjacency matrix reflecting the hyperlink structure of the Web and
treating dangling nodes as defined in Definition 2. Then the PageRank vector
~πPR is obtained as the limiting stationary probability distribution

~πPR = lim
t→∞ ~pt

3.1.1 Theoretical foundations

Mathematically, PageRank can be formalized from different perspectives either
as a a Markov chain, a eigenvector problem, or a general linear system. In the
following we will summarize fundamentals of these key concepts.

Markov chain

For introducing the basics on Markov chains we heavily borrow from the seminal
books by William J. Stewart [Ste94] on Markov chains, Henk C. Tijms [Tij03] on
stochastic processes, and Arnold O. Allen [All90] on probability and statistics
which we refer the reader to for more details.



3.1 PageRank 25

A Markov chain is a special stochastic process. The more general concept
of a stochastic process is defined as a family of random variables {X(t), t ∈ T}
where the index set or time parameter set T is a subset of (−∞,∞), and the
possible values assumed by the random variables X(t) form the state set. In
order for a stochastic process to be a Markov chain, it needs to satisfy two
additional constraints, the Markov property and restrictions on its state space:

1. A stochastic process satifies the Markov property if for any set of n +
1 values t1 < t2 < . . . < tn+1 in the index set and any set of n + 1
states {x1, x2, . . . , xn+1}, i.e., the current state of a Markov process only
depends on its immediate previous states, and is ignorant of its farther
back reaching history.

P [X(tn+1) = xn+1|X(tn) = xn, . . . , X(t1) = x1]

= P [X(tn+1) = xn+1|X(tn) = xn]

2. A Markov process is called Markov chain if its state set X(t) is discrete.
If in addition also its parameter set T is discrete, we speak of a discrete-
time Markov chain which can be thought of as a countably infinite time
series of state probability distributions where the probability of being in
state xn+1 at time tn+1 only depends on the system’s state at time tn.
Furthermore state transitions only occur at discrete time points.

The PageRank algorithm thus can be formalized as a discrete-time Markov
chain whose state space is made up by the set of distinct Web pages, and tran-
sitions between states represent a random surfer navigating through the Web.
As transitions from one Web page to another are thought to be independent of
the actual time the random surfer visits the Web page, PageRank is actually
based on a time-homogeneous Markov chain model where the so-called single-
step transition probabilities P [X(n + 1) = j|X(n) = i] are independent of the
time point n and can consequently be written as bij . All transition probabili-
ties bij for all pairs of Web pages i and j put together then form the transition
probability matrix B = (bij) and satisfy

∀i, j : 0 ≤ bij ≤ 1

and
∀i :

∑
j

bij = 1

The single-step transition probabilities bij can be generalized to the n-step
transition probabilities b(n)

ij which are computed recursively by the Chapman-
Kolmogorov equation as follows.

b
(n)
ij =

∑
k

blik · bn−lkj for 0 < l < n

In particular, thus b(n)
ij =

∑
k bik · bn−1

kj .
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So far we only considered conditional probabilities: given that the random
surfer visits Web page i at time n, what is the probability that she ends up at
page j after n steps? In order to compare Web pages, we are, however, interested
in answering questions such as: What is the overall probability of the random
surfer visiting a page? Which pages are visited more frequently than others?
Which pages are never reached?

States to which the random surfer will return infinitly often are called re-
current, while states for which there is a non-zero probability of never returning
are called transient. With

f
(n)
ij = P [X(n) = j,X(n− 1) 6= j, . . . , X(1) 6= j|X(0) = i]

defining the first-passage time probability, a state is called recurrent iff the prob-
ability of ever returning fjj =

∑∞
n=1 f

(n)
jj = 1. On the other hand, iff fjj < 1, j

is transient. A recurrent state can be further characterized based on its level of
recurrence. With

µjj =
∞∑
n=1

n · f (n)
jj

defining the mean recurrence time, a state j is called positive-recurrent if µjj
is finite, and null-recurrent otherwise. However, in a finite Markov chain, each
state is either positive-recurrent or transient, and thus no state can be null-
recurrent.

Given an initial probability distribution ~v(0) specifying for each Web page the
probability with which it is the starting point of the random surfer’s exploration
of the Web, the visiting probabilities after n steps are obtained as

~v(n) = ~v(0) ·B(n)

Depending on the connectivity structure of the Markov chain defined by B, the
limiting distribution

~π = lim
n→∞~v

(n)

exists, and is independent of the initial probabiltiy distribution ~v(0). There
are various theorems characterizing properties of Markov chains for which a
limiting distribution exists. Such properties are irreducability and aperiodicity.
A Markov chain is irreducible if every state can be reached from every other
state, i.e., for each pair of states i,j b(n)

ij > 0 for some n ≥ 0. A Markov chain is
aperiodic if all its states are aperiodic, i.e., the greatest common divisor of the set
of all positive integers n such that b(n)

ii > 0 equals 1 for all states i. Furthermore
a Markov chain that is positive-recurrent and aperiodic is called ergodic. Finite
Markov chains that are aperiodic and irreducible are thus ergodic. Then

Theorem 3.1.1. [All90] For an irreducible, aperiodic, time-homogeneous
Markov chain the limiting probability distribution always exists and is in-
dependent of the initial state probability distribution.

With the definition of a stationary probability distribution as follows, we can
further characterize the limiting probability distribution for time-homogeneous
Markov chains that are positive recurrent and aperiodic, and thus ergodic.
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Definition 4 (Stationary distribution). [Ste94] Let B be the transition proba-
bility matrix of a discrete-time Markov chain. Let ~v be a probability distribu-
tion, i.e., ∀i : 0 ≤ ~vi ≤ 1, and

∑
i ~vi = 1. Then ~v is a stationary probability

distribution iff ~v = ~v ·B.

Then

Theorem 3.1.2. [All90] The limiting distribution ~π = limn→∞ ~v(n) of an ir-
reducible, aperiodic, positive recurrent, time-homogeneous Markov chain is a
stationary probability distribution where

~πi =
1
µii

The Markov chain of the PageRank algorithm is determined by the choice
of the transition probability matrix B. To model the Web surf behavior of a
random user, B reflects the hyperlink structure of the Web. However, setting B
to the mere hyperlink matrix L does not necessarily define an aperiodic and irre-
ducible Markov chain. For example, there might be a number of zero-outdegree
nodes, i.e., dangling nodes, which would be sinks or absorbing states in the pres-
ence of self-loops during the random walk. Dangling nodes can be tackled by
linking them to all other nodes in the Web. Still only accounting for dangling
nodes does not yet ensure irreducability and aperiodicity. To account for this,
Brin and Page [PBMW98], when conceiving PageRank, introduced the random
jump, i.e., at each step the random surfer jumps with some probability ε to
some page chosen uniformly at random. Thus

bij = (1− ε) · aij + ε · ~rj
where the random jump vector ~r is the uniform vector 1

N · ~e. Now PageRank’s
Markov chain has a limiting probability distribution which forms the vector
of PageRank scores. Computing PageRank scores thus means computing the
limiting stationary probability distribution

~π = lim
n→∞~v

(n) = lim
n→∞~v

(0) ·B(n)

such that
∑
i ~πi = 1 and ~π = ~π ·B. Thus solving PageRank amounts to solving

the eigenvector problem
~π = ~π ·B

Eigenvector problem

In this section we review some fundamentals arising from viewing PageRank as
a eigenvector problem. For further reference we refer to the seminal books by
William Stewart [Ste94] on numerical solutions of Markov chains and Carl Dean
Meyer [Mey00] on matrix analysis.

To recap, given an NxN matrix B, scalars λ, and vectors ~vNx1 6= 0 satisfying
B ·~v = λ ·~v are called eigenvalues and eigenvectors of B. Writing B ·~v = λ ·~v as
(B−λ ·I) ·~v = 0 shows that the eigenvectors are the non-zero vectors in the null
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space N (B−λ ·I). However, the null space of B−λ ·I contains non-zero vectors
if and only if rank(B − λ · I) = N which is the case if and only if B − λ · I is
singular, i.e., has no inverse. This again is the case if and only if its determinant
det(B − λ · I), also called the characteristic polynomial p(λ), equals to zero
(proofs can be found in Meyer [Mey00]). Thus the eigenvalues of B are the
solutions of the characteristic equation p(λ) = 0. Then the algebraic multiplicity
of λ, alg multB(λ), is the number of times it is repeated as a solution of the
characteristic equation. Furthermore the set of distinct eigenvalues, denoted by
σ(B), is called the spectrum of B, and the number ρ(B) = maxλ∈σ(B) |λ| is
called the spectral radius of B. The spectral radius gives an upper bound on
possible eigenvalues of B. A very coarse upper bound on ρ(B) can be derived
as follows.

B · ~v = λ · ~v → |λ| · ||~v|| = ||λ · ~v|| = ||B · ~v|| ≤ ||B|| · ||~v||

implies |λ| ≤ ||B|| ∀λ ∈ σ(B) for every matrix norm.

Digression on Norms For p ≤ 1, the p-norm of a vector ~v is defined as
||~v||p = (

∑n
i=1 |~v(i)|p) 1

p . The special case of p = 2 is also called L2 norm or
Euclidian norm. For a matrix M matrix norms are induced by vector norms as
follows

||M ||p = max
||~v||p=1

(||M~v||p)

Thus the matrix 1-norm ||M ||1 = maxj
∑
i |mij | amounts to the largest absolute

column sum, and the matrix ∞-norm ||M ||1 = maxi
∑
j |mij | to the largest

absolute row sum.
In the case of PageRank, we can improve further on the very general bound

|λ| ≤ ||B|| by utilizing properties of the transition probability matrix B. As B
is a nonnegative matrix, i.e., all transition probabilities bij satisfy bij ≥ 0, and
irreducible due to random jumps, the Perron-Frobenius theorem on nonnegative,
irreducible matrices applies. This theorem states among other results, that
B has a positive real eigenvalue λ1 which equals to its spectral radius ρ(B).
Furthermore λ1 has algebraic multiplicity 1, and its corresponding eigenvector
is not the null vector.

With the additional property of B being a stochastic matrix, i.e., B is non-
negative, its rows sum up to one (

∑
j bij = 1), and each column has at least one

non-zero element, it follows that B possesses a simple unit eigenvalue, and all
other eigenvalues are smaller than 1. This can be easily seen as follows. Since
B is stochastic, it holds that B · ~e = ~e so that 1 is an eigenvalue of B. Since
ρ(B) ≤ ||B||∞ = maxi (

∑
j bi) = 1, it follows ∀i 6= 1 that λi ≤ 1. Then from

the Perron-Frobenius theorem on nonnegative, irreducible matrices we can infer
that λ1 has algebraic multiplicity 1, and thus all λi (i 6= 1) are strictly smaller
than 1. Furthermore as the aperiodicity of B is ensured by the random jumps
as well, B is a primitive matrix, i.e., a nonnegative irreducible matrix having
only one eigenvalue on its spectral circle. Thus -1 is not an eigenvalue of B.



3.1 PageRank 29

Linear system formulation

Alternatively, PageRank can be cast into a linear system as follows.

~π · ((1− ε) ·A+ ε · ~r · ~e) = ~π

⇔ ~π · (I − (1− ε) ·A) = ε · ~r

with the constraint that ~π ·~eT = 1. In the following we borrow from Langville
and Meyer [LM05a], and give some interesting properties of the matrix Z =
(I − (1− ε) ·A).

Theorem 3.1.3 (M-Matrix). 1. (I − (1− ε) · A) is an M-matrix1, i.e., Z is
a real nonsingular quadratic matrix such that zij ≤ 0 ∀i 6= j and Z−1 is
nonnegative.

2. The row sums of (I − (1− ε) ·A) are ε.

3. ||Z||∞ is the maximum absolute row sum of Z, and thus 2 - ε.

4. The row sums of (I − (1− ε) ·A)−1 are 1
ε .

5. ||Z−1||∞ is thus 1
ε .

3.1.2 PageRank Computation

Computing PageRank corresponds to computing the limiting stationary proba-
bility distribution of a large-scale Markov chain, solving an eigenvector problem,
or solving a homogeneous linear system equation. Methods for solving these
problems already exist for a considerable amount of time and got invented long
before the existence of the Web. They can be categorized into direct and iter-
ative methods (see [Ste94] for a more thorough presentation of various direct
and iterative solvers). While the latter require a beforehand unknown number
of iterations and intermediate results to achieve a solution of sufficient accuracy,
the first compute the final solution in a fixed number of operations. Typically,
direct methods trade their comparably small time complexity for larger require-
ments in terms of space. In contrast, iterative methods most often do not alter
the initial matrix which allows for compact storage schemes. This has been the
convincing argument for choosing an iterative method for computing PageRank
due to the mere size of the Web. Moreover, the sparseness of the Web matrix let
the power method become the predominant scheme for computing PageRank.

The Power-Iteration Method

The power method computes PageRank by a sequence of matrix-vector multi-
plications

~v(k) = ~v(k−1) ·B
1The ”M” is short for ”Minkowski”. The mathematician Alexander Markowic Ostrowski

introduced M-matrices 1937.
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until the difference between two successive iterates is sufficient small

||~v(k) − ~v(k−1)||1 < τ

As seen in the previous section the matrix B can be split into its building
blocks, the original hyperlink structure L, the treatment of dangling nodes and
the random jumps as follows.

B = (1− ε) ·A+ ε · ~r · ~eT

= (1− ε) · (L+ ~d · 1
N
· ~eT ) + ε · ~r · ~eT

where the vector ~d indicates dangling nodes with a value of 1, and has zero
enries otherwise. Thus the power method only needs to perform matrix-vector
multiplications on the sparse hyperlink structure L, whereas dangling nodes and
random jumps can be factored out, i.e.,

~v(k) = (1− ε) · ~v(k−1) · L+
1− ε
N
· ~v(k−1) · ~d · ~eT + ε · ~r

In recent years a number of researchers introduced improvements on the run-
time of the power method that are tailored to the PageRank problem. These
are either based on a reduction of the number of iterations required until con-
vergence, or the decrease of the number of operations done per iteration. The
latter is, e.g., attained by aggregating dangling nodes into a single state, and em-
ploying lumping as proposed by Lee et al. [LGZ03]. Kamvar et al. [KHMG03b]
achieve a reduction of the number of iterations required by an extrapolation
method derived from Aitken’s ∆2 method. Furthermore good initial approx-
imations reduce the number of iterations needed. BlockRank, introduced by
Kamvar et al. [KHMG03a] is based on this idea. It groups the Web by hosts,
and computes for each host local PageRank scores based on its inner link struc-
ture. These are combined with host PageRank scores which are computed on a
graph made up of hosts as smallest units. The combined scores then serve as
an intial approximation to start the PageRank computation. Also, running the
power method until convergence is arguable. As PageRank serves as an author-
ity measure for ranking web pages, the relative order of web pages in the ranking
is decisive rather than their exact PageRank scores. Thus score approximations
retaining the relative order between web pages are sufficient for ranking. Ex-
perimental results of Haveliwala [Hav99] comparing PageRank values after 25
and 100 iterations indicate that the ordering of top pages converges rather fast,
and more iterations mostly lead to better approximations for low-ranked pages
which might be negligible anyway.

Convergence

The convergence rate of the power method for computing PageRank is dictated
by the damping factor ε. Haveliwala and Kamvar [HK03b] have proven that
for the second eigenvalue λ2 of the matrix B defining PageRank it holds that
|λ2| ≤ 1−ε. As the convergence rate of the power method is given by λ2

λ1
[GL96],
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it follows that the convergence rate for PageRank is 1− ε. Thus the larger the
random jump probability ε is chosen, the faster PageRank converges. At the
same time choosing ε too large diminishes the influence of the true hyperlink
structure, and equalizes the importance of web pages. In the contrary, choosing
ε infinitesimally small does not only slow down the convergence of the power
method, but as shown by Boldi et al. [BSV05] also gives null PageRank to tran-
sient states in the core component and concentrates PageRank in the recurrent
states in strongly connected components not leading to other components, i.e.,
terminal components, or rank sinks. This is due to the fact that the Markov
chain underlying PageRank becomes reducible as ε approaches zero. Against in-
tuition, PageRank values for ε close to zero thus fail to capture the importance
of Web pages. In their seminal paper introducing their search engine Google,
Brin and Page [BP98] suggest choosing ε = 0.15.

3.1.3 Sensitivity and Stability

The choice of the damping factor ε does not only impact the convergence be-
havior of the power method, but also other properties of PageRank such as its
sensitivity to changes in the link structure. As shown by Pretto [Pre02] dif-
ferent values of ε do incur changes in the ordering of Web pages derived from
PageRank.

From linear algebra it is known that the sensitivity of the solution vector
to a linear system equation to changes in the matrix is driven by its condition
number κ∞. The condition number of a matrix M is defined as κ∞(M) =
||M ||∞ · ||M−1||∞. A matrix is said to be ill-conditioned if κ∞ is large relative
to 1. As the PageRank problem can be cast in a linear system formulation, a
first insight on the sensitivity of PageRank to small changes in the link structure,
can be attained from the condition number of the matrix Z = (I − (1− ε) ·A).
With Theorem 3.1.3, we have

κ∞(Z) = ||Z||∞ · ||Z−1||∞ =
2− ε
ε

i.e., the larger ε is chosen, the less ill-conditioned the linear system becomes. Still
an ill-conditioned linear system does not imply an ill-conditioned eigensystem.
Although the solution vector might change considerably, its direction might still
remain stable. The PageRank vector which is the normalized solution vector
thus might not be affected strongly by changes in the link structure, even though
the solution vector to its underlying linear system is.

Langville and Meyer [LM05a] find the sensitivity of PageRank governed by
1
ε such that ε close to zero turns PageRank less stable.

Haveliwala and Kamvar [HK03b] draw similar conclusions by proving that
for the second eigenvalue λ2 of the matrix B defining PageRank it holds that
|λ2| ≤ 1 − ε. As shown by Meyer [Mey94], a greater eigengap |λ1| − |λ2| = ε

implies higher stability with respect to perturbations in the Markov chain.
Three other research groups determine the stability of PageRank by reason-

ing on the difference between the PageRank vector ~π and PageRank ~̂π computed
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on a perturbed matrix. Ng et al. [NZJ01] arrive at

||~π − ~̂π||1 ≤ 2
ε
·
∑
i∈U

~π(i)

where U is the set of all pages that have been updated. Bianchini et al. [BGS05]
derive the same upper bound using concepts of energy flow, while Lee and
Borodin [LB03] furhter improve upon this bound by replacing 2

ε with 2−2·ε
ε .

3.2 HITS

Hyperlink-Induced Topic Search developed independently by Jon Kleinberg in
1998 is another link analysis algorithm similar in spirit to PageRank. Its distin-
guishing characteristics are that: (1) It is computed on a small graph obtained
from the query result set (root set) expanded by successor and predecessor pages
(base set) as opposed to PageRank which is computed offline on the Web graph,
and is thus query-independent. (2) It reasons on mutually re-inforcing relation-
ships between hubs and authorities, whereas PageRank transitively reasons on
authorities only. Hubs are usually characterized by a high outdegree, thus serv-
ing as good link sources, whereas authorities stand out for their high indegree
and good content. The rationale behind HITS is that good hubs link to good
authorities, and good authorities have good hubs as predecessors. Thus more
formally the authority vector ~x and the hub vector ~y are obtained as

~x(j) ∝
∑

i→j∈L
~y(i)

and

~y(i) ∝
∑

i→j∈L
~x(j)

where i and j are nodes in the Web graph and the hyperlink matrix L indi-
cates a hyperlink i → j by Lij 6= 0. The above equations can be reformulated
using matrix notation as follows.

~x ∝ LT · ~y ~y ∝ L · ~x

⇔ ~x ∝ LT · L · ~x ~y ∝ L · LT · ~y

Thus ~x and ~y are the principal eigenvectors of LT ·L and L ·LT , respectively.
Intuitively LT · L is the co-citation matrix with a nonzero entry

(
LT · L)

ij
in-

dicating the number of nodes pointing to both i and j, whereas L · LT is the
co-reference matrix with a nonzero entry

(
L · LT )

ij
indicating the number of

nodes to which both i and j point.
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3.2.1 Modifications of HITS

Topic distillation in HITS Bharat and Henzinger [BH98] discovered and
tackled three problems of the original HITS algorithm:

• Mutually reinforcing relationships between hosts
Several documents on one host pointing to a single document on a second
host, as well as the reverse case, one document on a first host pointing
to a number of documents on a second host, lays too much weight on the
opinion of one ”person” and pushes up the hub, respectively authority,
scores of the considered documents to an undue extent.

• Automatically generated links
For automatically generated links, as well as pure navigational links, the
HITS underlying assumption that hyperlinks reflect an endorsement of the
linked documents by the web page’s creator is no longer valid.

• Non-relevant documents
Some highly linked documents in the root set that are not relevant to the
query topic often cause a topic drift: the most authoritative documents
according to HITS are no longer about the original query topic.

To meet the first problem Bharat and Henzinger introduced edge weights. In
the case of k documents on a first host pointing to a single document on a second
host, each edge is given an authority weight of 1

k . In the reverse case of one
document on a first host pointing to l documents on a second host, each edge
is given a hub weight of 1

l .
To avoid topic drift Bharat and Henzinger suggested two approaches: elim-

inating non-relevant documents from the base set, and regulating the influence
of documents according to their relevance. Thereby the relevance of a document
to the query topic is determined via a tf*idf-based cosine similarity (see Chap-
ter 2) between the query topic (characterized by the documents in the root set
of the HITS computation) and the first 1000 words of each document in the
base set. The that way obtained relevance scores are then used to replace the
original authority and hub scores with relevance-based authority and hub scores
(computed as the product of relevance and authority, respectively hub, scores).

PHITS Cohn and Chang [CC00] propose Probabilistic HITS (PHITS).
Whereas the authority of a document in HITS only relies on the principal
(largest) eigenvector of the cocitation matrix LT ·L, Cohn and Chang advocate
to also take smaller eigenvectors into account. The ignorance of other eigenvec-
tors than the principal one might be crucial in the case of only slight differences
between eigenvectors in terms of magnitude, but huge differences in terms of
orientation. Cohn and Chang’s method of choice is a statistical model, called
aspect model, to describe document citations: The two observables, documents
and citations (cited documents), are explained in terms of a small number of
common, but unobserved variables (factors/aspects) and the following genera-
tive process is considered: A document d is generated with probability P(d),
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the factor or topic z associated with d is chosen probabilistically according to
P (z|d), and citations c are generated according to P (c|z).

Given a set of document-citation pairs (d,c), the likelihood of document d
citing c is described by

P (d ∧ c) = P (d) · P (c|d)

with

P (c|d) =
∑
z

P (c|z) · P (z|d)

Putting both equations together and using Bayes rule (P (z|d) = P (d|z)·P (z)
P (d) )

yields:

P (d ∧ c) =
∑
z

P (c|z) · P (d|z) · P (z)

The total likelihood L of all observed document-citation pairs

L =
∏
(d,c)

P (d ∧ c) =
∏
(d,c)

(
∑
z

P (c|z) · P (d|z) · P (z))

forms the objective function that is to be maximized by choosing appropiate
values for P(d), P (z|d) and P (c|z). This is done by a ”tempered” version of the
EM algorithm [DLR77]

3.3 Combining HITS and PageRank

3.3.1 Global HITS

Rafiei and Mendelzon [RM00] were the first to introduce a ”global” version of
HITS which can be applied to the full Web graph, not just a query-specific
subgraph. Also Nie et al [NDW07] perform experiments with this global HITS
variant which extends the hub and authority model by a random surfer as fol-
lows.

~x(j) = ε ·
∑

i→j∈L

~y(i)
out(i)

+ (1− ε) · 1
n

and

~y(i) = ε ·
∑

i→j∈L

~x(j)
in(j)

+ (1− ε) · 1
n

where the matrix L indicates the hyperlink structure, out(i) denotes the out-
degree of node i and analogously in(i) the indegree of node i. ε is the random
jump probability and n is the overall graph size.
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Figure 3.1: Construction of the bipartite SALSA graph (taken from [LM01]).

3.3.2 SALSA

Another algorithm combining ideas from both HITS and PageRank was intro-
duced by Lempel and Moran [LM01] and coined SALSA (Stochastic Approach
for Link-Structure Analysis). Their approach analyzes two different Markov
chains, one for authorities and one for hubs, on a bipartite graph G ′ constructed
from the hyperlink structure L. For each web page i the bipartite graph contains
an authority node ia if the indegree of i is greater than 0, and a hub node ih
if the outdegree of i is greater than 0. For each hyperlink i → j in the original
graph, an undirected edge (ih, ja) is introduced. This graph creation process is
depicted in Figure 3.1.

The transition matrix A of the authority Markov chain is defined as

aij =
∑

k|(kh,ia),(kh,ja)∈G ′

1
deg(ia)

· 1
deg(kh)

Thus a random walk on the authority Markov chain resides on the authority side
of G ′. All authorities subsequently visited by the random surfer are linked by
a common hub page. The final equilibrium distribution of this random walk is
proportional to node indegrees, i.e., SALSA is equivalent to ranking by indegree.
Analogously, the transition matrix H of the hub Markov chain is defined as

hij =
∑

k|(ih,ka),(jh,ka)∈G ′

1
deg(ih)

· 1
deg(ka)

and yields a hub ranking equivalent to ranking by outdegree.

3.3.3 Unified Framework for Link Analysis

Ding, He, Husbands, Zha, and Simon [DHZS02] further generalized and com-
bined the key concepts of HITS and PageRank into a unified framework.
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Whereas HITS emphasizes the mutual reinforcement between hub and au-
thority pages, the main characteristics of PageRank are weight normalization
and the random walk model. Both PageRank and HITS were casted into a uni-
fied notational framework and naturally arising new ranking algorithms, that
combine or generalize concepts of HITS and PageRank, were studied.

Ding et al. introduce the diagonal matrices Din and Dout that capture the
indegrees, respectively outdegrees, of the corresponding web pages on their di-
agonal. Each web page is also associated with both an authority and a hub
score. These are contained in the authority vector ~x and the hub vector ~y.
The hyperlink matrix L represents the hyperlink structure such that for each
hyperlink i → j lij = 1. Using this notation HITS and PageRank are defined
as follows.

HITS:
~x = Iop(~y), ~y = Oop(~x)

where the Iop(·) operation expresses the intuition that an authority is pointed
to by many good hubs, and the Oop(·) expresses the intuition that a god hub
points points to many good authorities:

Iop(·) = LT , Oop(·) = L

PageRank:
~x = Iop(~x)

with
Iop(·) = LT ·D−1

out = BT

The factor D−1
out rescales the hyperlink matrix L so that each row is sum-to-one,

thus B = (Bij) is a stochastic matrix. modeling also random jumps results in
the full stochastic matrix definition

Iop(·) = BT = ε · 1
n
~eT~e+ (1− ε) · LT ·D−1

out

where ~e = (1, 1, . . . , 1). Thus ~eT~e is a matrix of all 1’s.
Ding et al. transferred this traditional PageRank computation for authorities

analogously to hubs:
~y = Oop(~y)

with
Oop(·) = BT = ε · 1

n
~eT~e+ (1− ε) · L ·D−1

in

Futhermore they generalized Iop and Oop to

Iop(·) = D−pin · LT ·D−qout, Oop(·) = Iop(·)T

with the mutual reinforcing iterative process

~x = Iop(~y), ~y = Oop(~y)
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and studied several instantiations of p and q with p, q ≥ 0. They focused
their experiments onto the out-link normalized rank (OnormRank), the in-link
normalized rank (InormRank) and the symmetrically normalized rank (Snorm-
Rank) which are given in Table 3.3.3.

Scheme Iop Oop
HITS LT L

PageRank LT ·D−1
out L ·D−1

in

OnormRank LT ·D− 1
2

out D
− 1

2
out · L

InormRank D
− 1

2
in · LT L ·D− 1

2
in

SnormRank D
− 1

2
in · LT ·D−

1
2

out D
− 1

2
out · L ·D−

1
2

in

Table 3.1: Iop and Oop for selected ranking schemes.

Besides Ding et al. distinguished two score propagation schemes:

• Similarity-mediated score propagation
The iterative process ~x = Iop(Oop(~x)) for authority scores (analogously
~y = Oop(Iop(~y)) for hub scores) can alternatively be replaced by an eigen-
vector computation on M · ~x = λ · ~x with M = Iop(Oop(·)) and λ = 1.
The matrix M can be interpreted to define the pairwise similarity between
two web pages. Thus the eigenvector computation can be viewed as a
similarity-mediated authority score propagation on the undirected simi-
larity graph G(M) deduced from M.

• Random surfing score propagation
Applying the weight normalization of the random surfer model to the
score propagation on the deduced similarity graph G(M), yields the refined
equation
(diag(~d))−1 ·M · ~x = ~x with ~d = (

∑
kM1k, . . . ,

∑
kMnk).

They compare the proposed algorithms, and can show that OnormRank is
equivalent to ranking by indegree, and analogously InormRank corresponds to
ranking by outdegree. Also, in SnormRank authority scores are proportional to
indegree, and hub scores to outdegree.

3.4 Comparing Link Analysis Algorithms

There has been some discussion whether a ranking according to indegrees is
equivalent to a PageRank based ranking. This would make the heavy PageR-
ank computation superfluous and exchangeable for simple indegree counts. In-
tuitively, PageRank adds knowledge to a plain degree distribution by exploiting
transitive effects. The importance of a node is not just the quantity of nodes
pointing to it, but the weighted combination of linking nodes according to their
respective importance values. Interestingly, ranking by indegree, also known as
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visibility [Bra96] has been proposed before the invention of PageRank, and em-
ployed in commercial search engines such as Lycos2, Excite3 and others [Mar97].
The success of Google4 as the first search engine employing PageRank suggests
the superiority of PageRank over ranking by indegree.

Also, Pandurangan et al. [PRU02] suspect PageRank to reflect more than
mere indegree. They compare the PageRank and indegree score distributions
of two web crawls. Both exhibit a power-law distribution, except for the range
of nodes with low PageRank scores indicating differences in the distribution of
score mass between PageRank and indegree. In contrast, experimental studies
by Ding et al. [DHZS02] showed a correlation between rankings by PageRank
and indegree. More recent studies by Craswell et al. [CRZT05] and Najork et
al. [NZT07] study the combination of text-based relevence scores with static
authority scores, and compare the impact of PageRank, indegree, and HITS.
While the first study [CRZT05] on the TREC .gov test collection [TRE] and
queries from the TREC 2003 and 2004 Web tracks, backs the hypothesis of the
merit of PageRank as compared to a ranking by indegree, the later study on
a large web crawl comprising ≈ 2.9 billion pages and ≈ 28 thousand queries
extracted from real MSN search logs, proves indegree equivalent to HITS and
superior over PageRank. The relevance assessments by human judges in this
study, however, covered only 0.73% of the ≈ 66 million query results (roughly
2,800 results per query), and the choice of URLs to be assessed was biased by
the ranking mechanism employed by MSN search. Also, only 14.25% of the
query results were actually part of the crawled web graph so that only for those
link-analysis based scores were available.

The first to characterize the differences between link analysis ranking the-
oretically were Borodin, Roberts, Rosenthal and Tsaparas [BRRT01, Tsa,
BRRT05]. They define the similarity of two link analysis ranking algorithms as
follows.

Definition 5 (Similarity). Let Gn denote the set of all possible graphs of size
n. Let G̃n ⊆ G denote a collection of graphs in Gn. Let A denote a link analysis
algorithm as funcion A : G̃n → Rn which maps a graph ∈ G̃n to a n-dimensional
vector assigning each node in the graph a rank value. For any norm L, the L-
algorithm A is defined to be an algorithm where the range A(G) is normalized
under L. Then two algorithms A1 and A2 are similar on the class of graphs G̃n
under distance d, if as n→∞

max
G∈G̃n

d(A1(G),A2(G) = o( sup
||~w1||=||~w2||=1

d(~w1, ~w2)))

where ~w1, ~w2 are any two n-dimensional vectors, and ||.|| denotes unit norm
L.

Intuitively, this definition calls two ranking algorithms similar if the maximal
distance of their rankings on any possible graph of size n is smaller than the

2http://www.lycos.com
3http://www.excite.com
4http://www.google.com

http://www.lycos.com
http://www.excite.com
http://www.google.com
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maximum distance between any two n-dimensional vectors under the same norm
L. For example, two Lp-algorithms A1 and A2 with 0 ≤ p ≤ ∞ are d1-similar, if
the maximal d1-distance of their rankings on any graph of size n is in o(n1− 1

p )
[BRRT05].

Applying the defintion to the weak and strict rank distance (see Section 4.2.2
for more details), Borodin et al. define the notions of weakly rank similar and
strictly rank similar as follows.

Definition 6 (Weakly rank similar). Two algorithms A1 and A2 are weakly
rank similar on the class of graphs G̃n, if as n→∞

max
G∈G̃n

d0
r(A1(G),A2(G) = o(1)

Definition 7 (Strictly rank similar). Two algorithms A1 and A2 are similar on
the class of graphs G̃n, if as n→∞

max
G∈G̃n

d1
r(A1(G),A2(G) = o(1)

Furthermore

Definition 8 (Rank equivalent). Two algorithms A1 and A2 are rank equivalent
on the class of graphs G̃n, if for every G ∈ G̃n,

d1
r(A1(G),A2(G) = 0

Based thereon, Borodin et al. could prove that HITS and ranking by indegree
are neither similar nor weakly rank similar on the set of graphs of size n. Also,
they showed SALSA to be neither similar, nor weakly rank similar to HITS
or ranking by indegree. However, on the special case of authority connected
graphs, i.e., graphs where the underlying authority graph consists of a single
connected component, SALSA was proven rank equivalent and similar to ranking
by indegrees. This already hints at the worst-case character of the defined notion
of similarity on all possible graphs. Stating results for general graphs does
not necessarily mean the compared algorithms are indeed not ”similar” on the
typical Web graph. Instead restricting the considered set of graphs to authority
connected graphs produces results more easily transferrable to the Web graph
setting, as argued by Lempel and Moran [LM03, LM05b]. They extended the
results of Borodin et al. by showing that HITS and PageRank are not rank
similar on authority connected graphs, nor is SALSA rank similar to any of the
two on this class of graphs. Yet another attempt to a more practical definition
of similarity by Donato, Leonardi and Tsaparas [DLT05] considers a class of
random graphs, namely product graphs, which include graphs with expected
degrees that follow a power law distribution, as the Web graph does. They are
able to show that HITS and ranking by indegree are similar on this class of
random graphs.
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Quality vs Popularity Cho et al. [CR04, CRA05] were the first to ex-
plicitly model and distinguish page quality and page popularity. Their notion
of popularity is defined as the number of users that like a page. Furthermore
they introduce the visit popularity which is the number of users visiting that
page. In contrast, they define page quality as the probability that an average
user likes a page if she visits it. The focus of their studies is not exactly to
determine the difference in ranking by PageRank as compared to ranking by
indegree, but on how the mere existence of search engines influences the popu-
larity of a page. The bottom line of their theoretical and experimental studies
is that search engines foster the ”rich-get-richer” phenomenon by increasing the
popularity of already popular pages and hampering the visibility of newly cre-
ated high-quality pages. Thus their conjecture is that PageRank does not model
quality but popularity. Popularity reflects both the quality of a page and the
awareness of users of that page. Thus they deem PageRank not capable of re-
flecting the quality of newly created pages. To overcome the bias of PageRank
towards already popular pages, they introduce a quality measure taking into
account both the PageRank of a page and the temporal change of its PageRank
value. The underlying intuition is that high-quality but still unknown pages
undergo a fast increase in PageRank which is captured by the quality measure
and thus grants high-quality pages a larger score than mere PageRank would.

3.5 Respecting Topicality

While PageRank is a mere structure-based measure of the importance of a Web
page which is ignorant of and orthogonal to textual measures for deriving the
value of a Web page, there have been attempts to also take content information
in consideration when performing a random walk on the Web graph. In the
following we review some of these.

3.5.1 Topic-sensitive PageRank

Haveliwala [Hav03] has been among the first to propose a modification of PageR-
ank aware of the topics of Web pages. As already hinted at by Brin and Page
in their seminal paper introducing PageRank [PBMW98], altering the uniform
random jump offers the opportunity to bias the PageRank computation towards
specific topics. Haveliwala considers 16 predefined topics representing the top-
level categories in the Open Directory Project [Pro] where each ODP category
cj is represented by the set of URLs τj belonging to that topic category. The
topic-sensitive PageRank scores ~p TS

j are then biased to topic cj by considering
only the URLs in τj as targets of random jumps.

~p TS
j (k) = ε ·

{
1
|τj | , if k ∈ τj

0 , otherwise

}
+ (1− ε) · (AT ~p TS

j )(k)
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At query time, the results for a query q are ranked according to

Scoreq(k) =
∑
j

~p TS
j (k) · sim(q, cj)

, i.e., a weighted average of topic-senstive PageRank scores reflecting the distri-
bution of the query across the spectrum of possible topics.

Rafiei and Mendelzon [RM00] proposed a similar approach for identifying
the topics a Web page has reputation on, or vice versa, finding the pages with
highest reputation on a specific topic. They do not rely on a pre-assembled list
of topics, but rather determine the topics of a Web page based on the terms it
contains, and assumes Web pages containing similar terms to be on the same
topic.

3.5.2 Personalized PageRank

Haveliwala’s approach, however, faces limitations when utilized for personaliza-
tion. It requires offline PageRank computations linear in the number of topics
distinguished. Thus serving each user with PageRank scores respecting her per-
sonal set of initially-interesting pages is impractical for a large number of users.
Jeh and Widom [JW03] present a method for decomposing personalized PageR-
ank into several basis components thus allowing for the dynamic construction of
personalized PageRank scores from pre-computed shared components at query-
time.

The work by Qiu and Cho [QC06] further extends Haveliwala’s topic-
sensitive PageRank. They introduce the notion of a topic preference vector
which indicates for each user her interest distribution across a finite number
of pre-defined topics. They propose a model of a topic-driven searcher which
allows them to estimate users’ topic preferences from the observed user search
behavior. At query-time the query is classified into topics, and a combination
of topic-sensitive PageRank scores, weighted by the user’s topic preference and
the probability of the query being about the topic, is used for ranking.

3.5.3 The Intelligent Surfer Model

Richardson and Domingos [RD02] propose a version of PageRank that does
not only account for the topicality of Web pages when performing a random
jump but also when following hyperlinks. Their intelligent surfer always takes
the relevance of the target page of a random jump or hyperlink traversal to the
given query into account. To facilicate this, the pre-processing step encompasses
the computation of term-specific PageRank scores which are combined at query
time accordingly. The computed scores are

~p IS
q (k) = ε · Rel(q, k)∑

iRel(q, i)
+ (1− ε) ·

∑
l:l→k

Rel(q, k)∑
i:l→iRel(q, i)

· ~p IS
q (l)

where Rel(q, ·) denotes the relevance of the page (·) to the query q.
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Web Surfer Model Incorporating Topic Continuity Pal and Narayan
[PND05, NMP03] consider the joint probability distribution of pages visited by
the web surfer and his topic of interest {Xt, It} where Xt denotes the page
visited at time t and It is the topic of interest at time t. The set of topics
present on a certain page u are denoted by Tu. In contrast to the random
surfer model the probability of following any outgoing links does not follow
a uniform probability distribution, but rather considers the current topic of
interest and favors outgoing links in accordance with this topic. However with
some probability γ a topic change occurs.
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Figure 3.2: Transition probabilities according to the Topic Continuity model by
Pal and Narayan.

With probability P (It = k|Xt = v) the topic of interest when visiting state
v at time t is k, i.e., the current state is vk = {Xt = v, It = k}. The transition
probabilities on all outgoing links differ depending on whether a follow-up page
contains topic k as well as it is the case for the successor page u or not, e.g.,
successor page m (see Figure 3.2 for a visualization). The random surfer stays
on topic k with probability 1 − γ. outk(v) denotes the number of successor
pages of v that contain topic k. Thus a transition to uk occurs with probability

1−γ
outk(v)

.
With probability γ the random surfer changes her topic of interest, and with

probability 1
out(v) she chooses uniformly at random one of the successor pages

of v. Here, out(v) denotes the outdegree of v. Once the random surfer reaches
the chosen successor page, she chooses a topic 6= k from a successor page u
containing topic k with probability 1

|Tu|−1 , while a topic 6= k from a successor
page m not containing topic k is chosen with probability 1

|Tm| .
Then transition probabilities P (Xt+1 = u|Xt = v), as well as, topic distribu-

tions P (It = k|Xt = v) are estimated iteratively. The proposed model, however,
does not give any statement on how to handle random jumps. Furthermore it
does not consider cross-topic similarity when changing topics, but switches to
any other topic uniformly at random. A nice feature of viewing interests and
page visits as a joint distribution is that the interest distribution across a page
is affected by the surfer visits it experiences and vice versa. Thus we have a
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mutually updating of knowledge and mutual interferences. With most other
approaches in this area the topic distribution across a page is fixed up front.

3.5.4 Topical PageRank

Topical PageRank, proposed by Nie et al. [NDQ06], bears commonalities with
the approach taken by Pal and Narayan. In the Topical PageRank model each
page u is associated with two independent probability distribution vectors, one
representing its distribution across a fixed set of topics T, Cu, and one represent-
ing its authority with regard to each topic, Au (see Figure 3.3 for illustration).
Thus for each page its authority with respect to each of the considered top-
ics is computed. In contrast to Haveliwala’s topic-sensitive PageRank, topical
PageRank does not only takes topics into account during random jumps, but
also during transitions along hyperlinks. Cu is computed in a pre-processing
step before the computation of Au by means of a classifier and remains un-
changed thereafter. Again, there is for the transition probabilities along hyper-

selecting among the possible destinations equally, the surfer
chooses using a probability distribution generated from the
relevance of the target to the surfer’s query.

Thus, for a specific query q, page j’s query-dependent
score can be calculated as

ISq(j) = d
r(q, j)P

k∈W r(q, k)
+ (1− d)

X
i:i→j

ISq(i)
r(q, j)P

l:i→l r(q, l)

Since it is not feasible to calculate this query-specific
PageRank at run-time, term-specific PageRanks are gener-
ated in advance for all terms, and in the case of a multi-
term query, the resulting page scores are combined using
the weights of the terms from the query.

3. TOPICAL LINK ANALYSIS
In this section, we argue that every aspect of reputation

has a context within which it is interpreted, and that in-
corporating that context into automated analyses of rep-
utation can potentially provide more accurate models. In
some cases, it can provide features not otherwise possible.
This view is broad, and certainly encompasses many of the
approaches we have described above.

In the rest of this section, we will start by providing an
overview of the topical link analysis approach that we use,
and then apply it to the two well-known traditional link
analysis frameworks: PageRank and HITS.

3.1 Overview
The basic idea of topical link analysis is to incorporate

topic distribution into the representation of each web page
as well as the importance score of each page. Therefore,
there are at least two vectors associated with each page:
the content vector and the authority vector.

The content vector Cu:[C(u1), C(u2), ..., C(uT )] is a prob-
ability distribution used to represent the content of u, in
which each component represents the the relative contribu-
tion from each topic within the content of u to the content
of u as a whole. This vector is static and solely determined
by the content. We can use a textual classifier to provide
such a soft classification for each document (or query) across
T predefined topics. As shown in Figure 1, a page’s content
is represented by the corresponding content vector in the
topic level. This vector is normalized such that the sum of
the probabilities is 1. Since a query can also be viewed as a
short document, query q can also have an associated content
vector Cq, which may be generated by a textual classifier,
to represent its relevance to each topic.

In contrast, we assign each page u an authority vec-
tor Au:[A(u1), A(u2), ..., A(uT )] to measure its importance,
where A(uk) denotes page u’s importance score on topic k.
(In the HITS version, besides the authority vector, there is
a corresponding hubness vector as well.) This vector is ob-
tained from the proposed topical ranking algorithm, which
is dynamic during authority propagation. From Figure 1, we
can tell that the summation A(u) =

P
k∈T A(uk) is identical

to the original non-topical importance score, e.g., the score
obtained by the PageRank algorithm, and a page’s author-
ity distribution may differ from its content distribution in
the topic level.

When the authority vector for each page is ready, a query-
specific importance score can be calculated for each query

Figure 1: Illustration of topics within nodes.

using Sq(u) =
P

k A(uk) ∗ C(qk), where the components in
the authority vector Au are weighted by the query’s rele-
vance distribution, as given in Cq.

So far, we presented an overview of the topical link anal-
ysis approach. In the following, two models for computing
the authority vectors will be proposed: Topical PageRank
and Topical HITS.

3.2 Topical PageRank Model
In order to introduce Topical PageRank, we will start by

describing the “topical random surfer” model.
A “topical random surfer” is similar to the “random

surfer” described in the PageRank model. The difference
is that the topical one is sensitive to different topics. Con-
sider a “topical random surfer” who wanders on the Web.
Assume the surfer is browsing a web page v for he/she is
interested in topic k on that page. For the next move, the
surfer may either follow an outgoing link on the current page
with probability (1 − d) or jump to any page uniformly at
random with probability d. As PageRank usually does, d is
set as 0.15 here.

Intuitively, when following a link, the surfer is likely to
stay on the same topic to maintain topic continuity (follow-
stay, “FS”, as shown in Figure 1); however, with a proba-
bility (1− α), he/she may jump to any topic i in the target
page (follow-jump, “FJ”). When taking an “FJ” action,
the preference among topics is determined by the content
in the target page u, i.e., Cu. In the example given in Fig-
ure 1, the probabilities of “FJ” from v1 to u1, u2, u3 are
(1−d)(1−α)C(u1), (1−d)(1−α)C(u2), (1−d)(1−α)C(u3)
respectively. The probability of “FS” from v1 to u1 is
(1− d)α.

Note that we distinguish the action of changing or not
changing the topic of interest only when the surfer is follow-
ing a link. When jumping to a random page x, the surfer
is always assumed to turn to a random topic (jump-jump,
“JJ”). The reason behind this is that we consider jumping
as a reset of the current browsing session or the start of a
new browsing session. Therefore, it is intuitive to reset the
preference distribution among topics as the static content
distribution of the target page x. In the above example,
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Figure 3.3: Nodes in the topical PageRank model (taken from [NDQ06]).

links the distinction of staying on the same topic (coined Follow-stay (FS) link)
with probability 1 − γ and switching topic with probability γ (coined Follow-
jump (FJ) link). However, the topic distribution across a page is a constant
which does not interfer with the authority computation, but is an additional
weight biasing transition probabilities in case of a topic change towards topics
most prominent on the target page. Here, a suggestion for further improvement
would be to take the similarity between topics and not only topic strength in
the target page into account. Random jumps (coined Jump-jump (JJ) links)
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incur a topic change per se but are biased towards strong topics as well. In
contrast, Pal and Narayan have uniform transition probabilities with respect to
the topics present in the target page. A little artifact of the model proposed by
Nie et al. is that a pair of nodes which is hyperlinked and on the same topic, is
connected both by an on-topic link with probability 1−γ

out(v) , where out(v) denotes

the outdegree of v, and a topic-change link with probability γ·C(uk)
out(v) . Removing

the topic-change link would require additional normalization, and is semanti-
cally not necessary as by chance we might choose the same topic again when
switching topic. Another idea added by Nie et al. concerns the choice of γ which
they propose to choose page-specific according to the prominence of the current
topic in the current page C(vk). More formally, the Topical PageRank of node
u and topic k A(uk) is defined as follows.

vk

uk

um

u1

Stay

1
( )

( )
m

C u
out v

γ⋅ ⋅

1
(1 )

( )out v
γ⋅ −

1
( )

( )
k

C u
out v

γ⋅ ⋅

1

1
( )

( )
C u

out v
γ⋅ ⋅

Figure 3.4: Transition probabilities according to the Topical PageRank by Nie,
Davison and Qi.

A(uk) = ε · ~r(u) · C(uk) + (1− ε) ·∑
v:v→u

(1− γ) · A(vk)
out(v)

+ γ · C(uk)
out(v)

·A(v)

with the uniform random jump vector ~r and∑
k∈T

A(uk) = A(u)

Then documents are ranked for a query q according to

∑
k

A(uk) · C(qk

where the components in the authority vector Au are weighted by the query’s
topic distribution as given in Cq.

The following theorem shows the connection between Topical PageRank and
PageRank.
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Theorem 3.5.1. Summing up all topic-specific authority scores of a page, yields
its PageRank score, i.e.,

A(u) = ~p(u) ∀u

Proof. The PageRank of page u is defined as

~p(u) = ε · ~r(u) + (1− ε) ·
∑
v:v→u

~p(v)
out(v)

Then

A(u) =
∑
k∈T

A(uk) =
∑
k∈T

ε · ~r(u) · C(uk)

+
∑
k∈T

(1− ε) ·
∑
v:v→u

(1− γ) · A(vk)
out(v)

+ γ · C(uk)
out(v)

·A(v)

= ε · ~r(u) ·
∑
k∈T

C(uk)

+(1− ε) ·
∑
v:v→u

(1− γ) · 1
out(v)

·
∑
k∈T

A(vk) + γ · A(v)
out(v)

·
∑
k∈T

C(uk)

= ε · ~r(u) + (1− ε) ·
∑
v:v→u

(1− γ) · 1
out(v)

·A(v) + γ · A(v)
out(v)

= ε · ~r(u) + (1− ε) ·
∑
v:v→u

A(v)
out(v)

3.5.5 Community Rank

In [NDW07], Nie et al. make the splitting of nodes into constituent topic nodes
more explicit. Their Community Rank model splits each node into subnodes
whenever its predecessors do not belong to the same topic. Then each subnode
only receives the incoming links from the predecessors of the same topical com-
munity. The original outgoing links are repeated at each subnode (see Figure
3.5 an illustration). Then standard PageRank is applied to the adapted graph
structure. Thus nodes with parent nodes from various communities receive
per-community authority scores. In a follow-up work, Nie and Davison [ND08]
combine ideas from Community Rank with those from topical PageRank, and
conceive the Heterogeneous Topic Ranking (HTR) algorithm which they find to
outperform both CommunityRank and Topical PageRank.

3.5.6 Focused Search

This approach taken by Abou-Assaleh et al. [AADG+07] considers for all out-
links of a page how related the target pages are to the source, and distributes its
authority mass among them accordingly. Computationally, this requires #links
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ABSTRACT
A web page may be relevant to multiple topics; even when nom-
inally on a single topic, the page may attract attention (andthus
links) from multiple communities. Instead of indiscriminately sum-
ming the authority provided by all pages, we decompose a web
page into separate subnodes with respect to each community point-
ing to it. By considering the relevance of these communities, we are
able to better model the query-specific reputation for each potential
result. We apply a total of 125 queries to the TREC .GOV dataset
to demonstrate how the use of community relevance can improve
ranking performance.

Categories and Subject Descriptors
H.3.1 [Information Storage and Retrieval]: Content Analysis
and Indexing; H.3.3 [Information Storage and Retrieval]: Infor-
mation Search and Retrieval

General Terms
Algorithms, Performance

Keywords
Web search engine, link analysis, PageRank, Topic-Sensitive
PageRank

1. INTRODUCTION
Web search engines have adopted several different sources of

evidence to rank web pages matching a user query, such as textual
content and the link structure of the web. The latter is particularly
beneficial in helping to address the abundance of relevant docu-
ments on the Web by determining the authority of a page based on
the links that point to it. PageRank and HITS are the two funda-
mental link analysis approaches, both of which treat all hyperlinks
equally and assess a page’s quality by summing the incoming au-
thority flows indiscriminately. However, hyperlinks are not identi-
cal; they may be created in different contexts and representdifferent
opinions. For example, a news website normally contains articles
on multiple topics and may have links from different sources.These
links convey endorsement in different topics, and mixing them in-
discriminately, as traditional link analysis usually does, will hinder
an understanding of web page reputations. As a result, a pagewill
be assigned a generic score to tell whether it is good, fair orbad; but
we will have no idea whether a popular page is good for “Sports”
or “Arts”, given it is textually related to both.

Copyright is held by the author/owner(s).
SIGIR’07, July 23–27, 2007, Amsterdam, The Netherlands.
ACM 978-1-59593-597-7/07/0007.

We argue that it is more helpful to determine the authority
of a resource with respect to some topic or community than in
general. To achieve this, we propose a novel ranking model—
CommunityRank.1 By identifying the various communities that
link to a resource, CommunityRank can track and weight the con-
tribution from each community. Thus it avoids the problem ofa
heavily linked page getting highly ranked on a topic for which it is
not authoritative, yielding more accurate search results.

2. THE COMMUNITYRANK MODEL
We decompose each web page into several community-specific

subnodes so that authority from a particular community onlyflows
into the corresponding subnode. The re-organized hyperlink struc-
ture gives a more accurate and robust representation of the relation-
ships on the Web.

A community is defined as a subset of parents to a page that link
to the target in a similar context. By representing that context, the
task of community identification is mapped into clustering contexts
of links to a common page. Although many methods could repre-
sent a hyperlink’s context, in this work we represent it by the full
contents of the document containing the hyperlink. Clustering such
contexts can be an expensive process, and in our model needs to be
applied to the set of parents for each document in the collection. In
our current implementation, we adopt a simplification: we prede-
fine twelve categories, chosen from the top level of the dmoz Open
Directory Project (ODP) [6], and use a textual classifier (“Rain-
bow” [3], trained on 19,000 pages from each of twelve categories)
to determine the category of each context. In this way, the contexts
of hyperlinks to a given node are placed into one or more communi-
ties based on their classification labels. With this simplification, we
replace real communities by predefined coarse-grained categories.
We expect to further investigate ways to define and identify more
realistic communities in the future.

With the community disambiguation process in place, the next
step is to split pages into community-specific subnodes and set up
the network among them. As Figure 1 demonstrates, the nodeA

1A detailed description is available in a conference paper [5].

Figure 1: Splitting web nodes to reflect parent communities.Figure 3.5: Splitting of Web graph nodes into subnodes in Community Rank
(taken from [NDW07]).

pairwise similarity computations. Concerning random jumps one might distin-
guish two approaches: one that ignores topicality within random jumps, and
one that materializes all random jump links and applies the same similarity
reasoning there as well. The latter would result in a quadratic number of sim-
ilarity computations in the number of nodes and would significantly increase
the computational effort required during the PageRank computation. The first,
however, is both computationally lightweight and comes with a semantic justi-
cation as the random jump is the natural point where topic switches occur. A
particularity of the FocusedRank algorithm conceived by Abou-Assaleh et al. is
that the pairwise similarity between linked pages is computed as the normalized
sum-of-products of the topic-membership probability vectors associated with
the two pages. Thus two pages having a number of topics in common, but with
the respective strength of these topics in each page being low will have a low
similarity. This approach bears some similarities to the intelligent surfer model
proposed by Richardson and Domingos [RD02]. However, their approach always
considers the similarity between the currently visited page and the user informa-
tion need represented by the query, whereas this approach is query-independent
and accounts only for local similarity between successively visited pages.



Chapter 4

Evaluation Measures

In order to assess the performance of information retrieval algorithms, evaluation
measures are needed. In this chapter, we review the most common measures
used throughout the remainder of this thesis. Section 4.1 discusses search quality
measures, while Section 4.2 tackles distance measures widely used to compare
ranking algorithms.

4.1 Search Quality Measures

The quality of an information retrieval system is best characterized by its capa-
bility of satisfying the users it serves. To come up with a quantifiable measure
of user satisfaction, which is a highly subjective and fuzzy notion, is inher-
ently hard. The approximate solution to this dilemna followed most widely is
to gather per document user assessments on the relevancy of documents to a
specified information need, and to aggregate these to derive a quantification of
the quality of the search result sets. While user assessments themselves suffer
from being subjective, an objectification is achieved by averaging over the as-
sessments of several users to arrive at a majority vote reflecting the attitudes
of most users. Once a list of search results associated with their relevance in-
formation has been assembled, several measures exist to aggregate the per-item
assessments to a quality assessment of the overall result set. In the remainder
of this section we will review the most common ones (see [MRS08] for further
details).

4.1.1 Precision and Recall

The two orthogonal measures precision and recall try to formally capture the
attitudes of valuable query results. Whereas the latter evaluates the capability
of the system to retrieve relevant documents, the first punishes systems that
deliver no query specific response, but beyond relevant documents return a lot
of irrelevant junk. Precision and recall are defined as follows.

47
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Definition 9 (Precision). Let D be a set of documents, Rq ⊆ D the subset of
relevant documents with respect to query q, and S ⊆ D the search result set of
query q. Then

Precision(q) =
|Rq ∩ S|
|S|

i.e., precision is the fraction of relevant documents within the set of retrieved
documents.

Definition 10 (Recall). Let D be a set of documents, Rq ⊆ D the subset of
relevant documents with respect to query q, and S ⊆ D the search result for
query q. Then

Recall(q) =
|Rq ∩ S|
|Rq|

i.e., recall is the fraction of retrieved documents within the set of relevant doc-
uments.

Usually there is a tradeoff between precision and recall, i.e., the higher recall
gets, the lower precision tends to be. Thus a retrieval system is characterized by
the ratio of precision to recall. Precision-recall curves that plot precision with
respect to several recall levels visualize this relationship. In the course of ranked
retrieval the position of relevant documents yields an additional measure of the
goodness of an information retrieval system. Consider the sample rankings for
query q in Table 4.1 with their respective relevancy information.

Ranking A Ranking B Ranking C

DocId Rel DocId Rel DocId Rel
d1 0 d9 0 d9 0
d5 1 d29 1 d29 1
d19 1 d73 0 d73 0
d8 1 d8 1 d8 1
d2 0 d0 1 d0 1
d32 1 d82 0 d82 0
d67 0 d95 0 d95 0
d3 1 d32 1 d32 2
d45 0 d7 0 d7 0
d74 0 d5 1 d5 1

Table 4.1: Sample rankings.

Clearly rankings A and B have equal precision (0.5) and also share the same
recall value, thus are assessed to be of equal quality. However, a user might
prefer the ranking A which presents relevant documents at higher ranks. To
also reflect the position of relevant documents in the evaluation, precision at a
certain cutoff, e.g., for the top-5 documents (Precision@5), or at certain recall
levels (10%, 20%, . . .), is considered. Several precision values can be aggregated
into a single average precision, e.g., the uninterpolated average precision averages
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Figure 4.1: Precision-recall curves for ranking B in Table 4.1: uninterpolated
(a) and (b).

over the precision values obtained at each point in the ranking where a relevant
document occurs. For ranking A this is 1

2 , 2
3 ,3

4 , 2
3 ,5

8 , and for ranking B we get 1
2 ,

1
2 , 3

5 , 1
2 , 1

2 , which averages to 0.642, repectively 0.52. In contrast, interpolated
average precision takes the average over interpolated precision values at certain
levels of recall. The interpolated precision at recall level r is the highest precision
found for any recall level higher than r. The rationale behind is that the user
will be willing to look at more documents if the precision goes up. Figure 4.1.1
shows the uninterpolated and interpolated precision-recall curves for ranking B
in Table 4.1.

4.1.2 Mean Average Precision (MAP)

The mean average precision (MAP) averages the uninterpolated average preci-
sion of a set of evaluation queries, i.e., for each evaluation query it takes the
uninterpolated average over the precision values computed at each point in the
ranking where a relevant document occurs. MAP thus considers the partial
rankings induced by all relevant documents, i.e., no fixed recall levels are con-
sidered. More formally we have

Definition 11 (Mean average precision). Let Q = {q1, . . . , qn} be a set of
evaluation queries, and Rqi be the set of relevant documents for query qi. Fur-
thermore let mqi denote the maximum rank of any document in Rqi , and Relqi(·)
be an indicator function of the relevancy of a document to query qi given its
rank. Then Mean average precision (MAP) is defined as

1
n

n∑
i=1

1
|Rqi
|
mqi∑
k=1

Precision@k(qi) ·Relqi
(k)
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4.1.3 Discounted Cumulative Gain

More recently, another evaluation measure has become more common. Its main
novelty is its ability to model different relevance levels. For example, we might
want to ask the user whether she judges a document as highly relevant, relevant
or irrelevant, thus yielding three relevance levels. Then

Definition 12 (Discounted Cumulative Gain). Discounted Cumulative Gain
(DCG) [JK00] is defined as

DCG(i) =
{
G(1) if i = 1
DCG(i− 1) +G(i)/log(i) otherwise

where i is the rank of the result within the result set, and G(i) is the relevance
level of the result.

We used G(i) = 2 for highly relevant documents, G(i) = 1 for relevant ones,
and G(i) = 0 for non-relevant ones.

The sample ranking B in Table 4.1 thus has a DCG of 1
log2 2 + 1

log2 4 + 1
log2 5 +

1
log2 8 + 1

log2 10 = 2.56, whereas ranking C has a DCG of 1
log2 2 + 1

log2 4 + 1
log2 5 +

2
log2 8 + 1

log2 10 = 2.89.
By further dividing DCG values by the maximum possible DCG attained by

a re-ordering of the result set according to the relevance information, normal-
ized DCG (NDCG) values are obtained which are more suitable for comparing
systems against each other as query-specific performance variations are factored
out.

4.1.4 Outlook

All of the presented aggregation methods for characterizing the quality of a
search result set assume independence between relevant documents. Thus they
all follow the maxime that the more relevant documents at high ranks a search
engine’s response contains, the more satisfied the user should be. That way the
considered evaluation measures fail to acknowledge the diversity of a result set,
and to sanction redundant information.

More recently, new aggregation methodologies have been proposed to eval-
uate the user satisfaction with a search session as a whole thus also evaluating
whether the information retrieval system at hand accounts for the session con-
texts, and presents relevant information to the user not yet seen in an immediate
preceding query [HH07, JPDN08].

4.2 Measuring Ranking Distance

Orthogonally to evaluating ranking algorithms by human judges empirically as
described in the previous section, measuring the differences in competing ranking
algorithms with respect to each other is another valuable source of insights on
the merit of ranking algorithms. The output of an arbitrary ranking algorithm
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can be formally described as a function f mapping a set of objects O to the reals.
Without loss of generality, we might assume that the range of f is normalized
with respect to the L1 norm, turning the ranking function into a probability
measure P : O → [0, 1] such that

∑
o∈O P(o) = 1. This amounts to interpreting

the value of a ranking function for a certain object P(o) as the probability of
relevance of o.

4.2.1 Measuring Absolute Distance

Definition 13 (Manhattan distance). Given two ranking functions f and g ,
the Manhattan distance, or L1 distance, is defined as

Manhattan distance(f, g) =
∑
o∈O
|f(o)− g(o)|

The Manhattan distance co-incides with statistical distance if we assume the
range of f and g to be restricted to [0, 1].

Definition 14 (Statistical distance). For two probability measures P and Q
statistical distance is defined as

Statistical distance(P,Q) =
1
2
·
∑
o∈O
|P(o)−Q(o)|

4.2.2 Measuring Ordinal Distance

Especially in the case of evaluating the quality of search result rankings, the
absolute distance between two ranking functions is of less interest than the
actual order between the objects o ∈ O they induce. Let n be the cardinality
of the set O. We define the mapping σf : O → {1, . . . , n} as the order on the
objects in O induced by the ranking function f . Whenever σf is a bijection onto
{1, . . . , n}, it defines a permutation and thus a complete ranking of the objects
in O. In the following we will describe two prominent measures evaluating how
much the order of two rankings differs from each other, Kendall’s tau [KG90] and
Spearman’s footrule. As two rankings might not be permutations of each other,
but one ranking might contain elements not present in the other, or there might
be ties, we will also describe modifications of traditional Spearman’s footrule and
Kendall’s tau for the comparison of partial rankings. These were independently
introduced by Fagin, Kumar and Sivakumar [FKS03], and Borodin, Roberts,
Rosenthal and Tsaparas [BRRT05].

Definition 15 (Kendall’s tau). [BRRT05] Let S denote the set of all pairs of
objects o ∈ O. Let V(σf , σg) ⊆ S be the violating set of object pairs as follows

V(σf , σg) = {(i, j) ∈ S : (σf (i) < σf (j) ∧ σg(i) > σg(j))

∨(σf (i) > σf (j) ∧ σg(i) < σg(j))}
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That is the violating set encompasses exactly those object pairs ranked in
different order by σf and σg. Let If,g(i, j) be an indicator function defined as
follows

If,g(i, j) =
{

1 , if (i, j) ∈ V(σf , σg)
0 , otherwise

Then Kendall’s tau is given by

K(σf , σg) =
∑

(i,j)∈S
If,g(i, j)

With |O| = n, the maximum value of K(σf , σg) is n·(n−1)
2 which occurs

when σf produces the reverse ranking of σg, i.e., when the two rankings do not
agree on any object pair. Thus by dividing by n·(n−1)

2 we obtain a normalized
Kendall’s tau distance with values betweeen 0 and 1.

Next we give the definition of a modification of Kendall’s tau applicable
to partial rankings which might occur either because of ties in the ranking
function, or due to ranking functions being defined on not fully overlapping
object sets. The latter case reduces to the first by extending the domain of
both ranking functions by the respective missing values, and assigning them the
same lowest rank possible. More formally, let O′ and O′′ denote subsets of O.
Consider two rankings σ̂f (O′) and σ̂g(O′′). Then σf extends σ̂f to O whereby
∀k ∈ O −O′ : σf (k) = maxo∈O′ σ̂f (o) + 1. Analogously σ̂g is extended yielding
σg. Note, however, that in most practical settings the superset O is not known,
and set to the union of O′ and O′′.
Definition 16 (Kendall’s tau with penalty parameter p). [FKS03] LetW(σf , σg) ⊆
S be the weakly violating set of object pairs as follows

W(σf , σg) = {(i, j) ∈ S : (σf (i) = σf (j) ∧ σg(i) 6= σg(j))

∨(σf (i) 6= σf (j) ∧ σg(i) = σg(j))}

To penalize pairs of objects in the weakly violating set by a value p ∈ [0, 1], the
indicator function Ipf,g(i, j) is defined as

Ipf,g(i, j) =


1 , if (i, j) ∈ V(σf , σg)
p , if (i, j) ∈ W(σf , σg)
0 , otherwise

Then Kendall’s tau with penalty p is given by

Kp(σf , σg) =
∑

(i,j)∈S
Ipf,g(i, j)

Based on this definition Borodin et al. [BRRT05] define the weak rank dis-
tance and strict rank distance for the extreme values of p.
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Definition 17 (Weak rank distance).

d0
r(σf , σg) =

2
n · (n− 1)

·K0(σf , σg)

Definition 18 (Strict rank distance).

d0
r(σf , σg) =

2
n · (n− 1)

·K1(σf , σg)

While Kendall’s tau counts the number of re-orderings necessary to trans-
form one ranking into the other, Spearman’s footrule additionally accounts for
the absolute rank difference between the positioning of an object under the two
considered rankings.

Definition 19 (Spearman’s footrule). [FKS03] Spearman’s footrule distance is
the L1 distance between two permutations. That is

F (σf , σg) =
∑
o∈O
|σf (o)− σg(o)|

A

1

2

3

4

B

4

3

2

1

F(A,B) = d(1) + d(2) + d(3) + d(4)

=    3   +   1    +  1    +  3

=    8   

Figure 4.2: Spearman’s footrule distance between two rankings in reverse order.

We obtain the normalized Spearman’s footrule distance ranging from 0 to 1
by dividing by its maximum possible value. The maximum Spearman’s footrule
distance is attained when σf and σg define reverse orderings (see Figure 4.2 for
two sample rankings of size 4 in reverse order from each other). Generalizing
the example to orderings of size n, the maximum Spearman’s footrule distance
for two rankings in reverse order is as follows.

2 ·
n
2∑
i=0

n− 1− 2 · i =
n2

2

Definition 20 (Spearman’s footrule with location parameter l). [FKS03] Let
the extension of σ̂f to σf assign the value l to all values in O −O′, and let σg
be the analogous extension of σ̂g. Then

F l(σf , σg) =
∑
o∈O
|σf (o)− σg(o)|
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In case O′ and O′′ each have cardinality k, and l is chosen as k+ 1, we again
obtain normalized distance values by dividing by 1

(k+1)·k which amounts to the
maximum value F l(σf , σg) would achieve if O′ and O′′ were disjoint.

Diaconis and Graham [DG77] derive an interesting relationship between the
Kendall’s tau and the Spearman’s footrule distance:

Theorem 4.2.1. For two complete rankings σf and σg it holds

K(σf , σg) ≤ F (σf , σg) ≤ 2 ·K(σf , σg)
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Chapter 5

Empirical Analyses of User

Search Behavior

Interactions with search engines make up a tremendous part of users’ Web ac-
tivities. Indeed, search engines are an active research area in itself. Yet, in order
to enhance their capabilities a good understanding of current user behavior, es-
pecially the characteristics of their clickstreams, i.e., the user Web interactions
beyond query result sets is needed.

Besides gaining new insights into user search patterns, query clickstreams
can serve as a means for Web search enhancement. Query logs have been used
to perform query clustering [CWNM03] for query expansion, or to find similar
documents based on co-access patterns [CS07]. The implicit feedback inferred
from such logs can be used as input to machine learning approaches which learn
optimal result rankings [Joa02, RJ05, ABD06] or to incrementally refine tradi-
tional ranking models [STZ05b]. In Section 6.1 we will provide a more in-depth
review of works that exploit implicit feedback from previous user interactions
for an amelioration of search results.

Unfortunately, the data sets about clickstreams, available up to the time
of the conception of this work, are rather limited. In principle there are two
ways of gathering such data, either on the server or on the client side. As
server-side data is considered proprietary, current analyses are limited to only
a few search-engine-specific data sets, including one gathered in 1998 from Al-
tavista [SHMM98], one from the Excite search engine [SWJS01] in 1997, and one
from Vivisimo [SKP+05] in 2004. Furthermore none of these data sets include
the full clickstream which consists of all user accesses to Web pages related to
a search query. The client-side data gathering has focused on asking volunteers
to surf the net using additional browser plugins, e.g., [WOHM06], or enhancing
HTTP proxies with extended logging functionality, e.g., [AWS06]. Yet, not all
sites currently use proxies or are willing to modify them.

In this chapter, we contribute to the field of user search behavior analysis by
presenting results obtained from a large-scale client-side HTTP log analysis. Our
analysis spans both the search and the user browsing behavior beyond the initial
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result list. We contrast these results with an analysis of user search behavior in
the context of digital libraries. In both analysis we model user interactions by
a Markov chain which allows us to extract interesting behavioral patterns.

The remainder of this chapter is organized as follows. In Section 5.1 we
discuss previous work in the area of analyses of user search behavior. Before we
introduce the model we employ for analysis (Section 5.3), we introduce neces-
sary terminology in Section 5.2. We then present the results of analyses of the
user search behavior in two different settings: in Section 5.4 we study the Web
search behavior of staff and students of the Ludwig-Maximilians-Universität,
the larger one of the two universities in Munich, by intercepting the HTTP
traffic connecting these institutions with the Internet, whereas in Section 5.5 we
consider how user interact with a digitial library portal, namely The European
Library portal. In Section 5.6 we conclude this chapter with an discussion and
outlook pointing to related works following up on our results.

5.1 Previous Work

Web browsing Before the advent of search engines on the Web, user brows-
ing patterns have already been studied. Early works in this vein have been
conducted by Catledge and Pitkow [CP95] who captured client-side logs at the
Georgia Institute of Technology over a period of three weeks. They study, e.g.,
typical path lengths within a user session, within site navigation as opposed to
the paths taken across different sites, as well as, the popularity of various means
of navigations such as hyperlinks, back navigation, bookmarks, etc. Borges and
Levene [BL00] propose a probabilistic grammar approach to model user naviga-
tion records. They use the N-gram concept, i.e., the next page visited by the user
is assumed to depend on the N previously visited pages. In their model, strings
generated with higher probability correspond to the user’s preferred trails.

Works that go beyond the mere analysis of observed user navigation trials
include for example [Sar00, MLSL04]. Sarukkai [Sar00] uses a Markov chain
model for Web server HTTP request prediction which facilitates pre-fetching,
and thus helps to reduce web server response times. Other applications of their
navigation log analysis are link prediction for assisting users during browsing,
and the computation of personalized hubs and authorities. Montgomery et
al. [MLSL04] employ a dynamic multinomial probit model of Web browsing for
predicting purchases from the user browsing paths within the site of a major
online bookseller.

Claypool et al. [CBLW01] evaluate the correlation between users’ browsing
characteristics and their explicit ratings. They asked 70 participants to use
their Curious browser which intercepted the user browser for asking for explicit
user judgements. As a result, they found the time spent on a page and the
amount of scrolling on a page to have a strong correlation with explicit user
interests, while mouse-clicks were rather ineffective in predicting user interest
for the environment at their study.
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Web search Studies of Web search behavior can be categorized along differ-
ent axes according to whether the data is gathered from search engine logs or
on the client side, the time period they cover, as well as the measures applied
and research questions pursued. Jansen and Pooch [JP01] survey and compare
studies on traditional information retrieval systems, online public access cata-
logues, and Web searching up to the year 2000. They find that there is a lack
of clarity in the descriptions and that the use of different terminologies by the
various studies make the results hard to compare. They propose a framework
for such analysis which we employ in our studies. One of the earliest server-side
studies focuses on determining basic characteristics of Web search, and has been
undertaken by Silverstein et al. [SHMM98] who analyzed a query log of 575 mil-
lion non-empty queries gathered over a period of six weeks from the Altavista
Search Engine in 1998. More recently, an analysis based on search engine trans-
action logs by Spink et al. [SKP+05] examines the prevalence of multitasking
web search based on query log data from the Vivisimo search engine covering
one week in March 2004. Instead of studying a general-purpose search engine,
Chau et al. [CFS05] analyze the Web site search engine of the Utah state gov-
ernment Web site. They also examine which documents of the result pages are
viewed by the user; still, they do not consider which hyperlinks the user further
follows.

Another series of user studies have focused on categorizing queries according
to user search goals in order to improve search performance , e.g., [KK03, RL04,
LLC05]. Similar to our present study on the HTTP traffic leaving the Munich
Scientific Network, Lee et al. [LLC05] rely on packet level traces. Yet, as the
focus of their paper is on automatic identification of user goals in Web search
they do not systematically establish a relationship between the position of the
search results and the gathered clickstream nor do they consider follow-up clicks.
Another line of work, e.g., [BJF+05] aims at a topical query classification. In
[BJC+04], Beitzel et al. study changes in popularity of topically categorized
queries across the hours of the day on an one week’s query traffic log of the
search service of AOLTM.

Methodologically, also some previous work employs a Markov chain model
for capturing different stages of user search behavior, and reasoning on typical
usage patterns. For example, Spink et al. [SJO00] use a Markov model for query
reformulation patterns of the Excite search engine. Their model, however, does
not include the user behavior beyond the search engine interface: it neglects
which documents reachable via the result pages are visited by the user during a
query session. Baeza-Yates et al. [BYHMD05] similarly employ a Markov model
to predict the number of clicks expected in a session given that the number of
queries formulated is known. Also, they calculate stationary probabilities for the
Markov chain, and alternatively consider a time distribution transition model
considering times involved between query formulation and document selection.

Card, Pirolli and al. [CPW+01, Pir05] take an information-science approach
to study human-information interaction, and devise cognitive models of Web
users within information foraging theory. They perform a controlled laboratory
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study on the user search behavior by capturing all browser actions such as
scrolling and navigation, user eye movements, as well as, tapes of users’ aloud-
spoken thoughts. For visualization of the users’ search trails they conceive
web behavior graphs, a special incarnation of problem behavior graphs [NS72].
With the help of these graphs they show anecdotically that users as foragers
for information follow the scent of information, i.e., based on the prospective
information of a linked item as perceived from link descriptors, images, etc, they
make their choice whether to follow the link or switch to another information
source. Thus as information scent declines, users are more likely to backtrack
than to further follow links.

A number of studies more specifically address the value of user search behav-
ior for implicitly inferring user interests. Fox et al. [FKM+05] collected explicit
and implicit feedback from 146 people over a 6-week period via a browser plugin.
Implicit feedback such as mouse and keyboard actions where recorded during
browsing, while explicit feedback was asked after each search result click, after
reformulating a query, and at the end of each search session. They use Bayesian
model-structure learning to generates a Bayesian network highlighting the de-
pendencies between implicit feedback factors and user interests. Alternatively,
they represent sessions by strings with a single character symbolizing a user
action, and correlate the user satisfaction with frequent session patterns.

Joachims et al. [JGP+05] performed a controlled laboratory experiment.
Subjects were asked to complete ten search tasks during which their web in-
teractions were logged and their eye movements were tracked. Also, explicit
user judgements were collected on randomly ordered result sets. In a second ex-
perimental phase, three different conditions were applied. One user group was
confronted with normal result rankings as in the first phase, some experienced
reversed rankings, while for a third group only the top-2 results were switched.
This way, Joachims et al. were able to draw to main conclusions: (1) user clicks
are influenced by the users’ trust in the search engine’s ability to estimate the
relevance of a page, and (2) user clicks only convey a relative order of the rel-
evance of search results instead of absolute relevance judgements. Based on
this experiment, Joachims et al. suggest heuristics for inferring user web search
result preferences from clicks.

None of these studies, however, takes the whole Web query clickstream into
account.

Digital Libraries Similar studies have been conducted for digital libraries
which have a non-negligible demand for user-tailored services as well [Ioa06].
For example, Jones et al. [JCMB00] analyze the transaction logs on user activ-
ity in the Computer Science Technical Reports Collection of the New Zealand
Digital Library for a time span of one year. Their focus is on statistics on
query construction and refinement. More recently, Malliari and Kyriaki-Manessi
[MKM07] report findings on how users go about searching the Library of the
University of Macedonia in Thessaloniki. Their focus is on how the user search
characteristics are affected by the user backgrounds. To this end, they ask users
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to specify their educational level, e.g., undergraduate, graduate or faculty, as
well as their department and type of search (simple or advanced). These studies,
however, do not take into account the contiguous sequence of user actions, but
perform statistical analyses on rather singular events.

5.2 Terminology

To simplify the discussion we briefly summarize some of the terms that we use
in the remainder of the thesis. The definitions are in part taken from Jansen et
al. [JP01] and from Spink et al. [SWJS01].

Action refers to a user action performed while searching and browsing the
Web. User actions encompass posing a query, clicking on a search result,
browsing a Web page, and so on.

Session: is a time-contiguous sequence of actions performed by the same user.
We can further distinguish between mere browsing sessions and search
sessions (aka. query sessions).

Session length: is the number of actions performed within the same session.

Term: any unbroken string of alphanumeric characters entered by a user, e.g.,
words, abbreviations, numbers, URLs, and logical operators.

Query: a set of one or more search terms as typed by the user (may include
advanced search operators). As result of a query the search engine returns
a query result page.

Unique query: is unique within a query session.

Repeat query: re-occurrence of the same query in the same session, e.g., when
a user retrieves several result pages for one query, or navigates using the
browser’s back button. We furthermore distinguish between next result
page queries and real repeat queries. The latter indicate multiple
requests for the same query result page.

Query chain: is the sequence of subsequently posed queries within the same
session.

Query session: , aka. search session, is a time-contiguous sequence of
queries issued by the same user, possibly interleaved by other user ac-
tions, such as result clicks. An alternative definition for query sessions
is: a sequence of queries by one user which satisfy a single information
need, possibly interleaved by other user actions. Unfortunately identifying
such sessions is only possible by finding semantic demarcations, e.g., by
relying on query similarity. But recent work [SKP+05] indicates that such
demarcations may not exist as a user may work simultaneously on several
information needs or may have rapidly switching information needs.
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Browsing session: a time-contiguous sequence of Web page visits by the same
user.

Result page: contains a list of result links.

Result links: links contained in the query result page, usually accompagnied
by some additional metadata describing the linked result.

Result position: the absolute position of a result link in the query result page.

Clicks: text/html HTTP requests that are the result of a user clicking on a
hyperlink.

Result clicks: result links on which a user clicks.

Clickstream: all user clicks beyond result clicks still within the same query
session.

5.3 User Behavior Model

In our studies we rely on a finite-state Markov model for analyzing the naviga-
tional patterns of the user search behavior (see Section 3.1.1 for an introduction
to Markov chains). We model the various user actions such as issuing a query
or visiting a search result, as states, which are connected by links whenever one
user action might follow another. The possible sequences of actions a user might
take in the course of a session are then reflected by all the possible paths in the
Markov chain.

Search query

Result list

Result click

Clickstream

Search query

Result list

Result click

Clickstream

Search query

Result list

Result click

Clickstream

…

1                             2                       3             Session length

Figure 5.1: Time-inhomogeneous Markov model of the users’ search behavior.

Aggregating all user search sessions we record, we estimate the transition
probabilities between states from the observed user behavior. We might consider
two variants of this model, one where each state does not only represent a user
action but also the position of this action in the search session as depicted in
Figure 5.1, and one, as illustrated in Figure 5.2, where transition probabilities
are independent of how much time has past since the session started. Similarly,
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Search query

Result list

Result click

Clickstream

Figure 5.2: Time-homogeneous Markov model of the users’ search behavior.

dependent on the task at hand we might consider a first or higher order version
of this model.

In the remainder of this chapter we will see two different incarnations of such
a Markov model of the user search behavior: in Section 5.4 the states of our
model represent the various stages of a user Web search session from the query
to the clickstream beyond the query result pages, whereas in Section 5.5 the
different actions taken by a user querying and browsing a digital library portal
make up the states of the user behavior model.

We gain first insights from the user behavior model when estimating the tran-
sition probabilities along links from the aggregated user behavior data: Tran-
sitions of high probability indicate typical behavioral patterns. Higher-order
chains which condition a transition probability not only on the current state
but also on its predecessors deliver additional findings.

5.4 HTTP Traffic Analysis

In the following we present a study on user search behavior based on client-side
logs from packet level traces of the traffic exchanged between a large research
network and the Internet. A prototype system analyzes the traffic at the border
of the Munich Scientific Network focusing on the Google search engine [Goo].
From the packet level traces we extract all HTTP requests and responses as
well as the bodies of all responses from search engines. From this data we
reconstruct each of the users’ query sessions. This implies that we determine
for each search query the position of the search results the user clicked upon
(if any). Furthermore we recursively analyze how many links (if any) the user
followed from the search result. Utilizing this data we present a characterization
of the query sessions employing our finite-state Markov model that takes into
account the Web search clickstreams beyond the search result pages.
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5.4.1 Extracting Search Clickstreams

In order to monitor the Web search clickstreams of a set of users we rely on
capturing client side logs. More specifically, we suggest to use packet level
traces as our main data source. From these traces we extract for:

the search engine under study all HTTP requests and responses including
their bodies and the HTML links they contain.

all Web servers all HTTP request and response headers.

Neither standard browsers nor Web proxies provide us with this kind of data.
Thus one would have to either instrument all Web browsers or introduce a
modified Web proxy into the data path [AWS06, KR01].

While one could use any tool, see [KR01], that can reconstruct HTTP level
detail from packet level traces we utilize the HTTP analyzer of Bro [Pax99], a
network intrusion detection system. For extracting HTML links from the bodies
retrieved from the Web search engine we use the Perl module HTML::LinkExtor.

Search queries To determine which requests are search queries one has to
consider the specifics of the search engine. In this study we focus on queries to
Google, but the same principle methodology can be used to extract clickstreams
for other search engines. For us a HTTP request is a Google query if the
following conditions hold:

• The request is to a Google server, i.e., to 66.249.64.0/18, 64.233.160.
0/19, 216.239.32.0/19 or 66.102.0.0/20.

• The Host header contains the string google.

• The URI starts with /search?, contains a non-empty argument q=. . . , and
does not contain the string client-navclient-auto.

• The Content-type of the response contains text/html.

• The User-Agent does not indicate an automated query, i.e., it does not
contain the string: bot, agent, crawler, wget, lwp, soap, perl, python, spi-
der.

Query sessions In order to statistically evaluate the search behavior, we need
to group the search-related actions of individual users. Thus we identify search
requests, and we determine individual sessions that contain all search requests
and all other text/html requests that are directly or indirectly reachable via
the result pages of the query requests (search-induced clicks).

In order to determine which queries belong to the same user query session
we use the fact that Google embeds a cookie called PREF in the search request
stream. This cookie allows us to trace a user even if she uses multiple browser
instances or opens new browser windows. In the case where users disable cookies
(from experience only a small fraction), we fall back to using a combination of

66.249.64.0/18
64.233.160.0/19
64.233.160.0/19
216.239.32.0/19
66.102.0.0/20
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IP address and user agent (i. e., browser type) for user identification. Using
the referrer field would have been an alternative option. However, users often
seem to use multiple browser windows or tabs. Thus a referrer pointing to, e.g.,
www.google.com might lead us to falsely assume that the user started a new
query session. Once we have identified which queries originate from the same
users we group these into sessions using a 5 minute inactivity timeout.

Query terms Given that we can now group queries into sessions we also want
to examine how the queries differ. Therefore we consider the query terms within
the query based on an understanding of the specifics of the query language
provided by the search engine. Google’s basic search [Goo] requires all search
terms, except stop words (see Section 2.1), to be present in the results, i. e.,
all terms are implicitly combined by “and”. Capitalization plays no role, as
all typed letters are automatically converted to lower case. In contrast, term
order is decisive. Accordingly, we normalize the queries to lower case but retain
the search term order. Negative terms, i.e., terms that should not occur, are
preceded by a minus. Phrases are surrounded by quotation marks and are
treated as a single term. A plus sign in front of a term tells Google that this
is not a stop word, which would be removed otherwise. The tilde sign before
a term tells Google to include synonyms and is therefore kept. The site:

operator restricts the search space to the specified domain. While Google offers
several additional advanced features we, in this study, restrict ourself to the
ones discussed above, the most common ones.

Result clicks Now that we understand queries we correlate queries with re-
sults. For this purpose we identify which user clicks are result clicks. Yet, as
cookies are local to a Web site, in this case Google, we cannot use cookies here.
Accordingly, we rely on identifying user clicks on result links by comparing the
requested URLs to the links embedded in the Web page. Related user clicks, i.e.,
those on links embedded in such pages, are identified recursively via the HTTP
referrer field. The problems of using the referrer field are: embedded objects set
the referrer field as well; user agents may choose not to set this field (happens
very rarely); the referrer field might point to the enclosing frame of the Web
page (does not happen very often). Therefore we filter for HTML documents to
disregard embedded objects.

Web search clickstream To determine the entire user Web search click-
stream we identify all search requests and all other text/html requests that are
directly or indirectly reachable via the result pages of the query requests.

5.4.2 Devising a State Model of Web Search

To better understand the behavior of users searching the Web, we customize
the Markov model approach described in Section 5.3 to capture the Web user
behavior during a search session. The Markov model we conceive links the

www.google.com
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hyperlinks between the Web documents (thereby capturing the relationships
between the requested documents) with the clickstream (the sequence in which
a user requests the documents) and the properties of the documents (position
in search result, HTTP status code).

With the help of this model we are able to answer numerous questions re-
garding a user’s navigational behavior during Web search, e. g.: Which search
result position is likely to contain the answer a user is looking for? Is a user likely
to explore the Web site of the first result click further than a subsequent one?
How likely is it that the user has to resume his search session after following n
additional links beyond his first result click?

States and transitions Each state in our Markov model captures the im-
portant aspects of users’ navigational behavior. It contains the following infor-
mation.

Index of a search query in a session: gx

Index of a result page: py

Position of a result click: Rk

Other clicks: Lz

As a user may visit additional pages between result clicks which we encode as
Lz, we keep track of the distance of the currently visited page from the search
result click by concatenating the corresponding number of encodings Lz. The
index z is an ordinal number indicating the time-wise position of the clickstream
in the sequence of clickstreams originating from the same result click. As we are
focusing on web search clickstreams each state originates from a query and thus
contains at least the index of the search query gx and the index of the result
page py.

Moreover, a state may have additional attributes that tell whether the page
was reached via a different HTTP status code than 200 OK.

Each state captures the logical relationship of the requested page to the
query that directly or indirectly made the user access this page. As the user
clicks on pages he maneuvers through the state space. Each click (either on a
hyperlink or a back button) corresponds to a state change. (Note, however, that
requests served directly out of the client cache can only be inferred if they do
not result in an If-Modified-Since request.)

Let us consider an example for a user performing a search session where the
user searches for information on the soccer world championship in 2006. The
states in our Markov model are given in parentheses; the entire search is depicted
in Figure 5.3. At first, the user might submit the query “Soccer” to the Google
search engine (g1p1), and explore the sixth result link on page 1 (g1p1R6), e. g.,
“soccer international root page” in a new browser window. On this Web site he
explores, e. g., the link for “German version” (g1p1R6L1), where he follows yet
another link (g1p1R6L1L1). He finds that this link does not contain what he was

If-Modified-Since


5.4 HTTP Traffic Analysis 67

g1p1R6L1L1

g1p1R6L2

g1p1R10 g1p2R2 g2p1R1

g1p1

User click sequence

Referrer (e.g., hyperlink)

Cookie for user identification

g2p1
g1p2

g1p1R6

g1p1R6L1

Figure 5.3: Logical relations (referrer, cookies) and actual click sequence as
conducted by the user in a sample search session.

looking for, thus presses the back button twice (g1p1R6L1, g1p1R6) and clicks on
the “English version” page instead (g1p1R6L2). Still unsatisfied, he goes back to
the initial search result list (g1p1) and explores the tenth link: “soccer-sites.com”
(g1p1R10). As this site does not contain the desired information either, he takes
a look at the next set of results from Google (g1p2), where he clicks on the
second result link (g1p2R2) “ussoccer.com”. This is still not a site on the FIFA
World Cup in Germany, so he refines his original search opening yet another
browser window to say “Soccer world cup” (g2p1). In this case the first result
(g2p1R1) points to “The official site for the 2006 FIFA World Cup Germany”
which the user clicks on. The resulting states for this Web search session are
shown in Figure 5.3. The thick lines in the background show the relationships
(i. e., hyperlinks) between the Web pages, whereas the thin black arrows depict
the actual user clickstream.

In effect, when viewing the clickstream as a set of events over time, the
current state represents the user’s (presumed) navigational position in the graph
of the hyperlinked documents accessed during the search session. Every time
an user clicks onto, reloads, or is redirected to a page, he potentially performs
a state transition.

We distinguish three types of states:

Query result pages: have the form gαpβ indicating that this is the β-th result
page of the α-th query in the session.

Result clicks: have the form gαpβRγ , where gαpβ identifies the query and γ

is the result position.

Other clicks: have the form πLδ where π is the state of the hyperlinking docu-
ment Π that originates the click, and δ is the index of the clicked document
in the vector of clicked hyperlinks originating from Π, ordered in time.
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Figure 5.4: Determining the session for a new request.

5.4.3 From HTTP Logs to Markov States

For the construction of the Markov model, we focus on text/html objects,
since each Web page has an HTML document as its skeleton. (A brief analysis
of HTTP Content-Type headers revealed that the number of HTTP-transferred
objects in other potentially hyperlink-capable formats such as PDF or XML was
highly insignificant.)

To capture the Web search clickstreams by means of a Markov model, we
apply the following logics: For each new request n, we first try to establish the
session that it belongs to.

The grouping of requests into sessions is shown in Figure 5.4 and works as
follows: For each arriving request, we determine whether it is a search request,
using the criteria from Section 5.4.1. If this is the case, we utilize the fact
that Google embeds a cookie called PREF in the search request stream. The
cookie contains a portion labeled ID, which Google apparently uses for tracking
individual users. We search in our pool of currently active sessions for a session
that matches the given ID, and add the request to the session. If no session
matches, we instantiate a new session.

If the current request is not a search request, we determine client IP and
HTTP User-Agent as a pseudo-ID (note that this concept is orthogonal to the
Google cookie IDs). In all sessions matching this pseudo-ID, we look for requests
that have either the same URL as the current request, or whose URL matches
the HTTP referrer of the current request. We assign the current request to the
session with the most recent matching request. If no match can be found, we
ignore the current request.

Sessions that have not seen a request for more than five minutes are consid-
ered to have ended. They are removed from the pool of active session and will
not be re-activated.

Following this task, we determine the state to be assigned to the request

text/html
Content-Type
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Figure 5.5: Determining the Markov state for a new request.

with the mechanism shown in Figure 5.5. First we check whether n requests the
same URL as a previous request in the same session. If so, we simply assign n

the same state as r. Otherwise, we check whether n is a search request. If so,
we either increment the search number from gx . . . to g(x+1) . . . (in the case of a
new query), or we retain the old search number gx . . . in the case that the user
repeated her query, e. g., she might have requested the next Google result page
(which would require an increment of the page number from gxpy to gxp(y+1)),
or she might have entered the same search terms again. If the request n is
not a search request, we examine the request r that corresponds to the URL
where the referrer of n points to (as described in Section 5.4.1). Assume that
r has state gxpy[. . . ], and that previous requests already had been assigned the
states gxpy[. . . ]L1 to gxpy[. . . ]Lz. Then we assign n the state gxpy[. . . ]Lz+1.
An exception is given in the case that r was a search request: In this case, we
determine the position of the URL for n in the HTML code pertaining to r

and thus determine its search rank. The state we assign to n in this case is
gxpyRposition, i. e., it is dependent on the position of n the list, but not on the
number of child states of r.

Note that the user clicking onto one hyperlink may trigger the download of
multiple text/html documents. For example, the URL that a hyperlink points
to may result in a 302 Found redirect (having text/html as Content-Type),
which points to an HTML document consisting of multiple frames, each con-
tained in yet another indidual text/html object. For this reason, we assign a
request the same state as a previous request from the same session in the case
that they are less than one second apart from each other and relatable via URL
and referrer. Due to simplicity reasons, this mechanism is omitted in Figure 5.5.

Also note that we always calculate the page number (g...py) from the URL, as
apposed to Figure 5.5. Thus a “new” session—of which we apparently could not

text/html
text/html
Content-Type
text/html
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capture the beginning—may in fact start with, e. g., g1p3 instead of the normal
case g1p1. We found such exceptions to occur in our data very infrequently.

When identifying state transitions as indicated by the temporal evolution
of the search clickstream, we find that the time sequence of the clickstream
(thin black arrows) is likely to differ from the hyperlink graph as highlighted in
Figure 5.3. For example, by keeping the query result page in a separate window,
the user can call g1p1R10 without having to re-enter his query; thus a re-request
of g1p1 is not necessary. Note that the same page and therefore the same state
can be reached multiple times, e. g., when the user presses the “Back” button
after retrieving page g1p1R6L1L1.

5.4.4 Data Sets

For our analysis of the clickstreams we use data collected from the Münch-
ener Wissenschaftsnetz (Munich Scientific Network, MWN). The MWN pro-
vides a 10 Gbps singly-homed Internet connection to roughly 50, 000 hosts at
two major universities along with additional institutes; link utilization is typ-
ically only around 200–500 Mbit/s in each direction. Our monitoring machine
(AMD Opteron, FreeBSD 6.0) is connected to the monitoring port of the switch.
Since MWN as a whole imposes too much load on our tracer machine running
the Bro HTTP analyzer, we restrict our data gathering to Ludwig-Maximilians-
Universität, the larger one of the two universities in Munich (about 44, 000
students).

Bro memory consumption increases slowly over time, due to keeping state
for dangling TCP connections, etc. Thus we start a new Bro process every
45 min and let it run for 50 min. The resulting 5 min overlap ensures that HTTP
requests that stretch over the 45-minute boundary are not lost, apart from few
long-lasting persistent connection. Duplicate records are removed.

We performed two data probes: our first data set is a one-day log of all
requests issued from Tuesday, May 9th 2006, 11 am until Wednesday, May 10th
2006, 11 am. In a second larger logging period, we recorded all requests issued
during the two weeks from Thursday, August 17th 2006, 17:07 MET until Friday,
September 1st 2006, 21:00 MET, with one monitor downtime period of about
18 hours.

May log In the one-day logging period in May 2006, the total number of
HTTP requests to Google is 488, 928. The total number of HTTP requests on
TCP port 80 is 12, 056, 324. Note that the latter number also includes “abuses”
of the HTTP protocol by non Web applications. During this time period we
identified a total number of 28, 849 Google search queries. We found 57 empty
querieswhere the user clicked the “Search” button before entering a query. Out
of the remaining Google queries 23, 318 are unique queries, and 5, 458 are repeat
queries. The repeat queries consist of 2, 777 real repeat queries and 2, 681 next
result page queries.



5.4 HTTP Traffic Analysis 71

August log In the two-weeks logging period in August 2006, the total number
of HTTP requests on TCP port 80 was 125,104,884; the number of transferred
HTML objects was 28,026,595, of which only 19,601,616 had HTTP status code
200. Again, these numbers also include “abuses” of the HTTP protocol by
non Web applications. During this time period we identified a total number
of 545, 455 Google search queries. We found 275 empty queries where the user
clicked the“Search”button before entering a query. Out of the remaining Google
queries 414, 184 are unique queries, and 130, 996 are repeat queries. The re-
peat queries consist of 105, 683 real repeat queries and 25, 313 next result page
queries.

Manual inspection shows that in both data sets most queries relate to local
specifics of the area of Munich. Yet, as expected, the queries also reflect the
academic environment. Thus the data is skewed towards academic users that
may show a different behavior than the general population.

5.4.5 Analysis of the May Trace

In the following we present the results of our analysis of the May data set
obtained from a logging of HTTP traffic over one day as described in Section
5.4.4.

To understand the characteristics of the sessions within the reconstructed
clickstream we start by presenting statistics similar to those of previous stud-
ies [CFS05, JP01, SWJS01].

Query length: The maximum number of terms per query we encountered is
85; one user copied a whole text snippet into the query box. The median query
length is 2 while the mean query length is 2.35, which coincides with previous
results, e.g., [SHMM98]. 30% of the queries consist of a single query term, 66%
contain less than three terms, and 98% consist of less than seven terms.

Use of search operators: Of the 23, 318 unique queries 1, 407, i.e., 6% used
phrase search. No query enforced the occurrence of a search term via the plus
operator. However, 105 queries used the minus operator to exclude search terms.
Similarity search utilizing the tilde operator occurred only once. Finally, domain
queries occurred 26 times.

Terms: We identified 23, 281 distinct terms in our data. The most frequent
terms are listed in Table 5.1 in descending order of their frequency. This statistic
clearly reveals a bias in our dataset towards local themes (high frequency of
terms relating to Munich and Germany), as well as academic subjects. For
example, the term “tum” is short for “Technical University of Munich”. Also
note the use of stop words (“in”, “der”) and the set of presumably navigational
queries, e. g., “wikipedia”.
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Term Freq. Term Freq. Term Freq.
münchen 1176 and 131 de 87

in 383 2006 121 to 80
der 248 uni 116 tum 79
of 225 die 116 im 79

lmu 207 von 109 leo 78
the 167 linux 101 deutsche 78
c 152 bayern 97 a 77

und 151 online 93 wikipedia 76
muenchen 150 java 92 google 73
download 134 für 90 deutschland 71

Table 5.1: 30 most frequent search terms in the May log.

Query sessions: We identified 6, 463 query sessions. The median number of
queries per session is 12, the mean number is 4.45. There are sessions with
more than 100 queries but more than 46%/15% only contain one/two queries.
Interestingly, the mean number of unique queries is also 12 while the mean
number decreases to 3.61. Accordingly, the median number of repeat and real
repeat queries is 0 while the mean is 0.84 and 0.43, respectively.

Query refinements: To describe the relationship between two consecutive
queries in the same session we distinguish between the following kinds of query
modifications:

Repeat The same query is repeated. One reason could be that the user views
another result screen.

Disjoint The refined query does not overlap with its preceding query at all.

Add The follow-up query is a superset of the previous one, i.e., most probably
the user modified her query to be more specific.

Delete The follow-up query is a subset of the previous query, i.e., most probably
the user removed some terms to broaden the search result.

Replace the follow-up query and the previous one overlap but are not strict
subsets. Thus the user might have interchanged one query term with
another.

We find that there are 20% (4, 432) repeat, 54% (12, 071) disjoint, 10.5%
(2, 347) add, 5.5% (1, 233) delete, 10% (2, 230) replace modifications. This
rather coarse-grained categorization leaves space for further investigation, e.g.,
to examine how often terms are changed into phrases; how often users re-order
terms.
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Result pages viewed: The maximum number of viewed result pages is 45.
The mean number is 1.11 and the median is 1. If we consider the unique
queries, 94% look at only a single result page. Less than 0.1% consider ten or
more unique pages.

Insights from the State Model

The state model does not only investigate the search queries, but also takes
into account all subsequent clicks that are direct or indirect consequences of the
users clicking on search results. In the following we will present various results
that demonstrate the broad range of uses for our state model, and highlight
some key findings.

• Users are much more likely to re-formulate queries than to view the second
result page.
When estimating and comparing the transition probability from state gip1

to state gip2 with the one to state gi+1p1, we observe that a user is about
35 times more likely to enter a new query than to issue a next result page
query.

• The first two results are more popular than all other results for the same
query.
By comparing the frequencies of the states g∗p1R1,...,2 to those of g∗p1R3,...

we see that the first two results account for roughly 53% of all result clicks.

• Users are slightly more willing to follow links listed on the first query re-
sult page than links from subsequent queries.
By comparing the frequencies of gxp∗R∗ to those of gxp∗R∗(L∗)+ we ob-
serve that the total number of subsequent clicks is 0.95 times the number
of result clicks for x = 1. For x ≥ 2 it diminishes to 0.83.

• After a user clicks on a link within a result page, she is very unlikely to
continue the search session.
The probability of state transitions g∗p∗R∗(L∗)+ → g∗p∗ is extremely low
as compared to all other state transitions.

5.4.6 Analysis of the August Trace

In the following we perform a similar analysis on the larger August data set
obtained from a logging of HTTP traffic over a two week period as described in
Section 5.4.4.

Query length: The maximum number of terms per query we encountered is
199; one user copied a whole text snippet into the query box. The median query
length is 1 while the mean query length is 1.67, which shows an even stronger
trend towards very short queries than in the May data set and observed in the
course of previous studies, e.g., [SHMM98]. 64% of the queries consist of a single
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query term, 83% contain less than three terms, and 99% consist of less than six
terms.

Use of search operators: Of the 414, 184 unique queries 11, 977, i.e., 3%
used phrase search. 832 queries enforced the occurrence of a search term via
the plus operator, and 315 queries used the minus operator to exclude search
terms. However, similarity search utilizing the tilde operator did not occur at
all. Finally, domain queries occurred 492 times.

Terms: We identified 249, 445 distinct terms in our data, however 124,095 of
these are of the form ”info:<url>” to request further information on specific
URLs from Google. We ommitted these terms in the following statistics. The
very frequent occurrence of these ”info:”queries also might be an explanation for
the large number of 1-keyword queries found. We can only speculate what might
be the reason for ”info:” queries occuring so frequently in this trace as opposed
to the May trace. Matt Cutts, at the time of writing the head of Google’s Web
spam team, posts on September 18, 2006 on his blog1 that Google changed its
policy for handling URL queries such as www.example.com. While previously
such a query has been automatically rewritten to info:www.example.com, it is
now treated as the phrase query ”www.example.com”. Both in May and August
2006, Google Toolbar version 4 was out which might issue Google queries when-
ever the user accesses advanced toolbar features such as retrieving additional
information on the currently viewed page2.

The most frequent terms are listed in Table 5.4.6 in descending order of their
frequency. This statistic again clearly reveals a bias in our dataset towards
local themes (high frequency of terms relating to Munich and Germany), as
well as academic subjects. For example, the term “lmu” is short for “Ludwig-
Maximilians-Universität”, a university in Munich. In addition to stop words
(“in”, “der”) and the set of presumably navigational queries, e. g., “wikipedia”
we already found in the May data set, queries relating to recreational activities
are quite frequent such as ”hotel”, ”wetter” which is German for ”weather”, as
well as searches related to companies and products (e.g., both ”siemens” and
”xp” occur with frequency 224). Yet, in spite of the academic environment, we
also find queries on pornographic material, such as ”sex” (387) and ”porn” (116).
Interestingly, the prominence of the term ”+” possibly indicates that users have
troubles with the correct usage of the +-operator, and write ”+ the” instead of
”+the” to prevent ”the” from being neglected as a stopword.

Query sessions: We identified 153, 719 query sessions. The median number
of queries per session is 2, the mean number is 3.5. There are sessions with
more than 100 queries but more than 46%/20% only contain one/two queries.
Similarly, the median number of unique queries is 1 and the mean number

1http://www.mattcutts.com/blog/changes-in-url-queries/
2http://www.google.com/support/toolbar/bin/answer.py?hl=en&answer=32551

www.example.com
http://www.mattcutts.com/blog/changes-in-url-queries/
http://www.google.com/support/toolbar/bin/answer.py?hl=en&answer=32551
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Term Freq. Term Freq. Term Freq.
münchen 9,815 lmu 1,009 die 710

in 2,830 für 969 windows 703
the 1,875 2006 895 wetter 676
of 1,809 online 852 a 662
+ 1,724 von 832 lyrics 628

der 1,532 de 825 java 623
und 1,405 to 808 uni 599

download 1,373 bayern 799 berlin 595
muenchen 1,370 linux 783 free 591

and 1,020 wikipedia 761 hotel 582

Table 5.2: 30 most frequent search terms in the August log.

decreases to 2.7. Accordingly, the median number of repeat and real repeat
queries is 0 while the mean is 0.85 and 0.69, respectively.

Query refinements: Regarding the relationship between two consecutive
queries in the same session we find that there are 20% (76, 541) repeat, 68%
(265, 715) disjoint, 4.75% (19, 661) add, 2.5% (9, 521) delete, 4.75% (20, 023)
replace modifications.

Result pages viewed: The maximum number of viewed result pages is 32.
The mean number is 1.06 and the median is 1. If we consider the unique queries,
96.5% look at only a single result page. Less than 0.1% consider four or more
distinct result pages.

Insights from the State Model

When feeding the data gathered over two weeks in August 2006 into our state
model, we assigned a state to 1,488,246 text/html requests with HTTP status
code 200 and identified 1,336,418 individual “clicks” (i. e., search states). This
means that the share of clicks directly or indirectly caused by searches amounts
to at least 6.8 percent of all HTML documents being transferred.

The complementary cumulative distribution function (CCDF) measures how
often a random variable is above a particular value. For a real-valued random
variable X and a real-number x CCDF of X is given by

Fc(x) = P (X > x)

In contrast the cumulative distribution function CDF, also known as probability
distribution function, is given by

FX(x) = P (X ≤ x)
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The logarithmic-scaled CCDF of the number of clicks per session reveals a
mostly linearly falling slope which suggests an underlying exponential distri-
bution, i.e., the majority of sessions is short. The same holds if we plot the
logarithmic-scaled CCDF of the number of follow-up clicks for each individual
search request (i. e., the “child states” for each gxpy), as displayed by the circles
in Figure 5.7. In this respect, search-triggered Web sessions thus do not seem
to differ from Web sessions in general [Bar01].

A similar behavior is shown when we analyze the distribution of the number
of clicks between a document and the original search request, which we call
click distance. Figure 5.7 reveals that the users behave slightly different during
working hours (triangles) than during recreational times (crosshairs): During
their spare time, users are more likely to engage in “serendipity clicks” leading
them away from the page they originally were looking for.

g1p1 g1p1R2 g1p1R2L1 g1p1R2L1L1

g1p1 g1p1R2 g1p1R2L1

g1p1R2L2

g1p1R5L1

linear

branched

g1p1R5 g1p1R5L1L1

1 2 3                Click distance    

Figure 5.6: Linear vs. branched search and browsing behavior.

When we compare the total number of clicks per session (circles) with the
distribution of click distances of the corresponding time interval (crosshairs), we
see that both curves overlap almost exactly on a very long range. This indicates
that most users follow a linear approach during searching and browsing, i.e.,
they click only on few search result links and follow the hyperlinks in a result
link rather directly to the searched information instead of trying several result
links and following various outgoing hyperlinks. Figure 5.6 gives examples of
both linear and branched user search and browsing behavior. In the displayed
branched session we count 6 user clicks following the search query and a maximal
click distance of 3. The linear session also reaches a click distance of 3, however,
only 3 user clicks go beyond the search result page. As the CCDF plots of the
click distance and the number of clicks triggered by a query almost overlap on a
long range and only diverge from each other in the lower right corner of Figure
5.7, we observe only for long sessions a branched search and browsing behavior.

This tendency of users to a goal-oriented search behavior, is re-confirmed
when we look at how likely users are to re-formulate queries as opposed to view
the second result page. By comparing the transition probabilities from states
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Figure 5.8: Rank in search result vs. willingness of the user to continue browsing
from the result page.

gip1 to states gip2,
∑
i P (gip2|gip1), with the probabilities from gip1 and gi+1p1,

we observe that a user is about 37 times more likely to enter a new query than
to look at the next result page, i.e.,∑

i

P (gi+1p1|gip1) ≈ 37 ·
∑
i

P (gip2|gip1)

In Figure 5.8 we further analyze the user clickstream following a query by
especially accounting for the position of the result link that initiated the click-
stream. The lozenges in the curve at the bottom of Figure 5.8 show the percent-
age of result clicks at a particular rank. We see that most users visit the first
search result. In fact, more than 60 % of the clicks on any ranked search result
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(i. e., excluding advertisements, search settings etc.) go to position 1. Note,
however, that in some cases we witnessed automatic pre-fetching of the first
search result, e. g., when using the Firefox built-in search. In a previous user
study, Joachims et al. [JGP+05] showed that user result clicks are influenced
by the users’ trust in the ability of the search engine to present relevant results
on top, i.e., that users are biased towards top result positions. The high popu-
larity of result position 1 thus could be either due to users blindly trusting the
search engine or due to a good search result ranking which indeed list the best
result on top. When taking the number of follow-up clicks to a search result as
a measure for the result quality, we see that top-ranked search results seem to
be of higher quality on average than lower-ranked ones thus proving the search
engine’s result ranking meaningful in most cases. The crosses in the curve at the
top of Figure 5.8 show the mean number of follow-up clicks per rank induced
by the corresponding result click. However, when comparing the two lines, the
quality difference between top ranks and lower ranks reduces when only looking
at those search results that have actually been clicked So most users seem to
read the page summaries in the result list before they click, instead of blindly
relying on the search result ranking.

5.5 The European Library Portal

Next, we transfer our methodology for analyzing the user search behavior on the
Web to a digital library portal, and study navigational patterns of users within
The European Library portal. We present initial results obtained from action
logs covering a 5-month period. Based on these logs we point out bottlenecks
in the portal interface design, as well as, opportunities for enhancement of user
search experience and user-tailored services. We re-assess the user interactions
with the portal based on subsequently gathered logs covering a 10-month period.

The European Library (TEL)3 is a non-commercial organisation that aims
at facilitating search on the resources of the 47 national libraries involved in
the Conference of European National Librarians (CENL). Resources can be
both digital or bibliographical. Currently the libraries of 23 full participants
are searchable and it is ongoing work to also integrate the remaining 24 basic
participants.

TEL does a federated search upon two types of information sources, collec-
tions harvested through OAI4 and stored in its own central index, as well as
collections queried on-the-fly via the SRU protocol5. Currently the ranking of
query results is either randomly or determined by the queried national library.
The results of simultaneously queried libraries are dynamically shown as soon
as they come in. Thus the result lists of sources with shorter response times will
be displayed first to not make the user wait for the slowest target.

To better understand users’ needs and facilitate personalized services, TEL

3http://www.theeuropeanlibrary.org
4http://www.openarchives.org/
5http://www.loc.gov/standards/sru/

http://www.theeuropeanlibrary.org
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continuously extends the logging of users’ interactions and allows for user reg-
istration with the portal. In this section, we separately analyze the information
gathered from two query logs of The European Library (TEL), the first cover-
ing the period from 19th December 2006 until 31st May 2007, and the second
spanning the time from 1st June 2007 until 1st April 2008. These logs are
complemented by additional information on registered users.

Logging functionality Starting in December 2006, TEL put the logging of
user search activities in place. For each user search session, a bunch of infor-
mation is logged to a MySQL database table tel_action_logs. Its schema is
shown in Table 5.3. In the following we present results based on this structured
log data captured by the TEL server, while Agosti and DiNunzio [AN07] analyze
the HTTP request logs of the same server providing interesting complementary
results. As the HTTP server logs only contain the timestamp, HTTP request,
IP and browser information, their analysis cannot capture queries, user sessions,
or user actions beyond searching. This information is hidden behind the generic
HTTP request for some javascript file. Also several users might hide behind
the same IP address turning user session re-construction less reliable, especially
when sessions of different users intermingle. Also, detecting the boundaries of
sessions can be only based on time heuristics.

Attribute Description

userid ”guest” for non-registered users

userip IP address

sesid PHP session ID

lang language code of portal interface

query query text

action user action performed

colid collection ID

nrRecords number of retrieved records

recordPosition
position of the viewed record in the result

set

objurl
URL of objects reached with actions avail-

able at, see online

date timestamp

Table 5.3: TEL action log record.

In our setting, user and session identification is eased as follows. In case a
user has registered, her respective userid allows to identify her and relate her
with her profile captured in a separate table tel_user_share. Otherwise the
default value for this field is set to ”guest” and the next option to possibly group
actions by users is through users’ IP addresses. However, a group of users might
share a common IP address, e.g., in case they access the Internet through the
same service provider’s proxy. Thus the user IP address might collapse several
users into one, and is not reliable for user identification. Still, the sesid and date
fields empower us to reconstruct contiguous sequences of user actions in the right
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order, and define search sessions of individual users. We find session boundaries
by relying on the PHP session ID and the additional requirement of no more
than 5 minutes of inactivity between subsequent actions within the same session.
The lang field does not necessarily tell the query language, however, it might be
an indication for users’ background, as it specifies the language of the portal’s
interface. This is by default English, but may be altered by the user through a
drop-down menu. The tel_action_logs contain an entry for each single user
action. Descriptions of the distinguished actions are listed in Table 5.4.

Action Description

search sim simple search

search adv advanced search

search res search initiated from a result page

search url
search initiated form url query

string

view brief display of result page

page brief
navigation between result pages us-

ing ”Next” or ”Back”

jump to page
user map jump to an arbitrary re-

sult page by specifying a numerical

value

view full display of individual result links

available at
”Available at Library” link on re-

sult page clicked to view associated

record in native interface

see online
”See online” link on result page

clicked to view associated object in

native interface

col set X collections chosen by method X

option save reference
result link is saved in the reference

manager

option save session favorite
result link is saved in the sessions

favorites

option send email
email containing the result link’s

details is sent to the user

option print result link is printed

service <country>
full record service link to

<country> is used for the currently

viewed result link

service all

full record service link to other

Web information provider such as

Google, Amazon, etc

resolve denmark
full record service link to Denmark

is used for the currently viewed re-

sult link

Table 5.4: Logged actions.
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Users Quite a number of improvements on the user search experience are
feasible relying on the observed behavior of a community of users. However, the
additional benefit of personalized services requires to track individual users. As
mentioned beforehand, a reliable user identification is only possible by means of
cookies or active user registration. TEL offers users the opportunity to register
and benefit from personalized services, e.g., registered users may store favorites
for later sessions and save search sessions in their history, whereas all favorites
of non-registered users will vanish at the end of the search session. Services to
be added in the near future will allow the user to save selected collections to
prevent users from going through the cumbersome process of collection selection
over and over again.

Apart from identifying users, the registration allows to gather additional
background information which might be valuable for finding homogeneous user
groups at a later stage, e.g., users may specify up to 5 interests chosen from a
drop-down menu, their country, occupation, as well as how they got to know
TEL.

Currently, however, the number of registered users is still quite sparse. We
find 827 distinct users in the action logs who are spread across the world, e.g.,
TEL has users from European countries, such as France (71 users), Poland
(67), Italy(53), but also from all over the world, e.g., from the United States
(67), Algeria (12), Argentina (13), Taiwan (2), Haiti (1), and many more. The
amount of logged information per registered user is yet still sparse as well. Most
users just seem to have experimented with this feature and tested it for one day
or just a handful of search sessions.

Apart from that the chosen interface language gives hints on the backgrounds
of users searching the portal. The majority of users (84%), however, leaves the
default interface language English, yet these users need not be British, but
reluctant to adapt the interface to their mother tongue, and capable enough of
the English language so to not care about this feature (see Table 5.5).

Language # Actions Language # Actions
en 480,421 lv 2,130
fr 25,044 lt 2,063
pl 16,760 et 2,046
de 13,719 nl 1668
it 9,597 sr 1,243
sl 5,366 el 1,011
pt 3,527 sk 660
hu 2,815 es 460
cs 2,311 da 373
hr 2,234 fi 293

Table 5.5: TEL interface language.
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Search sessions and queries Our logs consist of sessions as defined in Sec-
tion 5.2 which contain on average 9.16 actions with the median session length
being 5. The mean (median) number of queries issued per session is 2.55 (2)
with a mean (median) of 1.8 (1) unique and 0.75 (0) repeat queries per session.
These values are quite similar to what is known from user studies on Web search
([SWJS01, SKP+05]). Figure 5.9 displays the frequency of sessions with a cer-
tain number of queries per session. Different from typical Web search studies,
sessions with TEL might also contain no query at all when the user is perform-
ing a mere browsing action. Compared to the number of sessions that are search
sessions, browsing sessions make up a considerable portion.
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Figure 5.9: Histogram of the logarithmic scaled occurrence frequency of sessions
with respect to the number of queries per session.

TEL utilizes CQL (Common Query Language) for formulating queries. Its
syntax is defined as follows.

q = q1 and q2
q = q1 or q2
q = not( q )

q = (title all ”keywords”)

|| (creator all ”keywords”)

|| (subject all ”keywords”)

|| (type all ”keywords”)

|| (language all ”keywords”)

|| (isbn all ”keywords”)

|| (issn all ”keywords”)

|| (”keywords”)

Thus users may restrict their keyword searches to various record fields such
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as the title, creator, etc and combine several such constraints by the boolean
operators and, or and not.

Syntax # Syntax #
AND 6557 Type 209
OR 305 Language 1,065

NOT 265 ISBN 1,124
Title 10,102 ISSN 267

Creator 8,223 Plain 94,234
Subject 1,813 Total 112,708

Table 5.6: Frequency of usage of query syntax.

Table 5.6 shows how many of the unique queries found across all sessions
contain certain syntactic elements. By far the majority of queries, however, are
plain keyword queries. When looking at the question what kind of queries user
pose, we consider the most frequent queries posed. As Table 5.7 depicts, these
queries are quite different from standard Web search queries.

Query # Query #
(”poland”) 126 zagreb 67

(”shakespeare”) 121 (”a”) 62
(”mozart”) 115 (”bible”) 60

(”kochanowski”) 91 (”hugo”) 59
(”dante”) 89 (”europe”) 59

(”harry potter”) 89 (”italy”) 58
(”goethe”) 79 (”cervantes”) 53

(”mickiewicz”) 73 (”energy”) 52
(”france”) 73 (”history”) 52
(”polska”) 70 (”london”) 51

Table 5.7: Top-20 most frequent queries.

Queries consist on average of 2.28 keywords.

Query term correlations For the sake of automatic query expansion or
query reformulation suggestions we are interested in correlations between query
terms. Highly co-occurring query terms are most probably semantically related
and thus possible candidates for expansion. We follow three different routes for
finding query term correlations.

The first simple counting method, extracts the keywords embraced in quota-
tion marks and brackets from each query (thus neglecting syntactic functionals
such as ”and” and ”all title”), and counts how often each term pair co-occurs in
the same query. With this technique we find a number of correlations between
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stopwords, these are words that carry no meaning, such as ”and”, ”the”, ”of” and
so on. Moreover, the pairs <all, title> and <all, creator> occur frequently indi-
cating malformed queries. For example, the logs contain queries such as (”title
all lenz and creator all büchner”) which do not follow the CQL specifications.
Most probably such queries are the result of users trying to use advanced search
features when posing queries through the simple search interface. Furthermore
we sometimes find plain keyword queries that are not embraced in quotation
marks and brackets (byron as opposed to (”camus”)) indicating some flaws in the
interface’s query construction. For our analysis we neglect malformed queries.
Filtering pairs of stopwords we find the term correlations listed in Table 5.8.
Some other interesting correlations are <victor, hugo> (65), <world,war> (67),
and <henri, herz> (67).

Term pair # Co-occurrence
<journal,of> 265
<all,title> 251
<all,creator> 231
<history,of> 215
<harry,potter> 131

<european,union> 120
<vinci,da> 101
<and,title> 99

<european, of> 98
<history,the> 95

<internation, of> 94
<and, creator> 88
<world,the> 86
<book,of> 84
<law,of> 80

Table 5.8: Term correlations.

Secondly, we follow a slightly more structured variant of this approach by
extracting <field,term> pairs from all queries instead of plain queries. Thus we
don’t lose the knowledge whether a term, e.g., occurred as a search term on the
title field only or on any field. Again counting co-occurrences in queries we find
correlations such as
<<creator, goethe>, <title, faust>>,
<<creator, maironis>, <title, pavasario>>, and
<<title, balsai>, <title, pavasario>>.

With this approach we not only learn term correlations but also learn their
possible semantic meanings, e.g., terms in the creator field are most likely to
be authors’ names. However, as the vast majority of queries are plain keyword
queries, we obtain with this method to a great extent similar correlations as with
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the purely keyword-based approach with the only difference that the correlated
terms are now associated with ”any field”.

A third alternative for term correlation mining postulates that terms are
correlated whenever they occur within the same session in subsequently posed
queries. To ensure that contiguous queries are related we require them to have
at least one keyword in common. E.g., the query chain (”chemistry of coffee”,
”ph of coffee”, ”coffee ph”, ”determination of coffee acidity”) would allow to
relate chemistry and ph, as well as ph and acidity with each other. Taking
as measure of correlation strength the number of distinct sessions showing the
same correlation pattern, we obtain still correlations very similar to the ones
the preceding methods yielded. (see Table 5.9).

Term pair # Co-occurrence
< all, creator> 120
<all, title> 43
<history, of> 39
<journal, of> 29
<all, subject> 28
<and, language> 23
<and, european> 23
<european, of> 21
<history,the > 21

<european, union> 21

Table 5.9: Term correlations based on query chains.

Users’ navigational patterns To study typical search patterns and indi-
cate current shortcomings of the TEL portal structure, we devise a Markov
state model of the users’ navigation. We adapt the model, presented in Section
5.3 to the specifics of the TEL portal as follows. Viewing the sequence of user
interactions with the portal as a set of events over time, user actions constitute
the states of our Markov model, and transitions occur whenever the user per-
forms the next interaction. However, the states of our Markov model are not
plain actions but correspond to a classification of user actions into 5 principal
action types as follows.

Search search sim, search adv, search res, search url, search

Result list view brief, page brief, jump to page

Result view full, see online

Follow-up action available at, option save session favorite, option send email,
option print, option save reference, service all, service <country>, re-
solve denmark



86 5. Empirical Analyses of User Search Behavior

Collection selection col set theme,col set theme country, col set country,
col set default, col set subject, col set desc

38.3%

25.1%

16.8%

0.1%

16.2%
3.5%

Search Resultlist Result Follow-up action Collection selection End of Session

(a) Over all queries regardless of their position witin a session

35.4%

25.2%

19.0%

0.1%

17.9%2.4%

Search Resultlist Result Follow-up-action Collection-selection End of Session

(b) Restricted to queries appearing first in a session

0.0%

26.8%

20.6%

51.4%

1.1% 0.1%

Search Resultlist Result Follow-up-action Collection-selection End of Session

(c) Restricted to queries appearing last in a session

Figure 5.10: Transition probabilities after the state sequence (search, result list).

The first question we tackle is how users behave after posing a query and
seeing the first result list. As illustrated in Figure 5.10, we estimate the transi-
tion probabilities from the state sequence (query, result list) to any other state.
We find that in 38% of the cases the query is rephrased and in one fourth of the
cases another result list is viewed (either by requesting the next 10 results (in
15% of the cases), or switching to the result list of another collection (in 85% of
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the cases)). In these cases the user does not seem to have found what she was
looking for, however, she still hopes to reach the desired information through
her actions. This is also true for the 4% of the cases where the user decides to
switch to a completely different collection set. However, in 16% of the cases the
session ends at that point indicating an unsuccessful search. Only in 17% of
the cases the user implicitly acknowledges the relevance of displayed result by
viewing its detailed record information.

22%

46%

15%

3%

14%

Search Resultlist Result Follow-up action Collection selection

Figure 5.11: Distribution of the last state of a session.

We have already been arguing which user actions might allow us to reason
on the success or failure of a search to devise improvements of the search mech-
anisms. A question along these lines is whether it is possible to infer the success
of a session from how the session ends. From Figure 5.11 we see that around
18% of the sessions might be successful as they end in result or follow-up action
states. Another hypothesis would be that those sessions ending in search states
did not succeed, whereas the majority of sessions ending in Result list states
might be so and so. To get more insights on this, we computed session statistics
per session end state (see Figure 5.12).
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Figure 5.12: Statistics per session end state.
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From there we find sessions ending in collection-selection being mostly short,
pure exploring sessions as they contain only few queries and almost none result
links are viewed. Sessions ending in a search state seem to be mostly unsuc-
cessful as they result in few viewed result links, and their mean session length
tends to be quite short as well. For sessions ending in a Result list state the sit-
uation looks slightly better. However, the most successful searches measured by
the number of result links viewed and follow-up action done, are those sessions
ending in a result, respectively follow-up-action state.

Figure 5.13: TEL search interface.

Collection selection The collections to be queried may be chosen in different
ways. As shown in the snapshot of the TEL search interface (Figure 5.13),
the user is presented a radio button list of thematic sets of collections he may
choose from right below the search box. By default, the default collection list is
checked. In case more freedom in putting together the collections to be searched
is wished, the user may either navigate through the set of all collections ordered
by country or subject and select his preferences. Yet another possibility of
specifying collections is by searching their descriptions. Thus the user may
choose collections either thematically, by country, by subject, by description or
keep the default setting. Another alternative of choosing collections thematically
by country is currently being implemented, however, did not occur yet in the
logs so that we ignore this variant in the following.

Table 5.10 shows in how many sessions a collection selection according to
these methods occurs. The number of sessions associated with the ”default”
methods indicates in this context the number of sessions in which the user
re-initiated the collection selection to the default collection. Comparing the
numbers listed in Table 5.10 with a total number of sessions considered, we can
conclude that the great majority of sessions relies on the default collection list
without ever changing this setting.
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Collection Selection # Sessions
Thematic 4902
Default 516
Country 127
Subject 33

Description 6

Table 5.10: Popularity of methods for selecting collections.

When we compare the frequencies with which collections are queried (Table
5.11a) and records are viewed (Table 5.11b), as well as their ranks in the default
and thematic collection lists, we conclude that users most often view the results
in the default order presented by the TEL interface, however, the results that
convince users are more often not in the collections ranked highest in the default
setting. Thus here lies a big potential of improvement by carefully choosing the
order of collections presented to the user.

Utilizing the user navigation model presented in Section 8.2 enables us to
derive collection preference statements. Whenever a user changes the collection
setting within the same session we might assume the latter collection set is pre-
ferred of the former. Going one step further we might even no longer argue on
a general preference of collections, but derive preferred collections dependent
on the query context. With more user data becoming available, we might anal-
ogously reason on user-specific collection preferences. As a first step towards
this goal we examine correlations between queries and collections whenever the
result link for a given (query,collection) pair is viewed or a follow-up action is
undertaken. Still this information is sparse, however, the queries associated with
the collections Atlases (see Table 5.12a) and Religion (see Table 5.12b) indicate
the potential of a query-driven collection suggestion.

Next we consider a Ranking SVM [Joa02] approach to learn query-specific
rankings of collections.

SUPPORT VECTOR MACHINES 129

-b
|w|

w

Origin

Margin

H1

H2

Figure 5. Linear separating hyperplanes for the separable case. The support vectors are circled.

xi · w + b ≥ +1 for yi = +1 (10)

xi · w + b ≤ −1 for yi = −1 (11)

These can be combined into one set of inequalities:

yi(xi · w + b)− 1 ≥ 0 ∀i (12)

Now consider the points for which the equality in Eq. (10) holds (requiring that there
exists such a point is equivalent to choosing a scale forw andb). These points lie on the
hyperplaneH1 : xi ·w + b = 1 with normalw and perpendicular distance from the origin
|1 − b|/‖w‖. Similarly, the points for which the equality in Eq. (11) holds lie on the
hyperplaneH2 : xi · w + b = −1, with normal againw, and perpendicular distance from
the origin| − 1 − b|/‖w‖. Henced+ = d− = 1/‖w‖ and the margin is simply2/‖w‖.
Note thatH1 andH2 are parallel (they have the same normal) and that no training points
fall between them. Thus we can find the pair of hyperplanes which gives the maximum
margin by minimizing‖w‖2, subject to constraints (12).

Thus we expect the solution for a typical two dimensional case to have the form shown in
Figure 5. Those training points for which the equality in Eq. (12) holds (i.e. those which
wind up lying on one of the hyperplanesH1, H2), and whose removal would change the
solution found, are called support vectors; they are indicated in Figure 5 by the extra circles.

We will now switch to a Lagrangian formulation of the problem. There are two reasons
for doing this. The first is that the constraints (12) will be replaced by constraints on the
Lagrange multipliers themselves, which will be much easier to handle. The second is that
in this reformulation of the problem, the training data will only appear (in the actual training
and test algorithms) in the form of dot products between vectors. This is a crucial property
which will allow us to generalize the procedure to the nonlinear case (Section 4).

Thus, we introduce positive Lagrange multipliersαi, i = 1, · · · , l, one for each of the
inequality constraints (12). Recall that the rule is that for constraints of the formci ≥ 0, the
constraint equations are multiplied bypositiveLagrange multipliers and subtracted from

Figure 5.14: Illustration of the SVM approach (taken from Burges [Bur98])
showing linear separating hyperplanes for the separable case. The support vec-
tors H1 and H2 are circled.
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Collection Frequency
Rank in de-

fault list

Online books, im-

ages, maps, music...
103,669 1

British Library inte-

grated catalogue
29,005 2

Online catalogue

of the German

National Library

10,950 3

SBN OPAC (Italian) 10,000 8

ARSBNI 1 8,906
Top-1 in

”digitized

books”

BN-OPALE PLUS

(France)
6,618 9

General Catalogue

Koninklijke Biblio-

theek

5,856 5

Serials and periodi-

cals
4,774

Top-1 in

”newsre-

ports and

periodicals”

Science, technology

and business
4,680

Top-1 in

”scientific

articles”

Cartography cata-

logue
4,481

Top-1 in

”maps &

atlases, car-

tography”

The Danish Na-

tional Collections
3,935 20

Printed music cata-

logue
3,589

Top-1 in

”music

collections”

BNPOL (Poland) 3,451 23

Collections from the

National Library of

Portugal

3,325 4

HELKA (Helsinki

University)
3,215 6

(a) Top-15 collections (viewed result lists)

Collection Frequency
Rank in de-

fault list

British Library inte-

grated catalogue
3,950 2

Online catalogue

of the German

National Library

751 3

SBN OPAC (Italian) 629 8

Online books, im-

ages, maps, music...
616 1

The Danish Na-

tional Collections
392 20

BN-OPALE PLUS

(France)
382 9

Cartography cata-

logue
354

Top-1 in

”maps &

atlases, car-

tography”

Serials and periodi-

cals
325

Top-1 in

”newsre-

ports and

periodicals”

General Catalogue

Koninklijke Biblio-

theek

307 5

Science, technology

and business
258

Top-1 in

”scientific

articles”

Printed music cata-

logue
173

Top-1 in

”music

collections”

HELKA (Helsinki

University)
171 6

National Library of

the Czech Republic
169 16

Collections from the

National Library of

Portugal

162 4

Amicus
159 14

(b) Top-15 collections (viewed records)

Table 5.11: Top-15 collections queried (a) vs. top-15 collections for which result
records are viewed (b).

Digression on Ranking SVM In the following we briefly introduce support
vector machines (SVMs). For more details we refer the reader to Burges’ intro-
ductory tutorial [Bur98]. SVMs are supervised learning methods that operate
in the vector space. For a two-class, linearly separable classification problem,
a SVM constructs a separating decision hyperplane which maximizes the mar-
gin between the two classes, i.e., the distance between the decision hyperplane
and the closest data point of any class (see Figure 5.14 for illustration). The
points specifying the position of the hyperplane are usually referred to as sup-
port vectors. SVMs can be further extended to nonseparable data, multiclass



5.5 The European Library Portal 91

spain (3), italy (2), estonia (2), hun-

gary (2), map (2), europe (2), maps

(2), belgrade (1), latvia (1), lithua-

nia (1), ortelius (1), germany (1),

america (1), england (1), bruxelles

(1), livonia (1), sudan (1), holland

(1), atlas (1), france (1), martinique

(1), israel (1), finland (1), krakow

(1), greece (1), catalonia (1), mo-

rocco (1), polen (1), netherlands

(1), . . .

(a) Queries for the collection ”Atlases”

islam (6), coran (4), bible (4), biblia (3),

jesus (2), buddhism (2), religion (2), taize

(1), le gall robert (1), * (1), sveti (1),

marx (1), typographia balleoniana (1), ley-

den (1), (language all ”fre”) and (lan-

guage all ”fre”) and (language all ”fre”)

and (language all ”fre”) (1), staniloae (1),

title all ”maconaria” (1), catholicism (1),

calvini (1), augustin (1), templars (1),

bibelforscher (1), hindouisme (1), vita

christi (1), liturgie (1), grace (1), missale

(1), title all ”antiphon*” (1), . . .

(b) Queries for the collection ”Religion”

Table 5.12: Query-collection correlations.

problems and non-linear models. We restrict ourselves to presenting SVMs for-
mal definition for the linearly separable, two-class case. Given a set of training
points D = {(~xi, yi)} where ~xi is a n-dimensional data point which is associated
with the class label yi indicating one of the two classes +1 or -1, the decision
hyperplane

~wT · ~x = −b
divides the data points labeled yi = −1 from those labeled yi = +1. The normal
vector ~w is perpendicular to the decision hyperplane and commonly referred to
as the weight vector. The resulting linear classifier

f(~x) = sign(~wT · ~x+ b)

assigns a new data point ~x to one of the classes +1 or -1.
It remains to choose ~w and b such that the margin is maximized, i.e., the

distance between the parallel support vectors is as large as possible while still
separating the data. The support vectors can be described by

~wT · ~x+ b = 1

and
~wT · ~x+ b = −1

The geometric margin between the two support vectors is 2
||~w||2 . Maximiz-

ing 2
||~w||2 amounts to minimizing ||~w||22 . Thus a SVM can be formulated as a

minimization problem as follows.

min
1
2
~wT ~w

yi · (~wT · ~x+ b) ≥ 1 ∀ {(~xi, yi)}
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The constraint yi · (~wT · ~xT + b) ≥ 1 ensures that no data points fall into the
margin between the support vectors.

Joachims’ Ranking SVM approach [Joa02] employs a SVM for solving the
ordinal regression problem of learning a ranking of documents for a query. Each
training query qk is associated with a set of documents totally ordered by rele-
vance to the query qk according to the ordering rk. If a document di is ranked
higher than a document dj for the ordering rk, i.e., di <rk

dj , then (di, dj) ∈ rk,
otherwise (di, dj) /∈ rk. A vector ~φ(qk, dj) contains for each document-query pair
in the training data features indicating the relevance of document dj to query qk
such as the authority of the document (e.g., PageRank) or content-based mea-
sures (e.g., document length, the number of words query and document share).
The goal then is to learn weights ~w such that

min
1
2
~wT ~w

~wT · ~φ(qk, di) > ~wT · ~φ(qk, dj) ∀k : ∀(di, dj) ∈ rk

The last constraint can be re-written as

~wT · (~φ(qk, di)− ~φ(qk, dj)) ≥ 1 ∀k : ∀(di, dj) ∈ rk
to make the equivalence to the SVM formulation more apparent.
We adapt Joachims’ Ranking SVM approach to our setting for learning rank-

ings of collections instead of rankings of documents. The training data is con-
stituted by collection preferences derived from our user model as follows.

Let ci, cj , cl denote collections and rk be the ordering of collections for query
qk. Furthermore let si, sj , sl denote states in our model. Then we derive a
ordering of collections rk for a training query qk from our state model as follows.

< ci = result list, cj = result list, cl = result > with ci 6= cj ∧ cj = cl
implies cl >rk cj ⇔ (cl, cj) ∈ rk

and

< ci = result list, cj = result list, cl = follow-up action > with ci 6= cj ∧ cj = cl
implies cl >rk cj ⇔ (cl, cj) ∈ rk

The rationale behind is to rank a collection higher for a particular query when-
ever a user switches to a collection and shows her satisfaction by viewing a result
or performing some follow-up action on the same collection.

In addition to these constraints (contraint set I) we introduce preference
statements to acknowledge whenever a collection provides a user with a relevant
search result link (constraint set II).

< ci = follow-up action >

implies ∀cj 6= ci : ci >rk cj ⇔ (ci, cj) ∈ rk

Then Ranking SVM is employed to learn query-specific rankings of collec-
tions as follows.
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min
1
2
~w · ~w

∀p : ∀k : ∀(ci, cj) ∈ rk : ~w(~φ(ci, qk, up)− ~φ(cj , qk, up)) ≥ 1

where the weight vector ~w is optimized given the orderings rk in the train-
ing set as described before. The vector φ(cj , qk, up) contains features for each
collection-query-user triple and is constructed as follows.

~φ(c, q, u) =



1 [u1 = u]
...

1 [uU = u]

1 [u(country) = country1]
...

1 [u(country) = countryM ]

1 [lang = lang1]
...

1 [lang = langL]

1 [c = c1]
...

1 [c = cC ]

1 [c = c1 ∧ term1 ∈ q]
...

1 [c = cL ∧ termT ∈ q]


where 1 is the indicator function. Thus the features in ~φ(c, q, u) specify

the user, her country and language. Furthermore the collection is indicated,
and collection/term features allow the ranking function to learn associations
between query words and collections.

Setting the user to a default value indicating a non-registered user, comes
down to ignoring users and only arguing on query-collections pairs. First results
on a subset of contraints yields the following collection rankings for the queries
”bible” (Table 5.13a) and ”europe” (Table 5.13b).

5.5.1 Follow-up Study on Subsequent 10-months Log

In a follow-up study we analyze the MySQL server logs spanning the 10-month
period from 1st June, 2007 until 1st April, 2008. We repeat the analysis just
described on the more recent logs to see whether we observe changes in the
user interaction patterns with The European Library portal. We compare these
results with our initial results obtained from action logs covering the 5-month
period covering 19th December 2006 until 31st May 2007.
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Collection

Collection of the National Digital

Library

ARSBNI 1

Religion

National Library of the Czech Re-

public

Online books, images, maps, mu-

sic...

Online publications of the German

National Library

Maps of Slovenian territory from

1548 to 1924

Online catalogue of the German

Music Archive Berlin

Manuscripts, reports and letters re-

ceived 1988-

Database of National Bibliography

Analytics

(a) Top-10 collections for query ”bible”

Collection

Online books, images, maps, mu-

sic...

Medieval Illuminated Manuscripts

Swiss Bibliographies online

Digitized card catalogue of the Col-

lection of Manuscripts and Rare

books of the National and Univer-

sity Library, Croatia

Estonian National Bibliography

Database (ERB)

Rare Books Collections

Corvinas in the National Szochonyi

Library of Hungary

Index Scriptorum Estoniae (ISE).

Literature and literary science

Manuscript Collections

Bibliographia Iuridica Estonica

(BIE)

(b) Top-10 collections for query ”europe”

Table 5.13: Results with constraints I ∪ II.

Logging functionality When studying the more recent logs we also need
to account for changes in the interface of The European Library portal. One
major change in the logging functionality is the additional logging of the user
employing the ”Help” menu. In our model this is reflected by the introduction
of a new state ”help” indicating a user browsing the Help menu.

Users In the time period from 1st June, 2007 until 1st April, 2008, we find still
the majority of sessions attributed to the anonymous guest users. Only 531 users
during that time are registered, the majority of which (449 users) is tracable
only for a single session. Still, the incentives for users to login when interacting
with TEL don’t seem high enough. The largest log of sessions associated with
a single user comprises 43 sessions, and is a singularity. All other users are
tracable only over less than 13 sessions.

The most frequent language used still is English. Table 5.14 list the top-10
languages. These are mostly inline with our previous results. Only the share of
Spanish language use underwent a major increase.

Search sessions and queries Our logs consist of sessions as defined in Sec-
tion 5.2 which contain on average 7.97 actions with the median session length
being 4. Thus we find slightly shorter sessions now. The mean (median) number
of queries issued per session is 2.52 (2) with a mean (median) of 1.67 (1) unique
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Figure 5.15: New search interface of The European Library portal.

Rank Language Rank Language

1 English 6 Italian
2 French 7 Greek
3 Polish 8 Hungarian
4 Spanish 9 Slovenian
5 German 10 Slovak

Table 5.14: Top-10 most frequent interface languages used.

and 0.85 (0) repeat queries per session. These values are again in line with our
previous results.

Queries consist on average of 2.3 keywords coinciding with our earlier find-
ings.

Syntax % Syntax %
AND 4.6 Type 0.2
OR 0.7 Language 0.7

NOT 0.2 ISBN 0.9
Title 6.7 ISSN 0.2

Creator 5.5 Plain 87
Subject 1.4

Table 5.15: Frequency of usage of query syntax.

Table 5.15 shows which percentage of the unique queries found across all ses-
sions contain certain syntactic elements (note that a single query might contain
several syntactic elements so that summing up the probabilities in Table 5.15
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does not yield 1). By far the majority of queries, however, are plain keyword
queries. When looking at the question what kind of queries user pose, we con-
sider the most frequent queries posed. As Table 5.16 depicts, ”shakespeare” and
”europe” lost some rank compared to our previous analysis, while ”mozart” and
”harry potter” consolidate their popularity.

Query # Query #
(”mozart”) 2213 (”einstein”) 233

(””) 1069 (”libye”) 209
(”van gogh”) 702 (”salzburg”) 197

(”harry potter”) 649 (”sange for claveret”) 172
(”meisje met de parel”) 640 (”bach”) 150

(”pink floyd”) 388 (”shakespeare”) 142
(”nuremberg”) 325 (”vasco da gama”) 136
(”rembrandt”) 285 (”goethe”) 134

(”adam smith”) 273 (”europe”) 131
(”standbeeld erasmus”) 266 (”maps”) 131

Table 5.16: Top-20 most frequent queries.

Users’ navigational patterns The first question we tackle is how users be-
have after posing a query and seeing the first result list. As illustrated in
Figure 5.16 in 34% of the cases the query is rephrased and in 15% of the cases
another result list is viewed. In 28% of the cases the search seems successful
as more detailed result record information is viewed. Repeating this analysis
separately for queries appearing first as opposed to last in a search session, we
find that roughly 20% of the search sessions consist of a single query only. Com-
paring these figures to the previous analysis, the most compelling difference is
the relative decline in people searching beyond the first result list. While before
in 25% of the cases the next result list was viewed, only 15% do so in the more
recent logs. Instead the percentage of cases where users view the detailed result
information increases from 17% to 30%.

Next, we look at how sessions typically end. Also here, we find as the
most compelling difference the relative changes in the fraction of sessions that
end with a detailed single result view as opposed to a result list. While in
the previous analysis 15% of the sessions seemed successful as they ended with
a single result being viewed, this fraction increased to 42%. In contrast, the
previous fraction of 46% of cases where sessions end with a result list view
declined to 13%.

Collection selection As depicted in Table 5.5.1 also in the latest logs we
find a mismatch between the collections the results of which are shown and the
collections the results of which are finally viewed.
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14.8%
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4.9%

0.2%

17.4%

Search Resultlist Result Follow-up-action Collection Selection Help End of Session

(a) Over all queries regardless of their position witin a session

31.97%

14.45%30.52%

19.59%

0.03%

3.31%

0.13%
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(b) Restricted to queries appearing first in a session

0.0%
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(c) Restricted to queries appearing last in a session

Figure 5.16: Transition probabilities after the state sequence (search, result list).
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Top-15 collections (viewed result lists) Top-15 collections (follow-up action)

Online books, images,
maps, music...

British Library integrated
catalogue

British Library integrated
catalogue

BN-OPALE PLUS
(France)

SBN OPAC (Italian) SBN OPAC (Italian)

Online catalogue of the
German National Library

Online catalogue of the
German National Library

BN-OPALE PLUS
(France)

Online books, images,
maps, music...

General Catalogue Konin-
klijke Bibliotheek

The Danish National Col-
lections

The Danish National Col-
lections

Cartography catalogue

BNPOL (Poland) Serials and periodicals

ARSBNI 1 Amicus
HELKA (Helsinki Univer-
sity)

Serbian Union Catalogue

Serbian Union Catalogue
General Catalogue Konin-
klijke Bibliotheek

Collections from the Na-
tional Library of Portugal

Collections from the Na-
tional Library of Portugal

National Library of the
Czech Republic

Printed music catalogue

Serials and periodicals
HELVETICAT : the cat-
alogue of the Swiss Na-
tional Library

Cartography catalogue Science, technology and
business

Table 5.17: Top-15 collections queried vs. top-15 collections for which result
records are viewed.
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5.6 Discussion and Outlook

As seen in our study on the logs of The European Library portal, the analysis
of user search behavior is a valuable tool for service providers to detect usability
problems and to improve the quality of their services without the need of active
user participation. Furthermore such an analysis is an important step towards
the design of new algorithms as it might disclose new opportunities.

In our studies we pursued a holistic analysis of users’ search behavior con-
necting the immediate search behavior with the follow-up browsing. This ratio-
nale manifested itself in some more works following ours. In the following we
list some of these as an outlook leading to future work in the area of user search
behavior analyses. For example, Downey et al. [DDH07] introduce a state ma-
chine and language SAM (Search Activity Model) for representing searching and
browsing behavior. Their analysis is a client-side one, thus taking into account
user browsing beyond query result links as well. User actions in SAM can be
parameterized with features such as time, query length, etc. The focus of their
work is to analyze the most important factors for predicting a user’s next action
within a Bayesian dependency network.

Similarly, Agichtein et al. [ABDR06] analyze the factors best predicting
users’ web search result preferences. They employ a machine learning approach
which learns the relationship between observable user interactions and user pref-
erences. When experimenting with query-text features such as query length,
browsing features such as the dwell time on a page, and clickthrough features
such as click frequency, Agichtein et al. find browsing features to yield the high-
est accuracy, thus making a case for the importance of interpreting users’ post-
search behavior beyond mere result clicks. Another contribution of their work is
to consider deviations from the expected behavior instead of the pure behavioral
observations, e.g., when considering click frequency Agichtein et al. account for
positional bias by subtracting the expected number of clicks at a certain rank
from the observed click frequency at that rank.

Also, Bilenko et al. [BWRM08] point out the merits of leveraging both users’
querying and browsing behavior in order to accurately predict future user pref-
erences.

White et al. [WD07, WM07] published a series of interesting user analy-
sis. In [WD07], White and Drucker utilize web behavior graphs [CPW+01]
and a string representation of user browsing trails borrowed from Catledge and
Pitkow [CP95] to analyze the variability within user search trails gathered dur-
ing a 5-month period via browser plugins of ≈ 2, 500 participants. They found
two groups of users: navigators and explorers. While the latter showed highly
variable interactions patterns in the trails they follow, and tended to branch
frequently, to pose many queries during a session, as well as, to visit many new
domains, the first exibited only few deviations, appeared to tackle problems
rather sequentially, and were more likely to re-visit domains. As a consequence,
White and Drucker suggest measures for specifically assisting each user type
with tailored services during searching and browsing.
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In a follow-up study on 13 weeks of client-side logging data from ≈ 580, 000
consenting users, White and Morris [WM07] focus on advanced search engine
users. They classify users who employ advanced query syntax as advanced,
and contrast their search characteristics, post-query navigation behavior, and
search success with the corresponding behavior of non-advanced users. Indeed,
they are able to find interesting connections between the advanced use of query
syntax and the overall search success.

Sadagopan and Li [SL08] extend on our work and devise methods for dis-
tinguishing typical from atypical user sessions in order to detect outliers, e.g.,
caused by automated software programs (bots), for a more accurate estimate
of the Click Through Rate (CTR), and thus a more reliable evaluation of user
search experience. They analyze the clickstream from the search results page of
a major search engine of one day. They consider a Markov chain of event-locality
pairs associating each event with the corresponding result page number in a sim-
ilar fashion to the Markov chain model we devised in Section 5.4.2. Then they
conceive the average Markovian Loglikelihood of a session, i.e., the logarithm of
the probability of the sequence of events in a session normalized by the session
length. They find, indeed, sessions with a low average Markovian Loglikelihood
to occur rarely. To characterize sessions further, they add to the session rep-
resentation 6 further characteristics: the relative portion of page requests, web
clicks, clicks on sponsored links, next clicks, and all other clicks within a session.
By employing the Mahalanobis distance in the resulting 7-dimensional space of
session characteristics, Sadagopan and Li are able to detect atopical sessions,
e.g., consisting of only page requests, of only next clicks, of repeated clicks to
the same result link, or multiple clicks on the same sponsored link.





Chapter 6

Comparison of

Behavior-aware

Content-based Retrieval

Models

Hard queries are known to benefit from relevance feedback provided by users.
It is, however, also known that users are generally reluctant to provide feedback
when searching for information. A natural way to retrieve the most relevant in-
formation satisfying the user need without actually demanding any active user
participation is to exploit implicit feedback from the previous user search be-
havior, i.e., from the context of the current search session. In this chapter, we
present a comparative study on the performance of the three most prominent re-
trieval models, the vector-space, probabilistic, and language-model based retrieval
frameworks (cf. Chapter 2), when additional session context is incorporated.

With the advent of the language modeling [LZ01] paradigm for information
retrieval in the late nineties, also the question arose how to integrate relevance
feedback in this newly established retrieval framework. Until then, the most
common methods for relevance feedback were either an integral part of the
model, as for the probabilistic retrieval model [RJ76], or in the case of the vector-
space model [SWY75], a manipulation of the original query by means of query
term re-weighting and query expansion according to the Rocchio [Roc71] rele-
vance feedback framework. Zhai and Lafferty [ZL01a] were the first to propose
a feedback approach naturally in consistence with the language modeling ap-
proach, and more specifically the Kullback-Leibler divergence framework [LZ01]
introduced in Section 2.4.3. The essence of the KL-divergence framework is
to represent both the query and the document by means of language models
ΘQ and ΘD, and determine the relevance of a document to a given query by
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measuring the Kullback-Leibler divergence between the two language models

DKL(ΘQ||ΘD) =
∑
w∈V

P (w|ΘQ) log
P (w|ΘQ)
P (w|ΘD)

where V is the vocabulary set. Feedback can be naturally integrated in this
framework by updating the query language model according to the observed
feedback documents (see Section 2.5 for a more detailed coverage of relevance
feedback methodologies).

More recently, implicit feedback derived from user interactions with the
search interface has attracted more attention [STZ05b, TSZ06, STZ05a, TDH05].
The key idea is to improve retrieval results without imposing any additional
burden on the user by exploiting all information extractable from the search
process, i.e., the series of query reformulations the user performs until she finds
the desired information, as well as, the documents visisted in that process.

In this work, we question the superiority of the Kullback-Leibler divergence
framework assumed by [STZ05b, TSZ06] when studying approaches for exploit-
ing implicit feedback from user search behavior. More precisely, we translate
the implicit feedback approach described in [TSZ06] to both the probabilistic
and the vector-space retrieval model. In contrast to [TSZ06], we focus on the
short-term query context, i.e., the immediate preceding user actions within the
current search session, as we believe short-term context to be a better indica-
tor of the current search interest than long-term user interests revealed by the
farther reaching user search history. Furthermore we study additional variants
of the method described in [TSZ06]. Our experiments on the TREC Aquaint
data set, indeed, strengthen our doubts on the superiority of the language model
framework, and favor the classical probabilistic retrieval model.

6.1 Related Work

A number of works have examined methodologies for relevance feedback ob-
tained implicitly from the observed user search behavior. Teevan et al. [TDH05]
incorporate implicit feedback into the BM25 [RW94] ranking scheme, the
best performing incarnation of the probabilistic ranking framework. Shen et
al. [STZ05a] utilize the Rocchio relevance feedback model [Roc71] to update the
query representation inside the vector-space model, whereas the works by Shen
et al. [STZ05b] and Tan et al. [TSZ06] study methods for the integration of
implicit feedback into the KL-divergence framework. To the best of our knowl-
edge, there has, however, not been any attempt of comparing the performance
of the utilization of implicit feedback across these retrieval models.

Besides proposals for clarifying the current user search intention by exploit-
ing the user behavior in the immediate session context, an orthogonal direction
of research studies methods for ameliorating search by incorporating the knowl-
edge of the search behavior of a large community of users over a longer time
period. For example, Wen et al. [WNZ02] employ query clustering for the iden-
tification of frequently asked questions. While this approach lacks means to let
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also unseen queries benefit from previous observations, Cui et al. [CWNM03]
propose a query expansion method based on term correlations between terms
occuring in clicked documents and terms constituting the corresponding queries.
This approach thus bears the potential of improving the result quality on new
queries, too. Another log-based query expansion methodology has been pro-
posed by Billerbeck et al. [BSWZ03].

Xue et al. [XZC+04] follow yet another path for letting also unseen queries
benefit from past user interactions. They augment the document representation
by query terms for which the document has been clicked, and thus account
for the gap in term use between queries and documents. Extending this basic
method, Xue et al. also propagate associated query terms to co-visited (and
thus similar) web pages in an iterative manner. Craswell and Szummer [CS07]
further build upon the work by Xue et al. By performaning either a forward
or a backward random walk on the query click graph which connects query
nodes with their corresponding clicked documents, they are able to tackle four
different problems: finding relevant documents for a given query, annotating a
document with queries, suggesting similar queries, as well as, similar documents
for a given query, respectively document. An analysis of a large query click
graph of more than twenty million queries has been presented by Baeza-Yates
and Tiberi [BYT07] indicating semantic relationships between queries deducable
from the click graph structure. In the context of clustering and labeling of
pages within a website Poblete and Baeza-Yates [PBY08] take the inferences
from query clicks to an extreme by representing documents merely by query
sets completely neglecting document content.

By also incorporating the clickstream beyond immediate search results,
White et al. [WBC07] suggest popular destinations to users issuing a Web
search query based on query logs and browsing histories of many users.

Joachims [Joa02, RJ05] goes a step further and exploits query-log data to
learn retrieval functions using a Support Vector Machine (SVM) approach. Sim-
ilarly, Agichtein et al. [ABDR06, ABD06, AZ06] learn a ranking function from
users’ search behavior based on the RankNet learning algorithm.

Other works such as the one by Scholer et al. [SSBT08] specifically address
the value of user click information for search engine evaluation, and the rela-
tionship between relevance and observed user clicks. Carterette et al. [CJ08]
learn to predict the relevance level of a result set merely based on user clicks.

6.2 Aquaint Case Study

6.2.1 Implicit Feedback from the Session Context

In the following we will describe the implicit feedback approach introduced in
[TSZ06] in the context of the KL-divergence framework, as well as, its translation
to the probabilistic and vector-space retrieval model. The key idea in [TSZ06] is
to update the query language model ΘQ according to the observed user search
behavior. The updated query model Θnew

Q is a linear combination of the old
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query model and a search history model ΘH , i.e., Θnew
Q = α ·ΘQ + (1−α) ·ΘH

with α ∈ [0, 1]. Suppose the current query is the k -th query in the current search
session, i.e., the search history H consists of k - 1 queries qi (i = 1, . . . , k − 1)
preceding the current query. Each history query qi together with its set of clicked
(Ci) and non-clicked (NCi) search results then makes up one unit history model
ΘHi , and the overall history model is obtained by a weighted combination of
these unit history models as follows.

ΘH =
∑k−1
i=1 βi ·ΘHi∑k−1

i=1 βi

Tan et al. estimate the unit history model as follows.

ΘHi = λΘQi + (1− λ) · σC
∑
d∈Ci

Θd + σNC
∑
d∈NCi

Θd

σC |Ci|+ σNC |NCi|
That is the unit history model ΘHi

is a linear combination of the query model
ΘQi

and the weighted average of clicked and non-clicked result documents’ lan-
guage models. As Tan et al. report best performance when σC = 1, σNC = 0,
i.e., only clickthrough documents as opposed to the whole set of result doc-
uments are considered, we choose this parameter setting in our experiments.
For the estimation of the basic query and document language models used as
building blocks we take an MLE (maximum-likelihood estimation) approach,
i.e., ΘQ = c(w,Q)

|Q| where c(w,Q) is the count of word w in query Q and |Q| is the

query length, and ΘD =
c(w,Dtitle)

|Dtitle|
where Dtitle denotes the title of document

D.
For the decision of how to weight the various unit history models against

each other, i.e., how to choose the parameters βi, we consider four different
approaches.

Equal weighting weighs all history queries the same, i.e., βi = 1 for all i.

Cosine similarity takes the cosine similarity of the current query string with
the concatenation of query and search result title strings of each history
query into account.

In addition to these schemes already proposed in [TSZ06], we also consider
overlap and time.

Overlap is a simple approach that reasons only on the overlap of the current
query string and the history query string. In case of overlap βi is set to 1,
otherwise to 0.25, i.e., the corresponding history query is lower-weighted
but not completely ignored.

Time In the time-based approach we assume that the query formulations are
improving with time, i.e., we weight more recent history queries higher.
Mathematically this is βi = 1

k−i for all i. For example, if the current query
is the 3rd in the session, β1 = 1

3−1 = 1
2 and β2 = 1.
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In the following we describe the simplistic approach we take to compare this
reasoning for the incorporation of implicit feedback under the three retrieval
models, the probabilistic, vector-space and language-model framework, each
represented by its most prominent incarnation. We start by presenting the
retrieval formula representing the KL-divergence framework which uses Dirichlet
prior smoothing for estimating document language models,∑

w∈Q,D

c(w, q)
|Q| · ln (1 +

c(w,D)

µ · c(w|Collection)
|Collection|

) + ln
µ

|D|+ µ

where c(w|Collection) is the word count of w in the whole collection and µ is
typically 2000 (see Section 2.4.2 for more details). When integrating implicit
feedback the MLE query model c(w,q)|Q| in the left summation term is replaced by
the updated query model Θnew

Q .
In the case of the vector-space model [Sin01] we consider the pivoted nor-

malization scheme∑
w∈Q,D

1 + ln (1 + ln (c(w, d)))

(1− s) + s · |D|
avgLen

· c(w,Q) · ln N + 1
df(w)

where the constant s is usually 0.2, N is the collection size, avgLen the average
document length, and df(w) denotes the document frequency of word w, i.e., the
number of documents in the collection containing word w (see [Sin01] for more
details). The ranking of documents stays unaffected if we divide this ranking
formula by the constant term |Q|, yielding c(w,Q)

|Q| as the only query dependent
term in the formula. This term is actually the same as what we called the query
language model in the KL-divergence framework. We thus take a very ad-hoc
approach of generalizing the implicit feedback approach of Tan et al. to the
vector-space model, by substituting this term by Θnew

Q .
We reason along the same line when adopting Tan et al.’s implicit feed-

back approach to the Okapi BM25 formula, our representative of the classical
probabilistic framework.∑
w∈Q,D

ln
N − df(w) + 0.5
df(w) + 0.5

· (k1 + 1) · c(w,D)

k1 · ((1− b) + b |D|
avgLen ) + c(w,D)

· (k3 + 1) · c(w,Q)
k3 + c(w,Q)

where k1 = 1.2, b = 0.75, k3 ∈ [0, 1000] (see [Sin01] for more details). If we
consider a large value of k3 with c(w, q) << k3, the query-dependent part
(k3+1)·c(w,Q)
k3+c(w,Q) can be approximated by (k3+1)·c(w,Q)

k3
. The constant term k3+1

k3

does not affect the ranking of documents and can be ignored. With the same
argument we can divide the whole formula by the constant |Q| without changing
the ranking of documents, and are again left with the query-language-model like
expression c(w,Q)

|Q| which we replace with Θnew
Q in the case of implicit feedback.

6.2.2 Experimental Results

Our experiments use the Aquaint news data set which is part of the NIST Text
Research Collection (http://trec.nist.gov). It contains 1,033,461 articles of the
Associated Press (AP), the New York Times, and the (English portion of the)
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VS BM25 LM
No Feedback 0.133 0.149 0.138

Equal Weighting 0.172 0.18 0.173
Cosine Similarity 0.168 0.186 0.173

Overlap 0.165 0.184 0.17
Time 0.166 0.184 0.17

Table 6.1: Average MAP values for all combinations of weighting scheme and
retrieval model.

Xinhua News Agency newswires. We study 50 topics from the TREC 2004
robust track (topics 651 - 700) which are known to be difficult. The relevance
assessments for these topics are available, yet we lack some search session context
information. Therefore we ask four volunteers to search for the 50 TREC topics.
We log the sequence of queries they pose, as well as, the search results they click
until they find the desired information. For evaluation, we treat the last query
in a logged search session as the current query so that all preceding queries form
the search context.

We compute the mean average precision (MAP) for all three retrieval mod-
els, all combinations of parameter choices for α = {0.2, 0.4, 0.6, 0.8} and λ =
{0, 0.2, 0.4, 0.6, 0.8, 1}, as well as for all four weighting schemes for choosing the
βi’s. In Table 6.2.2 we report the MAP of the best performing parameter setting
for each combination of weighting scheme and retrieval model.

Clearly, the incorporation of implicit feedback improves the retrieval per-
formance across all ranking schemes. Two-tailed paired t-tests for comparing a
particular scheme without as opposed to with implicit feedback according to the
cosine similarity method give p-values < 0.02. However, the distinctive choice
of only selected parts of the search history does not seem to have a large impact
when only the small short-term context of the current session is considered.
Comparing the three retrieval models, BM25 outperforms the other schemes in
any setting. A two-tailed paired t-test gives a p-value of 0.016 for the comparison
between the pure BM25 and vector-space model, and 0.02 when both ranking
schemes incorporate feedback with cosine similarity. The comparison between
BM25 and the language modeling approach shows a statistically non-significant
improvement.

When comparing the sensitivity of our results to the choice of the param-
eters α and λ, all three retrieval model seem to react very similar to different
combinations of α and λ, as depicted in Figure 6.1 which exemplarily shows the
MAP values when the βi’s are chosen according to cosine similarity. In each
plot we vary either α or λ while the respective other parameter is 0.4. The MAP
values decrease when α increases indicating the benefit of incorporting history.
Inside unit history models, λ ≈ 0.5 seems to give best performance when query
string and clickthrough of the history queries are equally weighted.
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Figure 6.1: Sensitivity of MAP values to α and λ.
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Chapter 7

Behavior-aware Link

Analysis

Improving the ranking of web search results by the incorporation of link-analysis-
based authority scores into the otherwise query-dependent, content-based rank-
ing has become a de facto standard, with the PageRank [PBMW98] algorithm
being the most prominent approach. However, the increasing amount of web
spam and the continuous growth of low-quality web sites are major impediments
to the viability of authority ranking in a world of exploding information and de-
manding users. On the other hand, the users’ assessments of web pages should
not be limited to the endorsements by links. Rather, users can contribute in
the form of explicit feedback, by marking search results as relevant (e.g., the
search engine Wikia Search1 allows users to rate results), implicitly by clicking
on search results, visiting certain pages (click streams), by blogs, wikis, and so
forth. Moreover initiatives are arising towards a tagged web in which hyperlinks
are no longer purely based on navigational purposes but augmented by semantic
meaning, in its simplest form by ”like” and ”dislike” statements [MH05]. This
calls for novel forms of extended authority analysis to harness the newly arising
ways of assessments, especially expressions of disliking a page, which, to our
knowledge, have not been addressed in the context of authority analysis.

PageRank completely ignores the different intentions that lead a web page
author to create a hyperlink which may be purely navigational, or of recommend-
ing or disapproving flavor. The approaches we propose are based on a Markov-
chain model with queries as additional nodes, additional edges that capture
query refinements and result clicks, and corresponding transition probabilities.
This basic model, however, considers only positive feedback, inferred from a user
clicking on a query result. The model cannot express negative feedback from not
clicking on a result although a lower-ranked result was clicked on. The methods
we study in this chapter, on the other hand, support a much richer model that
can handle also the case of non-clicked result pages, and moreover, can capture

1http://re.search.wikia.com/index.html
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and exploit more general forms of negative assessment such as assigning trust
levels to Web pages (e.g., marking a Web page as spam, low-quality, out-of-date,
or untrusted [RKRT04]). For example, within a PageRank-style link analysis, if
many users express distrust in a particular page then the authority (PageRank
score mass) that this page receives from its in-link neighbors should be reduced.
A key difficulty in exploiting both positive and negative assessment is that neg-
ative bias cannot be easily expressed in terms of probabilities, as probabilities
are always non-negative and L1-normalized. We pursue several approaches that
extend standard Markov models, one of which is based on a Markov reward
model [Tij03] where the assessment part is uncoupled from the random walk in
the extended Web graph.

This chapter is organized as follows. In Section 7.1 we review related work
in the area of link analysis and web spam detection. We then lay the ground
for the introduction of our proposed algorithms by presenting our underlying
data model in Section 7.2, followed by the introduction of our basic algorithm,
QRank, in Section 7.3, which augments PageRank by user queries and posi-
tive feedback from result clicks. Then we discuss our proposed algorithms for
modeling negative assessments. In Section 7.4, we propose QLoop∗ which intro-
duces self-loops as an auxiliary construct for incorporating negative feedback. In
Section 7.5, we propose biasing random jumps in a behavior-sensitive manner.
In Section 7.6, we study QReward, an approach employing a Markov reward
model for integrating both positive and negative ratings. As a proof-of-concept,
we present experimental results in Section 8.4.4, and show how these results
further improve when respecting the topicality of feedback in Section 7.8. We
conclude this chapter by a discussion of our results in Section 7.9.

7.1 Related Work

Trust and distrust propagation A variety of related work exists in the area
of trust in social networks. Algorithms for trust propagation transfer trust along
directed links in a social graph similar in vein to authority analysis on the Web
graph. Trust metrics can be classified into global and local ones [ZL05]. While
the latter only consider the local neighbourhood of a node, the first perform
a global trust computation. Works in both settings [R.G03, RKRT04, ZL05,
MH05] point out the semantic difficulty of distrust propagation, but at the
same time show the potential of considering negative endorsements.

Among the approaches performing a local trust propagation, Ziegler and
Lausen [ZL05] introduce the Appleseed trust metric motivated by spreading ac-
tivation models [Qui68]. Initiated by a trust injection to the node of interest,
trust is propagated further to linked trusted nodes. The trust level associated
with a link thereby drives the transfered score mass. In each iteration each node
retains a portion of its current trust score determined by the spreading factor,
and spreads the remaining score mass to its successors. To ensure that the ob-
tained trust scores reflect the network of trust of the node of interest, backlinks
from all nodes to the initial node re-inforce the source of trust in each iteration.
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Ziegler and Lausen further extend Appleseed by an integrative distrust prop-
agation. They propose to propagate negative trust scores to distrusted nodes
according to the negative distrust level associated with their link analogously to
the postive trust propagation. Due to distrust relationships the system, how-
ever, looses score mass during propagation, as not all the score mass residing on
a node is distributed among its children. As it is semantically unclear how to
proceed with the trust propagation when the trust score associated with a node
itself turns negative, propagation stops on these nodes.

Guha et al. [RKRT04] aim at the prediction of pairwise trust in a network
of people for ameliorating the services of e-commerce and recommendation sys-
tems, such as Ebay2, Epinions3, or Amazon4, thus considering as well a local
method. Guha et al. model a people network by means of a directed graph with
reals indicating trust, respectively distrust levels, being associated with edges.
They identify major obstacles to a straightforward distrust propagation, such
as

...merely shifting all trust scores so that no negative values re-
main ...would be sensitive to outliers and additionally distort the
semantics of a zero score: does a trust score of 0 translate to dis-
trust or ’no opinion’?

...the principal eigenvector of the matrix of trust values need no
longer be real. This is a barrier to approaches in which the trust
matrix is turned into a Markov chain and the principal eigenvector
is interpreted as an absolute measure of trust.

...what does it mean to combine distrusts through successive peo-
ple in a chain?

To handle the transitivity of distrust, they equally pursue two different seman-
tical interpretations, additive and multiplicative distrust propagation. In the
latter, a transitive relationship between two nodes i and k which are connected
through another node j in such a way that both links (i,j) and (j,k) denote
distrust relationships is interpreted such that i trusts k, as the enemy of your
enemy is your friend. In contrast, additive distrust propagation would charac-
terize the link (i,k) to express strong distrust. As Guha et al. are not interested
in deriving global trust values, but a prediction of the pairwise trust one node
has in the other, merely arguing on a finite number of trust propagation steps
instead of considering a stationary trust distribution is sufficient for them, and
allows them to neglect convergence issues.

Also in the context of recommender systems such as Epinions, Guha [R.G03]
proposes global trustworthiness scores based on PageRank-style trust propaga-
tion. After PageRank convergence, distrust relations are folded in in an ad-hoc
manner by subtracting the PageRank of sources of distrust statements divided
by the total number of distrusts they utter from the ranks of their targets.

2www.ebay.com
3www.epinions.com
4www.amazon.com

www.ebay.com
www.epinions.com
www.amazon.com
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That way, the distrust expressed by a highly trusted person is considered more
precious.

In the area of web spam demotion, Wu et al. [WGD06] consider progation of
trust and distrust on the Web graph by extending the global TrustRank algo-
rithm introduced by Gyöngyi et al. [GGMP04]. TrustRank is a PageRank-like
algorithm propagating trust from a seed set of trustworthy pages on the Web.
Wu et al. question the equal splitting of trust among the successors of a page,
as well as, the aggregation of trust from multiple parents by simple summation,
and study alternatives. They find a trust propagation employing logarithmic
splitting and maximum share aggregation of trust to outperform TrustRank.
Logarithmic splitting transfers the current node’s trust score divided by the
logarithm of its outdegree to its successors, and maximum share aggregation
replaces the simple summation of trust from multiple parents by the maximum
of the trust values sent by the parents. Wu et al. further extend on TrustRank
by propagating distrust from a seed set of spam pages in a TrustRank-style
manner, yet by traversing links backwards, i.e., distrust is propagated from a
spam page to its predecessor page. The rationale behind is that a page who
links to a spam page is most probably a spam page itself. In a final combination
step a weighted difference of trust and distrust values is used for ranking. In a
follow-up evaluation on a larger dataset, Nie et al. [NWD07b] re-assess the qual-
ity of these trust and distrust propagation schemes under a different evaluation
measure which does not only acknowledge the ability to demote spam sites but
also boost normal sites. They are able to re-assure the merits of distrust prop-
agation. TrustRank and its discussed variants have been shown to succeed in
demoting spam sites. Yet, as pointed out in [NWD07a] by Nie et al. TrustRank
does not capture the quality differences among normal non-spam sites. To ac-
count for this, the cautious surfer model they introduce incorporates TrustRank
into authority analysis on the Web. The cautious surfer performs a biased ran-
dom walk favoring more trustworthy pages when randomly jumping to a page.
A page’s trustworthiness thereby is estimated based on TrustRank. That way,
the cautious surfer model outperforms both PageRank and TrustRank in terms
of ranking quality. The problem at hand in the area of web spam demotion
differs from the setting we consider as these works assume the existence of pre-
classified seed sets of trusted sites and spam sites. The setting we tackle does
not rely on the availability of prior information on the characteristics of nodes,
but aims at deriving a global quality assessment based on pairwise judgements
between nodes.

Link analysis algorithms accounting for user behavior A number of
works exist aiming at an incorporation of user search behavior into state-of-the-
art link analysis algorithms as introduced in Chapter 3. However, to the best
of our knowledge these have not dealt with negative feedback yet. For example,
Lin and Chen [LC03] augment HITS by virtual links based on the observed
user browsing behavior, i.e., whenever a user issues a query a virtual hub page
representing the query result page, as well as, virtual links to the clicked re-
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Figure 7.1: PageRank’s Web graph model.

sults, are introduced. Later users issueing similar queries will then be presented
a ranking of search results based on a HITS computation on the augmented
graph structure based on the other users’ previous search behavior. Chang et
al. [CCM00] introduce a personalized variant of HITS which aims at ”lifting”
the authority of personally considered important pages. Similarly, Eirinaki and
Vazirgiannis [EV05] introduce usage-based PageRank to provide personalized
recommendations to the visitors of a Web site based on previous users’ visits.
They perform a PageRank computation on navigational graphs made up by
previous users’ paths through the Web site with random jumps being biased to-
wards frequently accessed pages. More recently, Liu et al. [LGL+08] introduced
BrowseRank which carries the idea of a usage-based PageRank computation on
a user browsing graph beyond single Web sites, and extends it to the whole
Web. Liu et al. also account for the time a user spends on a page by casting
BrowseRank into a continuous-time Markov model with sojourn times being
estimated from the user staying time.

A work exploiting both explicit positive and negative user feedback has been
proposed by Vassilvitskii and Brill [VB06]. They utilize the distance of result set
documents from documents users gave explicit positive, respectively negative,
feedback for re-ranking, and make a case for the validity of the assumption
that irrelevant documents tend to link to other irrelevant ones, while relevant
documents tend to be interlinked with other relevant ones. Still their approach
is a mere distance-based one while the algorithms we consider make feedback
an integral part of the link analysis exploiting transitivity effects.

7.2 Behaviorally-enhanced Web-Graph Model

In the following we briefly recap PageRank and its underlying web graph model
which has already been introduced in Chapter 3.
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As illustrated in Figure 7.1, PageRank models the Web as a directed graph
where nodes represent Web pages which are connected via directed links reflect-
ing the hyperlink structure. Intuitively, PageRank measures the importance or
authority of web pages by how many important pages link to it. More pre-
cisely, PageRank computes the unique equilibrium probability distribution of
the Markov chain given by its graph model and additional random jump links
between all pairs of nodes.

Definition 21 (PageRank). The vector of PageRank scores ~πPR is defined as

~πPR = ε · ~r + (1− ε) ·AT~πPR
where ~r denotes the uniform random jump vector with

∑
i ~ri = 1, and A is

the row-normalized adjacency matrix defined by the hyperlink structure of the
web as given in Defintion 2. A treats dangling, zero-outdegree nodes by linking
them to all other nodes in the graph.

In this work, we acknowledge the importance of search engines in how users
perceive and interact with the Web. Thus we turn PageRank’s random surfer
model into the more accurate model of a random web searcher, i.e., we further
enhance PageRank’s graph model by materializing the highly dynamic pages of
a search engine’s Web site, its query result pages. This way nodes in our Web
graph model might be either static Web pages or user queries with their associ-
ated result list. Moreover, we introduce typed links carrying rating information
to reflect implicitly or explicitly obtained user assessments. This might be, e.g.,
implicit positive feedback obtained from the user clicking on a search result link,
or implicit negative feedback whenever a search result is skipped. We coin our
graph model behaviorally-enhanced Web graph which is defined as follows.

Definition 22 (Behaviorally-enhanced Web Graph). A behaviorally-enhanced
Web Graph BG=(V,E) is a directed graph consisting of the nodes in V and
the edges in E . The nodes in V represent Web pages or user queries which are
connected via typed edges E expressing categorical judgements. Edges might
carry one of the three ratings positive (+1), neutral (0), and negative (-1).

Note that we restrict ourselves to three categorical judgements, our models,
however, can be easily extended to allow for more fine-grained quantifications,
e.g., real-valued ratings. Also, the term neutral link should not mislead: hyper-
links without any additional attached rating are neutral links. This does not
mean they can be neglected as if they did not exist. Neutral links represent
endorsements of the linked pages, albeit to a less extent than positive links. In
the following we further characterize the nodes and edges in the behaviorally-
enhanced Web graph.

Definition 23 (Links in the Behaviorally-enhanced Web Graph). A behaviorally-
enhanced Web graph contains three types of links: positive, negative and neutral
links which qualitatively reflect the kind of rating associated with them. While
E denotes the set of all links, let E+ be the set of positive links, E0 the set of
neutral links, and E− the set of negative links.
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Figure 7.2: Behaviorally-enhanced Web graph.

Definition 24 (Nodes in the Behaviorally-enhanced Web Graph). Based on
their outgoing links, the nodes in a behaviorally-enhanced Web graph are char-
acterized further as positive rating sources, denoted by V+ ⊆ V, whenever they
have positive outgoing links. Consequently sources of negative ratings are de-
noted by V− ⊆ V and refer to the nodes with negative outgoing links.

Figure 7.2 displays a sample behaviorally-enhanced Web graph. The de-
picted example graph indicates positive links by green, dashed arrows, negative
links by red, dotted arrows, and neutral links by black arrows. Also, the nodes
are color-coded to distinguish sources of positive links, sources of negative links,
and sources of both positive and negative links from nodes that do not have any
positive or negative outgoing links.

Table 7.1 gives a summary of the notation used throughout this chapter.

We further introduce the following matrix notation.

As already introduced in Definitions 2 and 21 the matrix A is the row-
normalized adjacency matrix defined by the hyperlink structure which connects
dangling nodes to all other nodes in the graph. Thus for a behaviorally-enhanced
Web graph BG, A is representing the links in E0. Then we introduce the ma-
trix A+ which augments A by the links in E+. and finally the matrix A+−
representing all links in BG.

Definition 25 (Adjacendy matrix A+ enhanced by positive links). The matrix
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BG = (V, E) Behaviorally-enhanced Web graph
V Set of all nodes

V+ ⊆ V Set of positive rating sources
V− ⊆ V Set of negative rating sources
E Set of all edges

E0 ⊆ E Set of neutral links
E+ ⊆ E Set of positive links
E− ⊆ E Set of negative links
A Adjacency matrix on E0

A+ Adjacency matrix on E+ ∪ E0

A+− Adjacency matrix on E

Table 7.1: Summary of used notation.

A+ represents both neutral (E0) and positive links (E+)

a+(i, j) =

{
1

outdegree(i)
∀i→ j ∈ E0 ∪ E+

1
n otherwise

Furthermore dangling nodes are handled in A+ by the introduction of neutral
links to all other nodes in the graph.

Definition 26 (Adjacendy matrix A+− enhanced by positive and negative
links). The matrix A+− represents neutral (E0), positive (E+) and negative
links (E−).

a+−(i, j) =

{
1

outdegree(i)
∀i→ j ∈ E

1
n otherwise

Furthermore dangling nodes are handled in A+− by the introduction of neutral
links to all other nodes in the graph.

7.3 QRank

QRank [LW04] enhances PageRank by exploiting implicit positive feedback ob-
tained from query logs. It incorporates queries in a natural manner into the
Web graph by the introduction of additional nodes, and further augments the
mere hyperlink structure of PageRank by positive links representing query-result
clicks as well as neutral links representing query refinements between successive
queries in a query chain. As QRank lacks the means to exploit negative feed-
back, QRank’s graph model is the behaviorally-enhanced Web graph as defined
in Section 7.2 restricted to neutral and positive links only.

Thus QRank models the following endorsing relationships as indicated in
Figure 7.3.

Query Refinement Query refinements occur whenever a user did not receive
satisfying search results after posing a query and thus reformulates her
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Figure 7.3: Sample of a behaviorally-enhanced Web graph underlying QRank.

query. The sample graph depicted in Figure 7.3 contains such an edge
between the query ”michael jordan” and the follow-up query ”washington
wizards next game”. Query refinements are represented by neutral links
between the corresponding queries.

Query Result Clicks Whenever a user clicks on a result link (e.g., she views
Michael Jordan’s biography page at nba.com after posing the query
”michael jordan” as shown in Figure 7.3), an edge connecting the clicked
web page to the issued query is introduced to reflect this implicit positive
user feedback. Query result clicks are represented by a positive link from
a query to a web page.

Citation Citations are the links also present in PageRank’s Web graph model.
Whenever a web page points to another page via a hyperlink, e.g., in Figure
7.3 Michael Jordan’s NBA page contains a hyperlink to the Washington
Wizards, a directed link between the corresponding pages is introduced
to indicate the appreciation of the linked page’s content by the linking
page’s author. Citations are represented by neutral links between the
corresponding web pages.

Then QRank models a random searcher as follows. The session starts with
either a query or a web page. With probability ε the user performs a random
jump towards a uniformly chosen node, and with probability 1 − ε she follows
an outgoing link. If she does a random jump, then the target is a query with
probability β and a web page with probability 1 − β. When the user follows
an outgoing link, the behavior depends on whether the user currently resides
on a query node or a web page. In the case of a web page, she simply follows
a uniformly chosen outgoing hyperlink as in the standard PageRank model. If

nba.com
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Figure 7.4: QRank’s random searcher model.

she currently resides on a query node, she can either visit another query node,
thus refining or reformulating her previous query, or visit one of the results that
were clicked on (and thus implicitly considered relevant) after the same query
by some other user in the overall history. From the history we can estimate
relative frequencies of these refinement and click events, and these frequencies
are proportional to the bias for non-uniformly choosing the target node in the
random walk. This description is illustrated in Figure 7.4 and more formally
cast into the following definition.

Definition 27 (QRank). The vector of QRank scores ~πQRank is defined as

~πQRank = ε · ~rβ + (1− ε) ·AT+ · ~πQRank
where the random jump vector is β-biased towards positive rating sources

according to

~rβ(i) =

{
β
|V +| , if i ∈ V +

1−β
|V−V +| , if i ∈ V − V +

and the matrix of transition probabilities A+ reflecting the behaviorally-
enhanced web graph restricted to positive and neutral links as given in Definition
25.

Random jumps are biased towards the sources of positive ratings whereby
the bias strength is regulated by the parameter β. In the extreme, setting β = 0,
ignores query nodes in the context of random jumps and lets QRank fall back
to PageRank, whereas for β = 1 only query nodes would be targets of random
jumps. This last case models a typical random searcher that accesses Web pages
either by posing a query or browsing along hyperlinks.
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Theorem 7.3.1. For ε 6= 0 and β 6= 1, QRank defines an ergodic Markov chain.

Proof. AT+ is a stochastic matrix which implies that QRank defines a Markov
chain. Irreducibility and aperiodicity are ensured by the random jumps as long
each node is reachable from every other node with non-zero probability. With
Theorem 3.1.1 it follows that QRank defines an ergodic Markov chain, and thus
converges.

The QRank model however faces some limitations in that it cannot model
negative feedback. Assume a user marks a search result as irrelevant for a
certain query. Given that some other user gave positive feedback on the very
same relation, i.e., the QRank graph already contains a link from query A to
document B, we can model the presence of negative feedback by reducing the
transition probability from A to B with respect to all other links leaving A.
In the case that there is no such link yet, we lack means to model negative
feedback inside QRank. In the following we propose algorithms that overcome
this limitation and integrate negative endorsements.

7.4 QLoop∗

The first algorithm, we propose, is not based on PageRank itself, but on a
slight variant, the self-loop algorithm, which differs from PageRank only by the
introduction of self-loops each node performs with probability δ. Thus the self-
loop algorithm amounts to

~πself−loop = ε · ~r + δ · ~πself−loop + (1− ε− δ) ·AT · ~πself−loop

For the difference between the induced stationary visiting probabilities, ~πPR and
~πself−loop, we can derive the following upper-bound in terms of the L1-norm

||~πself−loop − ~πPR||1 ≤ 2 · δ
ε

Proof. We have
~πPR = ε · ~r + (1− ε) ·AT~πPR

and
~πself−loop = ε · ~r + δ · ~πself−loop + (1− ε− δ) ·AT~πself−loop

and thus

~πself−loop − ~πPR = δ · ~πself−loop + (1− ε− δ) ·AT~πself−loop − (1− ε) ·AT~πPR
⇔ ~πself−loop − ~πPR = δ · ~πself−loop − δ ·AT~πself−loop + (1− ε) ·AT (~πself−loop − ~πPR)

⇔ ~πself−loop − ~πPR = (I − (1− ε) ·AT )−1(δ · ~πself−loop − δ ·AT~πself−loop)

As I − (1 − ε) · AT is an M-matrix with ||I − (1 − ε) · AT ||1 = ε, we have
(I − (1− ε) ·AT )−1 ≥ 0 with L1-norm 1

ε according to Theorem 3.1.3. Thus



124 7. Behavior-aware Link Analysis

||~πself−loop − ~πPR||1 = ||(I − (1− ε) ·AT )−1(δ · ~πself−loop − δ ·AT~πself−loop)||1
≤ ||(I − (1− ε) ·AT )−1||1 ||δ · ~πself−loop − δ ·AT~πself−loop||1
≤ 1

ε
· ||δ · (I −AT )~πself−loop||1

≤ 1
ε
· δ · ||I −AT ||1

Let K = I −AT . Then the absolute column sum of the jth column of K is∑
i

|kij | = 1− ajj +
∑
i 6=j
| − aij | = 1− ajj + 1− ajj = 2− 2 · ajj

as AT is column-stochastic. Thus

||K||1 = max
j
{2− 2 · ajj} = 2

in case a nondangling node exists. Thus ||~πself−loop − ~πPR||1 ≤ 2·δ
ε .

For Web search, a change in ranking order is more important than changes
in terms of absolute scores. Just by reasoning on the defining equation of the
self-loop algorithm which turns into PageRank as δ → 0, we find that authority
scores under both algorithms share some base contribution which stems from
random jumps, and differ in how much authority is inherited via incoming links.
Thus self-loops reduce the influence of predecessors in favor of some selfishness of
always keeping a fraction of own authority. As a consequence low-indegree nodes
experience a slight boost in score with self-loops being added, while auhoritative
pages under PageRank undergo small perturbation due to the reduced authority
that is propagated to them and recursive changes in authority propagation. This
intuition is experimentally underpinned by comparing scores of corresponding
nodes under the two algorithms. Figure 7.5 plots nodes and their logarithmic-
scaled scores in descending order of PageRank scores.

To back our intuition that a decrease of the self-loop probability δ′ of a
selected node i indeed results in a decreased score, we reason on the defining
equation of the self-loop algorithm. Making the contributions of incoming links
and dangling pages encoded in the matrix A explicit and assuming i is non-
dangling, we have

~πself−loop(i) = ε · ~r(i) + δ′ · ~πself−loop(i)

+(1− ε− δ) ·
 ∑

(j,i)∈E−E−

~πself−loop(j)
out(j)

+
∑
j∈DP

~πself−loop(j)
|V|


where out(j) denotes the outdegree of j and DP is the set of dangling pages.
Thus under the assumption that no other node undergoes changes in ε and δ,
δ′ < δ implies a reduced score for node i.
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Figure 7.7: Treatment of negative ratings within the QLoop∗ algorithm.

Analogously, we may consider a self-loop augmented variant of QRank,
coined QLoop, forming the basis of a holistic approach to integrate both positive
and negative endorsements into link analysis. See Figure 7.6 for an illustration
of QLoop.

To infer a notion of community-level authority, we introduce QLoop∗ that
models

positive ratings by the introduction of positive links the way QLoop does,
and

negative ratings by node-specific loop and jump probabilities.

In QLoop∗ a negatively judged node is punished by a decrease in its self-
loop probability. The value of the updated self-loop probability δ′ and thus the
amount of decrease δ − δ′ depends on the authority scores of its predecessors.
This way we facilitate an intertwining of rating- and hyperlink-based authority
propagation. Computing QRank in a pre-processing step, QRank scores of
rating sources serve as an estimate of their quality. To avoid that successors
of a punished node benefit from changes in the self-loop probability δ, we re-
distribute the remaining probability mass by increasing the respective random
jump probability. Figure 7.7 illustrates how QLoop∗ integrates negative ratings.
Note that negative links only serve as an auxiliary construct for the derivation
of the node-specific self-loop probabilities, but are themselves not part of the
graph structure on which the random walk is performed.

More formally, QLoop∗ is defined as follows.

Definition 28 (QLoop∗). With QRank’s stationary visiting probabilities
~πQRank and the matrix A+ as in Definition 25, the vector of QLoop∗ scores,
denoted by ~πQloop∗, is defined as

~πQloop∗ = ε · ~rβ + δ ·WT~πQloop∗ + (1− ε− δ) ·AT+ · ~πQloop∗

with random jumps being β-biased according to

~rβ(i) =

{
β

|V+∪V−| , if i ∈ V+ ∪ V−
1−β

|V−(V+∪V−)| , otherwise



7.4 QLoop∗ 127

and self-loops adjusted according to

Case 1: ∃k ∈ V− : (k, i) ∈ E−

1. with normalization

wij =


1− ∑

{k|(k,i)∈E−}
~πQRank(k)

|{l∈V|(k,l)∈E−}| , if i = j

1
|V|−1 ·

∑
{k|(k,i)∈E−}

~πQRank(k)
|{l∈V|(k,l)∈E−}| , if i 6= j

2. without normalization

wij =


1− ∑

{k|(k,i)∈E−}
~πQRank(k), if i = j

1
|V|−1 ·

∑
{k|(k,i)∈E−}

~πQRank(k), if i 6= j

Case 2: 6 ∃k ∈ V− : (k, i) ∈ E−

wij =
{

1 , if i = j

0 , if i 6= j

In order to limit the influence of a single node we propose a variant of QLoop∗

that employs normalization, i.e., that normalizes the weight of a negative rating
by the number of negative outgoing links its source has. Similarly to QRank,
QLoop∗ replaces PageRank’s uniform random jump vector with a biased one.
Whereas QRank only knows positive rating sources, QLoop∗ biases random
jumps towards both positive and negative rating sources. In both algorithms,
the bias can be regulated by the choice of the parameter β. The rationale behind
β-biasing random jumps is to boost the importance of rating sources and thus
increase the impact of ratings. Especially in the case of user queries being the
sources of ratings, biased random jumps increase the impact of user queries
which mostly have a zero indegree as they are not linked by static web pages.
Interesting future work would be to study an extension of QLoop∗ which also
regulates the amount of bias on positive rating sources with respect to negative
ones.

Theorem 7.4.1. QLoop∗ defines an ergodic Markov chain.

Proof. It can be shown easily that W is a stochastic matrix which implies that
QLoop∗ defines a Markov chain. Irreducibility is ensured by random jumps,
and aperiodicity is a consequence of the self-loops. From Theorem 3.1.1, we
have that a finite, irreducible and aperiodic Markov chain, is also ergodic. Thus
QLoop∗ converges.
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7.5 Behavior-sensitive Random Jumps

While negative ratings have been modeled with the help of self-loops in the
previous section, we now introduce two approaches utilizing random jumps as
an auxiliary construct for modeling negative ratings. In Section 7.5.1 we present
GlobalQJump which adjusts the one global random jump vector to account for
negative and positive ratings. In contrast, LocalQJump, which is introduced in
Section 7.5.2, assigns a random jump vector to each node which can be adjusted
for each node separately to reflect negative ratings.

7.5.1 Globally Behavior-sensitive Random Jumps

In resemblance to personalized PageRank [Hav03], we propose to integrate addi-
tional assessments into the process of authority propagation by the aggregation
of endorsements and disapprovals into a biased random jump vector. Thus
nodes receiving positive ratings are more often starting states of a new path
of the random surfer than nodes judged to be of poor quality. We coin our
proposed approach GlobalQJump which is defined as follows.

Definition 29 (Reward matrix). A reward matrix R̂ is a VxV-matrix such that

r̂ij =


−1, if (i, j) ∈ E−

0, if (i, j) ∈ E0

1, if (i, j) ∈ E+

Definition 30 (GlobalQJump). Let R̂ denote a reward matrix as defined in
Definition 29. Then depending on how we choose to aggregate positive and
negative ratings, we distinguish between three incarnations of globally behavior-
sensitive random jump vectors, denoted by ~rBS in the following.

Uniform: ~rBS(j) =
∑
i r̂ij

Normalized: ~rBS(j) =
∑
i

r̂ij∑
j |r̂ij |

Weighted: ~rBS(j) =
∑
i r̂ij · ~πβ−PR(i)

This first aggregation of ratings is followed by

1. a normalization step,

2. the addition of the one vector, and

3. a final re-normalization step yielding the final jump vectors.

In the weighted feedback aggregation scenario, stationary visiting probabilities
under PageRank (E0 defines the link structure A) with β-biased random jumps
to nodes in V− ∪ V+ serve as authority scores ~πβ−PR.

Let ~πGlobalQJump denote the unique equilibrium probability distribution un-
der GlobalQJump which is defined as
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~πGlobalQJump = ε · ~rBS + (1− ε) ·AT · ~πGlobalQJump

The following theorem gives an upper bound in terms of L1-norm on the
difference between the steady-state probability distributions of PageRank ~πPR
and GlobalQJump ~πGlobalQJump.

Theorem 7.5.1. Let ~πGlobalQJump denote the unique equilibrium probability
distribution under GlobalQJump. Then ||~πGlobalQJump − ~πPR||1 ≤ ||~rBS − ~r||1.

Proof.

~πGlobalQJump − ~πPR = ε · (~rBS − ~r) + (1− ε) ·AT (~πGlobalQJump − ~πPR)

⇔ ~πGlobalQJump − ~πPR = (I − (1− ε) ·AT )−1 · ε · (~rBS − ~r)

Thus

||~πGlobalQJump − ~πPR||1 ≤ ε · ||(I − (1− ε) ·AT )−1||1 · ||~rBS − ~r||1
≤ ε · 1

ε
· ||~rBS − ~r||1

≤ ||~rBS − ~r||1

7.5.2 Locally Behavior-sensitive Random Jumps

In the standard PageRank algorithm, with probability ε the random surfer per-
forms a random jump to any other node in the graph uniformly at random. The
transition probabilities along these random jump links are the same for each
node in the graph. This enables an easy decoupling of the random jump part
of the random walk from the part that respects the graph structure induced
by hyperlinks, and thus a fast computation of the power method on the sparse
hyperlink matrix. To model the additional semantics of negative links, a feasi-
ble approach is to decrease the probability along the corresponding materialized
random jump link which by definition exists between each pair of nodes. This
leads to a node-specific choice of transition probabilities along random jump
links which are no longer uniform for all nodes in the graph.

While in the previous section, we proposed to aggregate positive and neg-
ative ratings to form a global biased random jump vector, we now propose
LocalQJump which facilitates a true transitive propagation of ratings.

Consider the following example.

Example 1. We assume the simple graph topology displayed in Figure 7.8a.
Thus the random jump vector of node 1 would desirably have a decreased

transition probability towards node 4 with respect to all other nodes. This
could, e.g., be achieved by choosing the transition probabilities along random
jump links leaving node 1 as follows
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Figure 7.8: Sample graph topology (a) with locally behavior-sensitive random
jumps for node 1 in (b).
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More formally, we define our approach as follows.

Definition 31 (LocalQJump). Let out−(i) be the number of outgoing negative
links of a node i ∈ V−. Then the random jump probability of a random jump
from i to j is (

ε
|V|−out−(i) if (i, j) /∈ E−

ν
out−(i) if (i, j) ∈ E−

)
Let N = (nij) denote the row-normalized matrix of negative links, and

R = (rij) be the row-normalized matrix of all random jumps without negative
links, i.e.,

nij =

(
0 if (i, j) /∈ E−
1

out−(i) if (i, j) ∈ E−
)

and
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rij =

(
1

|V|−out−(i) if (i, j) /∈ E−
0 if (i, j) ∈ E−

)
Then LocalQJump is formally cast into

~πLocalQJump = ε·RT~πLocalQJump+ν·NT~πLocalQJump+(1−ε−ν)·AT+·~πLocalQJump

An obvious desired property for this algorithm to make sense is to require
that

ε

|V| − out−(i)
>

ν

out−(i)
∀ i

⇔ ε · out−(i)
|V| − out−(i)

> ν ∀ i

This constraint does not leave a lot of room for choosing ν, but requires
the value of ν to be close to zero. Furthermore its value is dependent on the
size of the considered graph, as well as, the minimum number of outgoing nega-
tive links a node might have. We need to treat nodes with no negative outlinks
separately to ensure we are reasoning on a stochastic matrix of transition proba-
bilities. Thus for zero-negative-outdegree nodes, we re-distribute the score mass
ν equally among all nodes in the graph in a similar fashion as we treat zero-
outdegree nodes. Otherwise the minimum number of negative outgoing links 1,
yields the following lower bound on the maximum possible value of ν:

ε

|V| − 1
> ν

Similarly to QRank and QLoop∗, we further bias random jumps towards
positive and negative rating sources within LocalQJump. This bias can again
be regulated by the probability β with which random jumps are directed towards
rating sources as opposed to all other nodes.

Definition 32 (β-biased LocalQJump). β-biased LocalQJump extends Lo-
calQJump as given in Definition 31 by an additional bias towards rating sources.
Then the random jump probability of a random jump from i to j is

ν·β
|{k|(i,k)∈E− ∧ k∈V+∪V−}| if (i, j) ∈ E− ∧ j ∈ V+ ∪ V−

ν·(1−β)
|{k|(i,k)∈E− ∧ k∈V−(V+∪V−})| if (i, j) ∈ E− ∧ j /∈ V+ ∪ V−

ε·β
|(V+∪V−)−{k|(i,k)∈E−}| if (i, j) /∈ E− ∧ j ∈ V+ ∪ V−

ε·(1−β)
|V−(V+∪V−)−{k|(i,k)∈E−}| if (i, j) /∈ E− ∧ j /∈ V+ ∪ V−


Let Nβ = (nβij) denote the row-normalized matrix of negative links, and

Rβ = (rβij) be the row-normalized matrix of all random jumps without negative
links, i.e.,
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nβij =

 0 if (i, j) /∈ E−
β

|{k|(i,k)∈E− ∧ k∈V+∪V−}| if (i, j) ∈ E− ∧ j ∈ V+ ∪ V−
1−β

|{k|(i,k)∈E− ∧ k∈V−(V+∪V−})| if (i, j) ∈ E− ∧ j /∈ V+ ∪ V−


and

rβij =


β

|(V+∪V−)−{k|(i,k)∈E−}| if (i, j) /∈ E− ∧ j ∈ V+ ∪ V−
1−β

|V−(V+∪V−)−{k|(i,k)∈E−}| if (i, j) /∈ E− ∧ j /∈ V+ ∪ V−
0 if (i, j) ∈ E−


Then β-biased LocalQJump is formally cast into

~πβ−LocalQJump = ε ·RβT~πβ−LocalQJump
+ν ·NβT~πβ−LocalQJump + (1− ε− ν) ·AT+ · ~πβ−LocalQJump

where A+ is the behaviorally-enhanced web graph restricted to positive and
negative links as in Definition 25.

Computational complexity of LocalQJump

At first sight, altering the random jump vector on a node-to-node basis seems to
be computationally infeasible. PageRank computations typically do not materi-
alize a random jump matrix, but decouple the propagation along random jumps
from the one along hyperlinks. This facilitates fast matrix-vector multiplications
due to the sparsity of the link structure.

As opposed to the naive approach of materializing all random jump links
resulting in the dense adjacency matrix R, the following approach retains the
property of a sparse matrix by decoupling groups of probability mass aggrega-
tions along random jump links from the iterative matrix multiplication.

Let

~s− =

(
1

|V|−out−(v) , if v ∈ V−
0, if v /∈ V−

)
be a vector indicating nodes that are

sources of negative links by nonzero values,

~s+0 =

(
1
|V| , if v /∈ V−
0, if v ∈ V−

)
be a vector indicating nodes that are not sources

of negative links by nonzero values,

M =

(
mij = 1

|V|−out−(i) , if (i, j) ∈ E−
mij = 0 otherwise

)
be a matrix with nonzero entries

whenever there is a negative link,
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N =

(
mij = 1

out−(i) , if (i, j) ∈ E−
mij = 0 otherwise

)
be a matrix with nonzero entries

whenever there is a negative link, and

~1 =
(

1
)

be the one vector.

Then one iteration of the power method is as follows.

~pt+1 = (1− ε− ν) ·AT+~pt
+(ε+ ν) · ( ~s+0

T · ~pt) ·~1 + ε · ( ~s−T · ~pt) ·~1
−ε ·MT · ~pt + ν ·NT · ~pt

where M is a correcting matrix subtracting away the falsely added probabil-
ity mass in the preceding summand. Of course, the matrices M and N can be
comprised to a single matrix. Then the computational complexity of one iter-
ation amounts to 4n+2 scalar multiplications + 2n scalar additions +

2 matrix/vector multiplications + 2 dot products + n scalar subtrac-

tions where n is the number of nodes in the graph. In contrast one PageRank
iteration demands 2n scalar multiplications + n scalar additions + 1

matrix/vector multiplication.
The construction of ~s−, ~s+0, M and N are also some extra work compared

to PageRank which is, however, done only once in a pre-processing phase before
the actual computation starts.

7.6 QReward

Inspired by the use of Markov reward models in the field of performance and
dependability analysis, we propose to augment the graph model representing
the hyperlink structure of the Web with an additional reward structure. Each
page is associated with a reward accumulator variable, collectively denoted by
the vector ~g, which is updated each time the page is visited depending on the
transition’s reward. This reward is the rating associated with the link which
depends on the transition’s source and target and is derived from the query-log
and click-stream information as well as explicit page assessments.

With R̂ = (r̂ij) denoting a reward matrix as defined in Definition 29, each
transition along (i, j) ∈ E results in an update of the vector ~g according to

~gn(j) = ~gn−1(j) + r̂ij

Then the long-run average reward each node accumulates per step

~g∞(i) = lim
n→∞

1
n
· ~gn(i)

gives an rating-based measure of its quality. The contribution of each rating
is implicitly weighted by the authority of its source given by how often it is
visited during a random walk. In the following we present a theorem that
allows us to compute the long-run average reward of each node efficiently.
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Theorem 7.6.1. Let A = (aij) denote a transition probability matrix defining
a Markov chain, and ~π be the corresponding stationary visiting probability
distribution. Then

lim
n→∞

1
n
· ~gn(i) = lim

n→∞
1
n
·
n∑
k=1

r̂sksk+1 =
∑

(j,i)∈E
r̂ji · aji · ~πj

Proof. This proof follows the lines of a related proof found in [Tij03] and can be
similarly found in [Wol89]. Assume A defines an irreducible, time-homogeneous
and aperiodic Markov chain. Then state i is reachable from every other state s
∈ S with probability fsi = 1. The mean recurrence time µii of returning to state
i is by the same argument <∞. The Markov chain can be seen as a regenerative
process with epochs at which the process visits state i as regeneration epochs.
Now consider the long-run average reward per time unit

lim
n→∞

1
n
·
n∑
k=1

r̂sksk+1

First assume that state i is the initially visited state. Then define a cycle between
the two successive visits of state i. The expected cycle length equals the mean
recurrence time µii and is finite. By the renewal-reward theorem it holds

lim
n→∞

1
n
·
n∑
k=1

r̂sksk+1 =
E(reward earned during one cycle)

E(length of one cycle)

with probability 1. The reward earned during one cycle is

0 + r(transition from predecessor j to i)

With

E(number of visits to j between two successive visits to i) =
πj
πi

we obtain

E(reward earned during one cycle) =
∑

(j,i)∈E
r̂ji · aji · πj

πi

Since E(length of one cycle) = µii = 1
πi

, it holds

lim
n→∞

1
n
·
n∑
k=1

r̂sksk+1 =
∑

(j,i)∈E
r̂ji · aji · πj

Consider now the Markov process that starts in any arbitrary state s 6= i.
Since ∀s ∈ S : fsi = 1 the process will eventually reach state i. Let t be the
time step of entering state i. Then

1
n
·
n∑
k=1

r̂sksk+1

=
1
n
·

t∑
k=1

r̂sksk+1 +
1
n
·

n∑
k=t+1

r̂sksk+1
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Figure 7.9: QReward sample graph.

Letting n → ∞, the first term on the right-hand side of the equation tends to
zero, whereas the second term as shown before converges to

∑
(j,i)∈E r̂ji · aji · πj .

This allows us to introduce our QReward algorithm as follows.

Definition 33 (QReward). Let A+ = (a+(i, j)) denote the transition probabil-
ity matrix as given in Defintion 25 and ~πQRank the vector of stationary visiting
probabilities under QRank as given in Definition 27.

Furthermore let ~g∞ denote the long-run average reward vector

~g∞ = lim
n→∞

1
n
· ~gn

Then we compute the QReward vector ~πQReward as a a linear combination
of the re-normalized long-run average rewards with the underlying authority
scores as follows.

~πg = α · ~g∞ + (1− α) · ~πQRank

Example 2. Figure 7.9 displays a sample graph of 5 inter-linked nodes. Each link
is associated with a rating and a transition probability. The reward accumulator
~g is updated during the random walk at each link traversal. For example,
whenever the negative link (2,1) is traversed, ~g(1) is decremented. Contrarily,
~g(5) is incremented whenever the random surfer follows the link (2,5).

Then the long-run average reward of node 1 amounts to ~g∞(1) = −1 · 0.5 ·
~πQRank(2)− ~πQRank(2).

In addition to this definition of QReward we consider variants that combine
authority scores computed on A or A+− as opposed to A+ with the correspond-
ing long-run average rewards.

Table 7.2 summarizes the various ranking methods we consider, and indicates
for each method the kind of random jumps it builds on, as well as the parameter
it requires.
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Algorithm Parameter Random Jump

PageRank ε Uniform
QRank ε, β β-biased (V+)
QLoop ε, β, δ β-biased (V+)
QLoop∗ ε, β, δ β-biased (V+ ∪ V−)

GlobalQJump ε, β biased
LocalQJump ε, β β-biased (V+ ∪ V−)

QReward ε, β, α β-biased (V+)

Table 7.2: Overview of authority ranking methods.

7.7 Experiments

7.7.1 Experimental Study on Wikipedia

As datasets with positive and negative endorsements are difficult to obtain out-
side the commercial search engine companies, we created our own data collection
based on an excerpt of the Web pages of the Wikipedia Encyclopedia 5.

Starting from overview pages about geography, history, film, and music we
crawled 72482 documents on a downloaded dump of Wikipedia to build a the-
matically concentrated dataset and indexed it by our own prototype search en-
gine. For query session generation, we asked 18 volunteers, students with diverse
backgrounds (law, psychology, intercultural communication, etc) to search our
data collection. We provided some creativity help in the form of Trivial Pursuit
questions and asked the volunteers to concentrate on the categories geography,
history, and entertainment. But they were still allowed to freely choose their
queries or follow some personal interests to simulate real Web search. Parsing
the generated browser history files, we obtained 542 queries, 760 query result
clicks (implicit positive feedback), 290 query refinements and 1987 implicit nega-
tive feedback links. We interpreted each non-clicked document appearing above
a clicked one as negative feedback, driven by the justification that the user saw
the summary snippets of these pages and intentionally skipped them.

For evaluation, we chose 14 queries (see Table 7.3) at random from a set of
queries that had been posed by users during query session generation and for
which textual-similarity based retrieval yielded result sets of size at least 50. 10
out of the 14 queries were also associated with negative assessments.

Query result rankings are derived as follows. For each query, we construct a
seed set consisting of the top-50 query results solely based on textual similarity
according to Okapi BM25 [RW94]. The query results are then re-ordered ac-
cording to our pre-computed ranking schemes, and in case of ties we fall back
to the text-based scoring.

5http://en.wikipedia.org/wiki/Main Page
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Query PageRank
QRank

β = 1.0

QLoop∗

β = 1.0

δ = 0.3

QReward

on A+

β = 0.5

α = 0.6

Local-

QJump

ε = 0.5

β = 1.0

Global-

QJump

Weighted

β = 5.0

ε = 5.0

birthplace mozart 0.5131 0.6458 0.6792 0.6042 0.6792 0.5326

brazil cities 0.3687 0.4251 0.3661 0.3918 0.3742 0.3889

political system

of china

0.35 0.5661 0.6548 0.6658 0.7231 0.3375

free elections ger-

man democratic

republic

0.125 0.1625 0.2 0.2159 0.2667 0.1429

Egypt pyramids 0.1996 0.5458 0.5625 0.9167 0.5326 0.2585

Napoleon exile 0.8214 0.7266 0.7163 0.6962 0.6988 0.85

Harrison Ford

movie

0.3576 0.4015 0.4144 0.4259 0.4259 0.191

French wine 0.8333 0.3854 0.3742 0.379 0.3738 1

John Paul II 0.25 0.5 0.5 0.5 0.5 0.25

official language

Singapore

0.2667 0.2917 0.2917 0.3929 0.2917 0.325

last play by

Shakespeare

0.8095 0.8125 0.7986 0.8125 0.7917 0.8333

Nelson Mandela

prison

0.6651 0.7048 0.7845 0.789 0.7943 0.6565

firefighter New

York

0.2486 0.225 0.25 0.2106 0.2917 0.2621

constitutional

supreme court

0.7267 0.7333 0.7333 0.581 0.6429 0.6267

Table 7.3: APs of evaluation queries on Wikipedia.



138 7. Behavior-aware Link Analysis

Experimental Results

For evaluation of search result quality, we computed the top-15 result rankings
on Wikipedia, presented 8 volunteers an unordered list of URLs occuring in at
least one result ranking for the given query and asked them to mark the relevant
ones (possibly after consulting the linked result page). We had each query
evaluated by 3 different users and took their majority vote as the final relevance
assessment. That way the obtained relevance assessments are consistent over
all evaluated rankings. To account for the ranks at which relevant documents
occur in a ranking, we chose to compute the mean average precision (MAP) of
each query that is sensitive to re-orderings in the result set (see Section 4.1.2
for a definition).

Table 7.3 depicts the resulting average precision (AP) values for each query
evaluated on the Wikipedia dataset and some representative ranking schemes.
The mean AP values (MAP) for each considered method are depicted in Tables
7.4 and 7.5. QLoop∗ achieves improvements over both PageRank and QRank
regardless of the values we chose for β and δ. Yet these improvements seem to
stem from the introduction of self-loops rather than the negative links as the
similar performance of QLoop suggests. The MAP values of the normalized
variant of QLoop∗ coincide with those of the non-normalized version, indicating
that normalization plays a minor role for ranking. This finding is an artefact
of our experimental data which does not contain single nodes with a very high
number of negative links. The maximum number of negative outgoing links a
single node in our data set has is 47. Thus normalization cannot have a large
impact in our experimental setting.

The family of globally behavior-sensitive random jumps outperforms PageR-
ank, but does not reach the performance of QRank. Coding ratings inside the
global random jump vector seems to have little effect, even under extreme pa-
rameter settings. In contrast, the local behavior-sensitive random jump ap-
proach performs much better. This might be partially also due to its closeness
to QRank as both approaches model positive ratings by the introduction of pos-
itive links. The best performance, however, is achived with the Markov reward
model which yields MAP values around 0.54.

However, for none of the MAP values reported in Tables 7.4 and 7.5 are
statistically significant due to the small scale of our experimental study.

Table 7.7 shows top-5 result rankings (titles of Wikipedia pages) for the query
”Political system of China”. To better understand the effects observed, Table
7.7.1 lists the documents in the top-50 result set based on textual similarity
that received positive or negative long-run average rewards due to the implicit
feedback obtained from query-logs. When comparing these two tables we see
the different extents to which the proposed methods combine endorsements with
standard link analysis.

In Tables A.4 and A.5 in the appendix we give the distances between the
various rankings and PageRank over documents in terms of Footrule distance,
Kendall’s τ , and statistical distance (see Section 4.2 for an introduction to these
ranking distance measures). The largest distance to PageRank we find for the
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PageRank QRank
β - 0.5 1.0

MAP 0.4524 0.5069 0.5090

QLoop

β 0.5 1.0
δ 0.2 0.3 0.4 0.2 0.3 0.4

MAP 0.5227 0.5211 0.5221 0.5173 0.5232 0.5222

QLoop∗

β 0.5 1.0
δ 0.2 0.3 0.4 0.2 0.3 0.4

MAP 0.5207 0.5211 0.5221 0.5185 0.5232 0.5222
Normalized QLoop∗

β 0.5 1.0
δ 0.2 0.3 0.4 0.2 0.3 0.4

MAP 0.5227 0.5211 0.5221 0.5173 0.5232 0.5222

GlobalQJump
weighted uniform normalized

β 0.5 -
ε 0.15 0.25 0.5 0.15 0.25 0.5 0.15 0.25 0.5

MAP 0.4524 0.4559 0.4753 0.4547 0.4521 0.4602 0.4582 0.4543 0.4718

β-biased LocalQJump
β 0.5 1.0
ε 0.15 0.25 0.5 0.15 0.25 0.5

MAP 0.5069 0.5221 0.5193 0.509 0.5222 0.5276

Table 7.4: MAPs on Wikipedia (part I).
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Markov reward model

α 0.2 0.4 0.5 0.6 0.8

QReward on A ; β = 0.5

MAP 0.4913 0.4934 0.5179 0.5239 0.5308
QReward on A ; β = 1.0

MAP 0.5184 0.5184 0.5184 0.5184 0.5184
QReward on A+; β = 0.5

MAP 0.5159 0.5181 0.5181 0.5415 0.5405
QReward on A+; β = 1.0

MAP 0.5135 0.5113 0.5262 0.5289 0.5289
QReward on A+−; β = 0.5

MAP 0.4912 0.4833 0.4794 0.4695 0.5089
QReward on A+−; β = 1.0

MAP 0.5119 0.4929 0.488 0.4817 0.5241

Table 7.5: MAPs on Wikipedia (part II).

Positive
One country - two systems,

Prison, Communist state, Party discipline

Negative
People’s Republic of China, China, Vice President,

Chinese language, Mandarin linguistics,
Clash of Civilizations, Galileo positioning system

Table 7.6: Positively/negatively rewarded docs of ”Political System of China”.

local behavior-sensitive random jump approach. Table A.1 additionally de-
picts the distance of various algorithms to QRank. Here we find our previous
hypothesis confirmed that the local behavior-sensitive random jump approach
is closer to QRank than the global one. Also the strong similarity between
NormalizedQLoop∗ and QLoop∗ (see Table A.2), as well as, between QLoop∗

and QLoop (see Table A.3) are confirmed.

7.7.2 Experimental Study on Synthetic Graphs

To analyze the impact of negative feedback links and its sensitivity to their
prevalence, we experimented with synthetic graph generated according to the
copying model proposed by Kleinberg et al. [KKR+99], and further analyzed
by Kumar et al. [KRR+00]. We adapted the model to toss a coin, and deter-
mine whether a newly generated link is negative or not at random. That way
we generated graphs consisting of 20,000 nodes where a link is negative with
probability 0.01, 0.05, 0.1, 0.2, 0.3, 0.4, or 0.5.

In Figure 7.10 we display the Footrule, Kendall’s τ , and statistical distance of
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the local behavior-sensitive random jump approach with varying random jump
probability in {0.15, 0.25, 0.5} with respect to PageRank computed on the same
graph with a random jump probability of 0.15. Indeed, a larger fraction of
negative links combined with a higher random jump probability increases the
impact of negative links, yet the effect of negative links on the ordering of nodes
remains moderate.

0.00

0.02

0.04

0.06

0.08

0.10

0.12

0.14

0
.1

5

0
.2

5

0
.5

0
.1

5

0
.2

5

0
.5

0
.1

5

0
.2

5

0
.5

0
.1

5

0
.2

5

0
.5

0
.1

5

0
.2

5

0
.5

0
.1

5

0
.2

5

0
.5

0
.1

5

0
.2

5

0
.5

1% 5% 10% 20% 30% 40% 50%

Percentage of negative links (bottom) and random jump probability (top)

Footrule Kendall's tau Statistical Distance

Figure 7.10: Footrule distance, Kendall’s tau and statistical distance of rankings
based on the local behavior-sensitive random jump approach to PageRank-based
rankings.
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PageRank QRank β = 1

China China
People’s Republic of China One country - two systems

List of countries People’s Republic of China
County Communist state

Chinese language List of countries

QLoop β = 1, δ = 0.3 QLoop∗ β = 1, δ = 0.3

One country - two systems One country - two systems
China China

People’s Republic of China People’s Republic of China
Communist state Communist state
List of countries List of countries

β-biased LocalQJump

β = 1, ε = 0.25 β = 1, ε = 0.5

One country - two systems One country - two systems
China Communist state

Communist state China
People’s Republic of China People’s Republic of China

List of countries Party discipline

GlobalQJump ε = 0.5
weighted uniform normalized

China China China
County County County

People’s Republic of China People’s Republic of China People’s Republic of China
Hong Kong Hong Kong Hong Kong

Chinese language Chinese language Chinese language

QReward on
A; β = 0.5; α = 0.8 A+; β = 0.5; α = 0.6 A+; β = 1.0; α = 0.8

Prison One country - two systems One country - two systems
Communist state Communist state Communist state
Party discipline Party discipline Party discipline

One country - two systems China Prison
China Prison China

Table 7.7: Top-5 for ”Political System of China”.
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7.8 Respecting Topicality of Feedback

While link analysis is an inherently structure-based approach, and typically
combined with content-based methods during a final rank aggregation step,
taking content into account already for shaping the course of link analysis has
been proven benefitial. In Chapter 3, quite a number of variants of PageRank
have been introduced respecting the topicality of Web pages during the random
walk. For example, in Topical PageRank [NDQ06] described in Section 3.5.4 a
random surfer is modeled who stays on the same topic with some probability
which depends on the strength of the topic in the currently visited page, and
otherwise randomly switches to a new topic. In the following we add topic
awareness to our proposed behavior-aware link analysis algorithms, and present
experimental results on variants of our algorithms relying on Topical PageRank.
We exemplarily show for the case of QRank how we combine our algorithms with
Topical PageRank.

Definition 34 (Topical QRank). Let T denote the set of topics with |T | = m.
Furthermore let each page u in the behaviorally-enhanced Web graph BG =
(V, E) be associated with two m-dimensional vectors, a content vector Cu and
an authority vector Au, which are two independent probability distributions
across the set of topics T. Then the Topical QRank of page u and topic k is

A(uk) = ε · ~rβ(u) · C(uk) + (1− ε) ·∑
v:(v,u)∈E0∪E+

(1− γ) · A(vk)
out(v)

+ γ · C(uk)
out(v)

·A(v)

where out(v) denotes the outdegree of node v and the random jump vector
~rβ is β-biased towards positive rating sources according to

~rβ(u) =

{
β
|V +| , if u ∈ V +

1−β
|V−V +| , if u ∈ V − V +

In Tables 7.8 and 7.9 we report the MAP values we obtain when incor-
porating the ideas of Topical PageRank into our behavior-aware link analysis
algorithms. Whereas QRank, QLoop, QLoop∗, and the behavior-aware random
jump approach do not benefit from respecting topicality, the performance of the
Markov reward model improves substantially and gives statistically significant
improvements over both PageRank and Topical PageRank.

7.9 Discussion

In this chapter we have introduced algorithms for computing the author-
ity of Web pages by exploiting additional positive and negative ratings in a
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PageRank QRank β = 1.0 QRank β = 0.5

MAP 0.4531 0.4672 0.4854

QLoop

β 1.0 0.5
δ 0.2 0.3 0.4 0.2 0.3 0.4

MAP 0.4679 0.4777 0.4788 0.4674 0.4694 0.4814
QLoop∗

β 1.0 0.5
δ 0.2 0.3 0.4 0.2 0.3 0.4

MAP 0.4713 0.4804 0.4792 0.4674 0.4685 0.4719

GlobalQJump
weighted uniform normalized

β 0.5 0.5 0.5 -
ε 0.15 0.25 0.5 0.15 0.25 0.5 0.15 0.25 0.5

MAP 0.4535 0.4556 0.4655 0.4575 0.4646 0.4638 0.4531 0.4562 0.4626
β-biased LocalQJump

β 0.5 1.0 0.5 1.0 0.5 1.0
ε 0.15 0.15 0.25 0.25 0.5 0.5

MAP 0.4657 0.4854 0.4822 0.4788 0.4714 0.4921

Table 7.8: MAPs on Wikipedia utilizing topicality (part I).

behaviorally-enhanced Web graph. We presented experimental results to un-
derpin the viability of our proposed solutions. Due to the rather small scale
of the experimental data at our hands, the performance gains we find are not
statistically significant. Yet adding topic-awareness to our algorithms achieves
an additional performance boost and statistically significant improvements. It
remains for future work to analyze the proposed algorithms at a larger scale.
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Markov reward model

α 0.2 0.4 0.5 0.6 0.8

QReward on A; β = 0.5

MAP 0.5641 0.6251 0.6367 0.6587 0.6488
One-tailed t-test p-value
wrt. TopicalPageRank

- 0.039 0.028 0.018 0.028

One-tailed t-testp-value
wrt. PageRank

- 0.042 0.031 0.022 0.034

QReward on A; β = 1.0

MAP 0.5486 0.6209 0.6247 0.6396 0.6397
One-tailed t-test p-value
wrt. TopicalPageRank

- 0.038 0.037 0.031 0.034

One-tailed t-test p-value
wrt. PageRank

- 0.041 0.04 0.035 0.041

QReward on A+; β = 0.5

MAP 0.5472 0.6513 0.6673 0.67 0.6693
One-tailed t-test p-value
wrt. TopicalPageRank

- 0.03 0.02 0.021 0.025

One-tailed t-test p-value
wrt. PageRank

- 0.037 0.026 0.027 0.031

QReward on A+; β = 1.0

MAP 0.5394 0.6506 0.6607 0.6693 0.6677
One-tailed t-test p-value
wrt. TopicalPageRank

- 0.03 0.023 0.021 0.026

One-tailed t-test p-value
wrt. PageRank

- 0.037 0.029 0.028 0.033

QReward on A+−; β = 0.5

MAP 0.5424 0.6098 0.6459 0.6692 0.6750
One-tailed t-test p-value
wrt. TopicalPageRank

- - 0.041 0.028 0.025

One-tailed t-test p-value
wrt. PageRank

- - 0.049 0.035 0.032

QReward on A+−; β = 1.0

MAP 0.5412 0.6089 0.6537 0.6701 0.6759
One-tailed t-test p-value
wrt. TopicalPageRank

- - 0.037 0.028 0.025

One-tailed t-test p-value
wrt. PageRank

- - 0.045 0.035 0.031

Table 7.9: MAPs with t-test p-values on Wikipedia utilizing topicality (part II).





Chapter 8

Personalized Content-based

Retrieval

Personalization is one of the major challenges in information retrieval with a
significant potential for providing better search experience to individual users
[AAB+03].

State-of-the-art web search is optimized for a highly heterogeneous mass of
users lacking awareness of and adaptation to the diverse, individual needs of
its users. Typically all users are presented with the same search results for
a given query string. For example, a user issuing the query ”michael jordan”
at Google1 in October 2008 would have seen results on the basketball player
Michael Jordan as displayed in Figure 8.1 regardless of her background, search
history, or immediate search context.

If the system, however, knew that the user querying ”michael jordan” was
a student of computer science with a search history on machine learning, the
response to the very same query could have favored results on the computer
scientist and professor Michael I. Jordan as shown in Figure 8.2.

This example demonstrates that personalization indeed is a desired feature
in web search, yet it comes with pitfalls. Blindly applying personalization to
all user queries, for example, by a background model derived from the user’s
long-term query-and-click history, is not always appropriate for aiding the user in
accomplishing her actual task. User interests change over time, a user sometimes
works on very different categories of tasks within a short timespan, and history-
based personalization may impede a user’s desire of discovering new topics.

A user with a strong interest in traveling submitting an ambiguous query
such as ”java” might appreciate finding pages related to the Indonesian island
Java. However, if the same user searched for programming tutorials a few min-
utes ago, the situation would be completely different, and call for programming-
related results. Thus the effectiveness of a personalization of web search shows
high variance in performance depending on the query, the user and the search

1http://www.google.com
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Figure 8.1: Google search results for query ”michael jordan”.

context. This coincides with the findings in [DSW07] from a large-scale study
on MSN query logs. To this end, carefully choosing the right personalization
strategy in a context-sensitive manner is critical for an improvement of search
results.

In this work, we advocate an adaptive and careful use of personalization,
and propose two client-side approaches towards personalization of web search
for doing so.

We start out with a simple approach [ELW07] that dynamically adapts the
query-result ranking to the different information needs by following a rule-based
decision strategy. We distinguish three different search goals, namely whether
the user re-searches known information, delves deeper into a topic she is gener-
ally interested in, or satisfies an ad-hoc information need. We take a relevance
feedback approach in the spirit of Rocchio [Roc71]; however, we vary what con-
stitutes the examples of relevant and irrelevant information according to the
user’s search mode. This strategy yields an adaptive personalization that ex-
ploits context and carefully balances these search modes, yet avoids pitfalls of
earlier approaches , which is endorsed by results of a small-scale user study.

While our experimental results show improvements for the search modes of
re-finding known information and satisfying an ad-hoc information need, the
simple, rule-based approach shows query-dependent variations and less impres-
sive performance gains when the user is exploring topics of her specific interests.
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Figure 8.2: Personalized Google search results for query ”michael jordan”.

This user search mode is especially hard as imposing some general topic bias on
queries is error-prone and its usefulness is highly query-dependent.

To overcome this, we propose a selective and task-aware personalization
framework [LEW08b, LEW08a] which more carefully differentiates when a bi-
asing of search results towards user interests is beneficial.

Especially, the need for enhanced user models better capturing elements such
as users’ goals, tasks, and contexts has been identified. To this end, we introduce
a statistical language model for user tasks representing different granularity
levels of a user profile, ranging from very specific search goals to broad topics.
We propose a personalization framework that selectively matches the actual user
information need with relevant user tasks in the past, and allows dynamically
switching the course of personalization from re-finding very precise information
to biasing results to general user interests. In the extreme, our model is able to
detect when the user’s search and browse history is not appropriate for aiding
the user in satisfying her current information quest. Instead of blindly applying
personalization to all user queries, our approach refrains from undue actions
in these cases, accounting for the user’s desire of discovering new topics, and
changing interests over time. The effectiveness of our method is demonstrated
by an empirical user study.
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8.1 Related Work

Our work touches various fields. In the following we review related work in
personalization, query performance prediction, and query expansion.

Personalization There are a number of attempts on personalizing Web
search, both on the server and client side. These works mainly differ in whether
they impose a general user interest profile on the ranking of search results or
are driven by short-term contexts, how user profiles are derived, whether they
require the user to give explicit indications on her interest or implicitly derive
a user description from her actions, and how the learned user information is
finally combined with general search results in the pursuit of personalization.

One way of personalizing search is by means of implicit user relevance feed-
back. Approaches along these lines include [TDH05, STZ05b] which also in-
spired our work on personalization. They achieve personalization by a client-side
re-ranking of Web search results based on the previous user search and browsing
behavior. However, each one tackles a single facet of personalization, either bi-
asing search results to general user interests [TDH05] or respecting the current
search session’s context [STZ05b], while we unify both aspects and dynamically
switch between these two search modes.

Kim and Chan [KC06] have published yet another personalization approach
employing re-ranking of search results from the client side. Our approach and
theirs have in common that both methodologies view the user’s profile as a
hierarchy of general to specific interests. While we reason on tasks based on the
user’s search history, they employ a hierarchical clustering of terms based on the
user’s bookmarks. A recent work by Teevan et al. [TDL08] performs a large-
scale query-log analysis on implicit measures for predicting query ambiguity.
They correlate implicit ambiguity measures with the level of variation found in
explicit relevance assessments of users on the same queries, and point out the
potential for personalization on ambigious queries.

A problem very related to personalization is that of contextualization. For
example, Y!Q2 transparently augments a user’s query with information ex-
tracted form the search context such as the web page the user is currently
reading [Kra05, KCMK06].

Another path of addressing personalization is by the categorization of both
user interests and search results and a biasing of search results according to
some similarity measure on these categories. Approaches along these lines in-
clude [LYM04, RG04, SG05, CNPK05, MPS07, XZCW07, SMB07]. For exam-
ple, Chirita et al. [CNPK05] consider a personalization of search through web
directories such as ODP3 by asking users to specify topics of interests as a profile
and ranking search results by the distance of the URL categories to the user
profile categories. Pitkow et al. [PSC+02] automatically derives a user-specific
weighting of ODP categories from the user browsing behavior which drives au-

2http://yq.search.yahoo.com
3http://dmoz.org

http://yq.search.yahoo.com
http://dmoz.org
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tomatic query expansion and result re-ranking. Xu et al. [XZCW07] suggest
the construction of hierarchical user profiles from personal documents, however,
only portions of the profile are revealed to the search agent in accordance to
the privacy parameters specified by the user, thus ensuring privacy even in a
server-side personalization architecture. Ferragina et al. [FG05] display a hier-
achical clustering based on the snippets of search results to the user, the labels
of which she might use to dynamically filter search results according to the topic
of interest.

Personal biases inside the state-of-the-art link analysis algorithms such as
PageRank [PBMW98] and HITS [Kle98] provide a further means to shift search
results according to user interests. E.g., Tanudjaja et al. [TM02] resolve the
meaning of a user query utilizing the ODP web taxonomy, and further refine the
personalized extension to HITS introduced by [CCM00]. Wang et al. [WCT+02]
perform a HITS-like computation on users and web pages for finding experts
on query topics. Lv et al. [LSZ+06] introduce a HITS-like computation on un-
seen result documents and representative terms which are connected via an edge
whenever a term occurs in a document. That way terms for query expansion
and a re-ranking of result documents are computed at the same time. Haveli-
wala [Hav03] has been the first to propose biasing the random jumps inside the
PageRank algorithm towards pages of user interests. Qiu and Cho [QC06] fur-
ther extend this idea by automatically learning topic preferences from the user
search behavior.

Some personalization techniques not only consider a single user, but also
take the actions of a surrounding group of users into account. Sugiyama et
al. [SHY04] follow a collaborative filtering approach. Sun et al. [SZL+05]
represent clickthrough data by a 3-dimensional tensor on users, queries and
web pages, and use a higher-order singular value decomposition technique
to discover latent factors in the relations among these objects. Sugiyama et
al. [SHY04] study various methods of constructing user profiles from search be-
havior, amongst others using collaborative filtering algorithms, and personalize
according to the cosine similarity between a user’s profile and a search result
page.

Query performance prediction When deciding whether a query might ben-
efit from personalization, we are actually interested in predicting the perfor-
mance difference between the non-personalized and the personalized search re-
sult ranking. Reasoning in a similar vein occurs in the traditional web search
setting when estimating the difficulty or ambiguity of a query. Cronen-Townsend
et al. [CTZC02] introduce query clarity defined as the Kullback-Leibler diver-
gence between the query and the collection language model. The rationale
behind is that a query with high divergence from the collection model is of high
coherence and little ambiguity, a query having a similar term distribution to the
collection is, however, most probably on more than one topic.

A direct translation of query clarity to the setting of a client-side personal-
ization would measure the divergence of the query from the user’s history profile.
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The interpretation of the resulting divergence score would, however, be unclear
as a high divergence could stem from several possible combinations: (1) a non-
ambiguous, single-intent query and a profile covering more user interests beyond
the query’s intent, (2) an ambiguous query and a single-topic profile containing
just one of the query’s possible intents, or (3) non-overlapping query and profile
topics (in this case the query could be both ambiguous or non-ambiguous). Most
importantly, such an approach would reason on the user profile in its entirety,
not distinguishing between the possibly highly diverse user interests.

A comparative study on the effectiveness of query clarity, query length, and
measures reasoning on the inverse document frequencies of query terms for pre-
dicting query performance has been done by He and Ounis [HO04]. They find
query clarity and the standard deviation of the idf’s of query terms to perform
best. Grivolla et al. [GJdM05] view query performance prediction as a classifi-
cation problem. As features they consider, e.g., IR ranking scores, entropy and
mean cosine similarity of the top result set documents. None of the features
shows a perfect correlation with average precision, however, still most of them
are useful, especially in combination with other features.

Query expansion Query expansion is strictly speaking the process of adding
terms to the original query. However, in a more general sense, it also refers to
methods of query reformulation, i.e., any kind of transformation applied to a
query to facilitate a more effective retrieval. Based on the data that serves as
the knowledge base for transforming the query, existing methodologies can be
categorized based on whether they rely on relevance feedback, either explicit,
implicit or pseudo, collection-based co-occurrence statistics, and thesaurus in-
formation. Similarly to personalization, the performance of query expansion is
highly query-dependent. It might improve some queries, while degrading others.
This lately led to the emergence of approaches that try to automatically deter-
mine when query expansion is worthwhile [ACR04, KA07, CdMRB01, CFPS02].
For example, Cronen-Townsend et al. [CTZC04] study a selective query expan-
sion approach that automatically decides when it is beneficial to expand a query
based on a comparison between the ranked lists for the original and expanded
query. For comparison of the two result lists Cronen-Townsend et al. choose
the weighted relative entropy which weighs the contribution of important terms
higher. Terms occurring in the unexpanded ranked list and most unusual rela-
tive to the overall collection statistics are considered more important. Chirita
et al. [CFN07] consider an adaptive personalized query expansion by varying
the number of expansion terms based on an empirically determined function
of query scope with respect to the user profile and the query clarity on the
web. However, this approach always interprets a user profile in its entirety, thus
adapting only the number of expansion terms dynamically instead of the whole
process of term selection.

To the best of our knowledge we are the first to devise a full-fledged person-
alization model encompassing self-adaptivity as an integral part of the model.
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8.2 Architecture

Before we introduce our personalization framework, we introduce the key char-
acteristics of our personalization architecture. We build upon the terminology
introduced in Section 5.2, and refine and extend it when necessary.

As especially the browsing activities beyond search are outside the reach of
a search engine, client-side solutions are favorable. Moreover, as all user data is
kept locally, user privacy is not violated. We therefore set up a client-side search
personalization with the use of a proxy which is running locally. It intercepts all
HTTP traffic, extracts queries, query chains, i.e., subsequently posed queries,
result sets, clicked result pages, as well as the whole clickstream of subsequently
visited web pages, and stores this information to a local database file which
we refer to as the user profile or local index interchangeably in the following.
Accordingly, searches with Google (the same approach can be easily applied to
any other search engine as well) are intercepted and search results are re-ranked
according to personal preferences.

We preferred a proxy over implementing a plugin for browser-independence.
Moreover, the proxy is more broadly applicable as it may bundle several users
together and thus achieve biasing of search towards community interests, and at
the same time, when ran locally, serves as a pure personalization tool. The proxy
we are using relies on the UsaProxy implementation [AWS06] that enhances all
HTML-files passed through by some Javascript code that sends logging infor-
mation on events, such as the load of page, mouse movements, etc, back to the
proxy.

For the following discussion we refine our notion of a search session based
on heuristics about the user’s timing as well as the relatedness of subsequent
users’ actions.

Definition 35 (Search session). A search session is a time-contiguous sequence
of user actions as long as the similarity between two successive actions exceeds a
certain predefined threshold. User actions are (1) queries, (2) result clicks, and
(3) other page visits. When computing the similarity of subsequent actions, a
query is represented by the centroid of the top-50 result snippets.

The schematic drawing in Figure 8.3 provides an overview of our person-
alization architecture. Whenever the user issues a new query, the user profile
made of her search and browsing history is consulted. This history information
is then used for re-writing the query sent to the search engine and/or re-ranking
the search results as follows.

Result re-ranking Our search agent retrieves more results than the typical
user is likely to view (50 results). Whenever a user action allows updating the
query representation, unseen results are re-ranked. For example, this is the case
when the user submits a query or when she presses the ”Next” link to view more
results. Yet we refrain from re-ranking when the user returns to a seen result
list using the ”Back” button, as this may be more irritating than advantageous.
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Figure 8.3: Personalization architecture.

Query re-writing For some queries we might even decide to rewrite the query
sent to the search engine, thus giving personalization most probably a larger
impact by not only re-ordering the original results, but also potentially retrieving
a very different result set.

Merging of personalized and original results We combine personalized
result ranks with the original result ranks of the search engine. This way we
can dynamically vary the degree of personalization. Moreover, taking into ac-
count the original rank of a result as returned by the search engine allows us
to indirectly incorporate the query-independent quality of a result such as its
PageRank, which is typically a factor in the search engine’s result ranking, into
the final ranking.

Inspired by rank aggregation methods for the web presented in [DKNS01], we
use Borda’s method to combine the original and the personalized result ranking.

Definition 36 (Borda’s method [DKNS01]). Let O be a set of object of cardi-
nality n. Given two complete rankings, the bijections σf : O → {1, . . . , n} and
σg : O → {1, . . . , n}, Borda’s method assigns each object o ∈ O a score with
respect to ranking σf

Bσf
(o) = n− σf (o)

indicating the number of objects ranked below o in σf . The score Bσg (o) is
defined analogously. Then the total Borda score B(o) of object o ∈ O is defined
as

B(o) = Bσf
(o) +Bσg

(o)
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By replacing the sum with a weighted sum, we thus rank results according
to the score Bfinal which is

Bfinal = w ·Bpersonalized + (1− w) ·Boriginal
such that the combination weight w serves as a personalization control param-
eter. By adjusting the value of w, the user might also actively control the level
of personalization. For instance, setting w to 1 would show the original result
ranking, whereas setting w to 0 would present the user with the pure person-
alization results. In our search agent, we provide the user with a sliding bar,
with which she may control the value of w, thus enabling the user to cancel the
personalization anytime.

8.3 Simple Rule-based Personalization

We aim at a holistic approach towards search personalization that supports
and balances the different search goals a user might pursue. To this end, we
differentiate three major search modes as follows.

Re-finding known information As motivated in [Tee05], returning to infor-
mation once successfully found is an important user need. Despite the existence
of bookmarking tools that would allow the user to achieve this goal in a direct
manner, users quite often prefer to re-search for information by re-submitting a
previously issued query.

Long-term topics of user interest By considering the long-term search
and browse history of a user, the main topics of user interest emerge. Whenever
a user query is ambiguous or broad in nature, superposing the learned user
interests might serve the user search experience.

Ad-hoc information need Yet even though a user might have strong focus
on several topics of interest, she still might switch interests or develop some
short-term information needs outside the scope of her interests. In this case,
superposing long-term interests is not beneficial.

8.3.1 Retrieval Model

The vector-space model [SM83] (see Section 2.2) serves as our retrieval model
which represents both queries and documents as a vector of features ~X =
(x1, x2, . . . ...., xn) , where n is the number of unique terms in the corpus and xi
is the score of feature i. Terms are weighted according to tf-idf [SM83]. To over-
come the lack of web-corpus statistics that is usually prominent in client-side
approaches to personalization, we approximate the global document frequency
(df ) statistics from the viewed documents and queries submitted during the
search session. That is, not only each page visited or result viewed will con-
tribute to the statistics, but also each query string, as well as each result item
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Figure 8.4: Personalization strategy.

(snippet and title), is considered as a document in the corpus. This way it is not
only ensured that each term present in a result item has a non-zero document
frequency (as the term might not be present in the local index yet), but also
session-biased df statistics are created. These are better suited for measuring
the discriminative power of terms in the session context than index-wide statis-
tics would be. Similarly, the features and the document lengths of query results
are derived from their snippets and titles, as retrieving their full text would be
too time-consuming.

To facilitate personalization of search results we utilize the relevance feedback
framework introduced by Rocchio [Roc71] (see Section 2.5). Thus, we associate
with each query a query vector which is initially constructed from the query
terms. This query is later augmented with terms that best differentiate relevant
documents from non relevant ones. That is,

~q1 = α~q0 +
β

n1

n1∑
i=1

~Ri − γ

n2

n2∑
i=1

~Si

where ~q0 is the original query vector, ~q1 is the refined query vector, ~Ri is
the ith relevant document vector, ~Si is the ith non-relevant document vector,
n1 is the number of relevant documents in the corpus, and n2 is the number of
non-relevant documents in the corpus. The parameters α, β, and γ control the
influence of relevant, and non-relevant documents on the refined query vector.

Once we have made the choice of using this relevance feedback model to
improve the query representation, the problem boils down to inferring relevant
and non-relevant documents with respect to the user’s current information need.
How this inference is made is discussed in the next section.
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8.3.2 Personalization Strategy

In the following we present for each search mode in detail how it affects the
ranking of search results. The decision which search goal a user pursues, and
thus which kind of personalization method applies, is based on heuristic rules.
Figure 8.3.2 shows the simple decision logic we employ for switching between
the three search modes. Section 8.4 will present a more sophisticated approach
to self-adaptation.

Re-finding known information Whenever the first query in a session is
recurring, i.e., already occurred in some previous session, we assume the user
wants to re-find some information already searched before. The refer to the
previous occurrence of the current query as the history query. We apply three
strategies to satisfy this user need.

1. Re-writing the query sent to the search engine
We consult the local index for a suggestion how to re-write the query
sent to the underlying search engine (in our case Google). This is the
only case in which our search agent changes the query sent to Google. We
thus implement a more conservative query expansion mode than [STZ05a].
Furthermore we give the user full control over this feature so that she may
choose to cancel the automatic query rewriting at any time. Considering
how the user modified the history query in the previous session, gives
valuable hints on an improved query formulation. We choose the last
query in the previous query chain as the user most likely stopped refining
her query when she was satisfied with the results. To ensure the robustness
of our method, we additionally require the reformulated query to share at
least one term with the original one.

2. Updating the internal query representation based on the history
query
The query representation is updated interpreting all previously clicked
result pages as relevant documents, whereas intentionally non-clicked doc-
uments ranked above clicked ones are treated as irrelevant to the query.
However, non-clicked results that are ranked higher than a clicked one
could be interpreted in two different ways: either the user has examined
the result title and snippet and was not satisfied with the result, or the
user has already seen or knows the result from a previous interaction.
Thus in case the local index contains the result, we assume it is known to
the user, and do not consider it as an irrelevant document, but ignore it
during query refinement.

3. Returning clickstream documents of the history query
Documents visited in the previous session starting from result pages are
returned as additional clickstream results associated with the result item
from which they have been reached. We believe this to be useful in cases
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where the result page is a directory or a summary page with many links
to more specific documents.

As an example assume a user searched for Michael Jordan, the computer
scientist, and issued the query ”michael jordan”. However, the search result
page she was shown contained a lot of results on the basketball player Michael
Jordan. In order to retrieve results on the computer scientist, the user refined
her query into ”michael jordan computer science” and got Professor Michael
Jordan’s homepage at the University of California at the first position. This
was the information she was looking for and so she started browsing Michael
Jordan’s publications.

The next time the user submitted the same query ”michael jordan”, our
personalization approach would automatically re-write the query into ”michael
jordan computer science”. It would also retrieve the clickstream results the
user navigated to from the result page of the query ”michael jordan computer
science”. Thus Michael Jordan’s publications the user visited before would be
displayed along with the search result list.

Long-term topics of user interest Whenever there were no interactions
recorded for a recurring query or the first query in the session did not occur
before, the user’s general interests might be a good guess of her current interest.
Thus, we perform personalized pseudo-relevance feedback by assuming that the
top-10 documents retrieved from the user’s local index are relevant. The terms
used to construct the query vector are selected from the titles or summaries of
the top-10 documents.

In addition, the returned result set is extended by the top-10 documents
from the local index. By doing so, we enable the user to search her own history
of viewed Web pages.

Returning to our example, assume a user has a strong background in com-
puter science and especially machine learning. When she submits the query
”michael jordan” for the first time, querying her local index would reveal docu-
ments on machine learning. Thus biasing the search results for ”michael jordan”
towards machine learning would resolve the ambiguity of the query, and person-
alize its search results.

Ad-hoc information need For every query except the first in a session, we
utilize the context provided by the current search session for personalization.
The query representation is updated whenever a result click, a page visit or a
query refinement occurs.

Result click In case of a result click, the user profile of the query to which
the result belongs is updated to include terms that best differentiate the
clicked and intentionally non-clicked results. For all other similar queries
within the session, the query vectors are updated to incorporate terms
from the clicked result.
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Page visit In case a page visit has occurred, the query vectors of all queries
that are similar to the visited page are updated to incorporate terms from
the visited page.

Query refinement Finally, in case the user has refined her query, the new
query is augmented with terms from previous similar queries within the
current session. Again, for computing query similarities queries are repre-
sented by the result sets’ centroids. Updating the representation of earlier
queries in the current session is typically useful in cases where the user
returns back to a query and investigates its unseen results, or in the face
of parallel query submissions through tabbed browsing.

Returning again to our sample user who is strongly interested in machine
learning: assume she develops a short-time interest into basketball and searches
for the basketball team ”Washington Wizards”. Then she refines her query to
find more information on the player Michael Jordan. This time superposing her
interest into machine learning for the query ”michael jordan” would degrade the
search results. Instead, utilizing her immediate session contexts and her clicked
results on the ”Washington Wizards” would disambiguate the query ”michael
jordan” and present results on the basketball player first.

8.3.3 Experimental Evaluation

In order to evaluate the effectiveness of our proposed approach, we asked 9
volunteers to evaluate 10 self-chosen queries. Before the evaluation took place,
the participants used our proxy on their local machines to log their browsing
activities for a period of 2 weeks. For each participant, 5 of the evaluated queries
were about topics the participant had been inquiring during the logging period
and were used to assess the effectiveness of our personalization approach in case
of re-finding known information, and finding out about topics of user interest.
For each query, the participant was presented with the top-50 Google results,
respectively additional top-50 results for the re-written query, placed in random
order in order to avoid result’s position bias. Then the participant was asked to
mark each result as highly relevant, relevant or completely irrelevant. The rest
of the evaluated queries were used to assess the quality of result re-ranking based
on the search session context. Thereby participants performed a normal search
with our personalization in place. After finishing their search, they were asked
to evaluate the top-50 Google results of the last posed query in that session.

To measure the ranking quality, we use the Discounted Cumulative gain
(DCG) (see Section 4.1.3), which is a measure that takes into consideration the
rank of relevant documents and allows the incorporation of different relevance
levels.

Re-finding known information As shown in Table 8.1, automatical re-
writing of recurring queries clearly improves search result quality.For example,
the query ”eccentricity” is reformulated as ”eccentricity graph theory” by our
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Result Set NDCG Standard deviation
Original Google 0.469 0.178
Automatically re-written 0.803 0.128

Table 8.1: Average NDCG for recurring queries.

”eccentricity”
Google’s NDCG: 0.138

”eccentricity graph theory”
Personalized NDCG: 0.932

Eccentricity - Wikipedia, . . .
Glossary of graph theory -
Wikipedia, . . .

Orbital eccentricity - Wikipedia,
. . .

Glossary of graph theory - Infor-
mation from Answers.com

Eccentricity - from Wolfram
MathWorld

Graph Clustering for Very Large
Topic Maps

Eccentricity ONLINE Graph Theory - from Wolfram
MathWorld

Scropio
LINK: a combinatorics and
graph theory work bench . . .

Table 8.2: Top-5 results (query re-writing).

system resulting in a more than 6 times better NDCG (see Table 8.2 for the
top-5 results).

Ranking Method NDCG Standard deviation
Original Google 0.806 0.182
Local-index PRF 0.794 0.182
Local-index PRF(w = 0.5) 0.824 0.182
Textual Similarity 0.681 0.203

Table 8.3: Average NDCG for pseudo-relevance feedback from the local index.

Long-term topics of user interest Table 8.3 gives NDCG values for pseudo-
relevance feedback (PRF) based on the local index. The pure personalized re-
sults slightly overdue personalization, however, when combined with the original
web ranks choosing w = 0.5, the original Google results are outperformed. As
an additional competitor we consider the performance of re-ranking the top-50
Google results based on pure textual similarity to the original query, which is
consistently outperformed by the personalized results. Results for the sample
query ”vilnius, lithuania” are presented in Table 8.4. We see the top-5 results
from the user’s local index being all about hotels in Vilnius, thus biasing the
personalized results more towards travel guides, hotels and outings in Vilnius.
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Top-5 local index re-
sults

Google
NCDG: 0.731

Personalization
NCDG: 0.841

Radisson Sas As-
torija hotel Vilnius

Vilnius City Munici-
pality

Lithuania travel
guide

Ramada Vilnius ho-
tel

The Web’s No. 1
Lithuanian Tourist
Guide

Vilnius, Lithuania
Restaurants

Crowne plaza Vil-
nius hotel

U.S. Mission to
Lithuania

Lithuania Hotels
Booking . . .

Novotel Vilnius hotel Vilnius
Lithuania in your
pocket city guide . . .

Vilnius forum: Kau-
nas to Vilnius - trip
advisor

Lithuania in your
pocket city guide . . .

Vilnius Lithuania
(Google maps)

Table 8.4: Top-5 results for query ”vilnius, lithuania”(pseudo-relevance feedback
from the local index).

Ranking Method NDCG Standard deviation
Original Google 0.766 0.18
Session context 0.783 0.154
Session context (w = 0.5) 0.784 0.185
Local-index PRF 0.751 0.18
Local-index PRF (w = 0.5) 0.729 0.192
Textual Similarity 0.666 0.201

Table 8.5: Average NDCG for session-context personalization.

Ad-hoc information need When investigating the effectiveness of the ses-
sion context for personalization, we find small but consistent improvements over
the original Google results (see Table 8.5). Again, combining personalized re-
sults and original web ranks further improves the ranking. However, the ranking
quality degrades when re-ranking the results based on the local index. This in-
dicates that our approach of adapting the information used for personalization
to the current status of the search session is the right direction to go.

Yet, this simple rule-based framework is naturally limited in its capability of
truly dynamically adapting the means and degree of personalization to the cur-
rent user information need. We perceive especially the biasing of search results
towards a long-term user interest as risky (pure personalization as reported in
Table 8.3 even degrades the result quality). This is not surprising as not ev-
ery new query session of a user is in line with her previous interests. In the
following section we propose a personalization framework that more thoroughly
analyzes on a query-to-query basis whether the user profile contains relevant
and sufficient information for personalization.
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Google
NCDG: 0.826

Personalization
NCDG: 0.852

NIMH: Depression
plain talk about depression.
plain talk series. . . .

Plain Talk about Depression.
Plain Talk Series.

plain talk about depression

plain talk about depression mental health/mental illness:
families

This is Wiltshire- CommuniGate
- . . .

let’s talk about depression

Plain talk about . . . Pamphlet
by: U.S.

plain talk: story

Table 8.6: Top-5 results for query ”depression plain talk” (session-context per-
sonalization).

8.4 Task-aware and Selective Personalization

Framework

To overcome the limitations of our simple, rule-based personalization method-
ology, we propose a personalization framework that is selective in a twofold
sense.

Indonesia, 

Traveling,

Europe, 

Cooking, 

Health, Sports

User profile:

Pick the best-matching history task

instead of the whole user profile

Indonesia, 

Traveling, 

Europe, 

Cooking, 

Health, Sports

User profile:

Indonesia, 

Traveling, 

Europe, 

Cooking, 

Health, Sports

User profile:

Personalize!

Literature, 

Fashion, 

Cooking, 

Health, Sports

User profile:

Don‘t

personalize!

Selectivity Task awareness

1) Forte for Java Guided Tours

2) IngentaConnect Ariadne: a Java-based guide

3) Eastern Docklands Amsterdam

4) West Java Surfing Safari

5) Guided Tours in East Java, Indonesia

Result list for query “guided tours in Java”

Programming

language

The Netherlands

Indonesia

Figure 8.5: Motivating example for our selective and task-aware personalization
framework.

1. It selectively employs personalization techniques for queries that are ex-
pected to benefit from prior history information, while refraining from
undue actions otherwise.

Figure 8.5 gives the top-5 results for the query ”guided tours in Java”.
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This query is inherently ambigiuous: we find two results on the program-
ming language Java, one on Amsterdam in The Netherlands, and two on
the island Java in Indonesia. Furthermore two user profiles are depicted
to illustrate a selective personalization approach. While one profile ex-
hibits user interests coinciding with one of the query intents, Indonesia
and Traveling, the other does not contain any query-related topics. Thus
the first calls for personalization, while the latter most probably is better
off without.

2. We introduce the notion of tasks representing different granularity levels
of a user profile, and base our reasoning selectively on query-relevant user
tasks.

What we mean by restricting our reasoning to the query-relevant portions
of the user profile is depicted in Figure 8.5 in the column on task awareness.
Again we see two user profiles, both containing the same information. Yet
one personalization strategy builds on the traveling- and Indonesia-related
tasks in the profile only, the other utilizes the whole profile. However,
reasoning on the user profile as a whole might cause unpredictable side
effects.

Modeling the whole spectrum of past user tasks, ranging from very specific
tasks such as finding a hotel in Borneo to the rather general user interest into
traveling, allows to adapt the scope of the employed personalization scheme
to the user’s current search mode. By dynamically varying the scope of per-
sonalization based on the granularity of the best-matching past user task, our
method inherently supports and balances the different search goals a user might
pursue. It may assist the user on re-finding a previously searched hotel address,
or ameliorate ambiguous search results by respecting her interest in traveling.

Our reasoning is cast into a sound theoretical model based on fine-grained
statistical language models for units of a user’s past search and browse behavior,
coined tasks. They reflect the non-homogeneous, various aspects of user interests
which might, e.g., range from the specific task of searching a hotel in Borneo
to the general interest in traveling. We obtain tasks by means of a hierarchical
clustering of the user’s profile. The atomic units to be clustered are past sessions
which consist of cohesive query chains, i.e., subsequently posed queries including
their result clicks and further browsed documents within the same session, or
query-independently browsed documents. Thus we represent the user profile as
the full dendogram (tree of clusters) of tasks which reaches from small tasks
consisting only of a single session, to the largest task encompassing the whole
user search and browse history.

Similarly, for each query, we perform a hierarchical clustering of the query’s
result set items (each represented by its title and snippet information) to obtain
candidate query intents I1, . . . , Im which represent the different aspects the
query might span. Then our approach indirectly determines the ambiguity level
of a query, and its presence in the user profile as follows (also see Figure 8.6 for
visualization).
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Hierarchical
Clustering

Search results:
1) a.com 6)  f.gov

2) b.de 7)  g.org

3) c.it 8)  h.com

4) d.com 9)  i.de

5) e.de 10) j.org

a.com

d.com

h.com f.gov

g.org

j.orgc.it

b.de

e.de

i.de

Query
intents

Top-k
Tasks

Intent Ii
* Task Tj

*

Personalize

Current
Search
Session

User Profile Tasks

Re-ranking or Query Expansion 
based on updated query

If KL(Ii*,Tj*) < σ

Figure 8.6: Selective and task-aware personalization framework.

8.4.1 Selective Personalization Strategy

We distinguish two cases: (1) either the current query is the first query in the
current session, or (2) there exists some query history already, and the current
query is a refinement of a previous query. In the first case we retrieve the top-k
tasks T1, . . . , Tk most similar to the query from the user’s profile. In the latter
case the tasks present in the user profile are accompanied by a current task
made up by all the actions of the currently active session, and represented by
the language model Tk+1 being just a special incarnation of a task language
model.

Each obtained query intent and each task is represented by a unigram lan-
guage model. Considering the Kullback-Leibler (KL) divergence between a
query intent Ii and a task Tj

KL(Ii||Tj) =
∑
w

P (w|Ii) · log
P (w|Ii)
P (w|Tj)

we determine the intent-task pair (I∗i , T
∗
j ) with the lowest Kullback-Leibler (KL)

divergence. We compute KL(Ii||Tj) by considering only those terms present in
Ii ∪ Tj . This way we learn the query intent I∗i closest to the user’s interests,
which represents the most probable meaning of the query in case of ambigu-
ity. At the same time, the task T ∗j represents the best-matching part of the
user profile to the query intent I∗i . Yet, KL divergence is asymmetric, i.e.,
KL(Ii||Tj) 6= KL(Tj ||Ii). KL(Ii||Tj measures the expected difference in the
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number of bits required to code samples from the probability distribution Ii
when using an encoding based on Tj . The KL divergence between I∗i and T ∗j
further characterizes the strength of their similarity. If KL(I∗i , T

∗
j ) is larger

than a threshold σ, we conclude that the current query goes for a previously
unexplored task, and thus refrain from biasing the search results. Otherwise we
might either reformulate the query sent to Google or re-rank the original search
results as described in the next section.

8.4.2 Means of Personalization

In the following we tackle the question how to personalize when personalization
has been deemed useful for the current query. We are given a intent of the
current query I∗i and a task T ∗j most similar to each other. We update the
query representation with terms best discriminating the query intent I∗i from
all other query intents, while being most similar to the task T ∗j . We rank
terms by their potential for personalization which is their impact on the KL-
divergence between the union of the chosen intent-task pair and the remaining
query intents, i.e.,

potential(w) = P (w|I∗i ∪ T ∗j ) · log
P (w|I∗i ∪ T ∗j )
P (w|⋃i6=i∗ Ii) < τ

with

P (w|
⋃
i 6=i∗

Ii) =
1

| {i|i 6= i∗} | ·
∑
i 6=i∗

P (w|Ii)

Based on the KL divergence between the new query representation and the result
items’ language models estimated from their title and snippet information, we re-
rank the original results. Thus in case of ambiguity, the query is biased towards
the intent with the best-matching counterpart in the user’s profile. We introduce
a third threshold δ to allow for an automatic reformulation of the query sent to
Google whenever we find strong terms. Terms for which potential(w) < δ qualify
for query expansion, while terms with δ ≤ potential(w) < τ and P (w|⋃i Ii) > 0
qualify for re-ranking the original top-50 search results. This way the use of the
more aggressive query expansion is restricted to queries for which there is a
certain level of confidence in its success.

Alternatively to selecting terms based on their contribution to the KL-
divergence as just described, we consider ranking terms based on their prob-
ability in the intent-task pair, i.e., potential(w) = P (w|Ii ∪ Tj), as well as,
thresholding the number of terms to be selected.

8.4.3 Language Models

The language model of a user task is a weighted mixture of its components:
queries, result clicks, clickstream documents and query-independently browsed
documents. Let Q be a query language model, and B a language model of
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query-independently browsed documents. Then the task language model T is
obtained as

P (w|T ) = α · P (w|Q) + (1− α) · P (w|B)

where w denotes a word in the vocabulary. P (w|B) is the average of the indi-
vidual browsed documents’ language models. Let QC be the set of query chains
the user tasks contains. Let c ∈ QC denote a query chain c = Q1, Q2, . . . , Qkc

where Qkc
is the last query in the chain c. Then

P (w|Q) =
1
|QC| ·

∑
c∈QC

P (w|c)

with

P (w|c) =
1∑kc

i=1
1

kc−i+1

·
kc∑
i=1

1
kc − i+ 1

· P (w|Qi)

So a task’s query language model P (w|Q) is the average of all query chains’
models. Each query chain is modeled by a weighted sum of its constituent
queries, weighted in such a manner that queries later in the chain are considered
more important than queries early in the chain. The rationale behind this is the
assumption that queries submitted later in the session, are better matches to the
user information need, and thus better characterize the search task’s intention.

Let r(·) denote the rank of a search result document, and CR be the set of
clicked result items of the total set of result items R. Among the non-clicked
result items, we further distinguish intentionally non-clicked documents ranked
above a clicked one, NR = {d ∈ R,∃c ∈ CR : r(d) < r(c)}, and unseen results
ranked below the lowest-ranked clicked item, UR = {d ∈ R,∀c ∈ CR : r(d) >
r(c)}. Furthermore, let CS be the set of clickstream documents beyond the
result documents. Then the individual query models can be estimated as

P (w|Qi) = λq · P (w|q) + λc ·
∑
d∈CR

1
|CR| · P (w|d)

+λn ·
∑
d∈NR

1
|NR| · P (w|d)

+λu ·
∑
d∈UR

1
|UR|P (w|d)

+λs ·
∑
d∈CS

1
|CS| · P (w|d)

So a single query is represented by a mixture of its actual query terms (q denotes
the query string), its clicked documents, its intentionally non-clicked documents
ranked above clicked ones, its unseen result documents ranked below all clicked
ones, and all the documents the user visited starting from clicked result set
documents. The constituent language models for both clicked and clickstream
documents are a uniform mixture of their document language models, and sim-
ilarly the language models for unseen and intentionally non-clicked results are
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User #Queries #Browsed documents #Sessions

1 284 1014 593
2 215 749 522
3 200 243 184
4 135 420 377
5 273 1389 1188
6 238 1606 1547
7 290 424 410

Table 8.7: Size of user log history.

uniform mixtures of their individual result models estimated from their title and
snippet text. All constituent language models employ Dirichlet prior smoothing.
That is, for a document d (and similarly, for a query string q or result snippet
s)

P (w|d) =
c(w, d) + µ · c(w,Collection)

|Collection|
|d|+ µ

where c(w, ·) denotes the frequency of word w in (·), Collection amounts to the
user profile in our setting, |.| is the overall length of the document, respectively
collection, and µ is typically 2000 (see 2.4.2 for a more in-depth discussion on
setting the parameter µ).

Similarly, the query intent language model I is the uniform mixture of the
result snippets s ∈ I present in the query intent, i.e.,

P (w|I) =
1
|I| ·

∑
s∈I

c(w, s) + µ · c(w,Collection)
|Collection|

|s|+ µ

8.4.4 Experimental Evaluation

In order to evaluate the effectiveness of our proposed approach, we asked 7 vol-
unteers (computer scientists at our institute) to install our proxy on their local
machines to log their search and browsing activities for a period of 2 months.
Participants were free to opt out of the logging to protect their privacy. Due
to holiday seasons, the period actually covered is approximately 6 weeks. The
range of users spans from highly active to only sporadically searching and brows-
ing the web. Thus, also the amount of logged user history varies accordingly.
Table 8.7 shows the respective log sizes in terms of number of distinct query
strings issued, number of web documents viewed, and number of sessions. These
numbers already show the high divergence of web interaction behavior between
users, e.g., user 1 uses primarily search to access web content, whereas user 5
has a stronger emphasis on direct or browsing-based navigation.

During a one-week evaluation phase, each participant evaluated 8 self-chosen
search sessions, among which at least two were asked to reflect topics searched
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during the logging period. A search session as defined in Section 5.2 is a se-
quence of queries, click and browsing actions until the user’s information need
is satisfied. We assisted users in remembering information they searched before
by presenting them the frequency-ordered terms of their logged query strings.
During evaluation, we tried to mimic natural queries by having the participants
evaluate their common-day queries at their own pace. The performed evalua-
tion search sessions consisted of 2.3 queries on average, from which the first, the
last, and the next to last query if available were subject to evaluation. For each
session, the participant was presented with the top-50 Google results for the
selected queries, merged and placed in random order in order to avoid result’s
position bias. Then the participant was asked to mark each result as highly rel-
evant, relevant or completely irrelevant. Furthermore, we asked users to group
the top-10 results of each query by giving labels to them. This was to generate
the optimal clustering of search results as perceived by the individual user, and
to decouple the evaluation of our personalization strategy from the quality of
the search result set clustering. In total our experiment comprises 59 search ses-
sions, and 98 individual evaluation queries. We removed queries whose search
results were lacking human labels and queries that had no matching tasks in the
user profile as no personalization could be carried out on these queries. These
considerations left us with a set of 89 evaluation queries.

To measure the ranking quality, we use the Discounted Cumulative gain
(DCG) [JK00], which is a measure that takes into consideration the rank of
relevant documents and allows the incorporation of different relevance levels.
DCG is defined as follows

DCG(i) =
{
G(1) if i = 1
DCG(i− 1) +G(i)/log(i) otherwise

where i is the rank of the result within the result set, and G(i) is the relevance
level of the result. We used G(i) = 2 for highly relevant documents, G(i) = 1 for
relevant ones, and G(i) = 0 for non-relevant ones. Dividing the obtained DCG
by the DCG of the ideal ranking we obtain a normalized DCG which accounts
for the variance in performance among queries.

Parameter Description

potential(w) Method for selecting expansion terms

1original query
Boolean parameter whether to include the
original query for re-ranking

w
Weight for aggregating original and personal-
ized results using Borda’s method

Table 8.8: Parameters which are not specific to a particular user.

During our experiments we studied various degrees of freedom of our frame-
work, such as the mean of selecting expansion terms, i.e., whether terms were
ranked based on their probability in the chosen intent-task pair as opposed to
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their contribution to the KL-divergence between the chosen intent-task pair and
the remaining query intents. Other parameters we varied are whether to enforce
the inclusion of the original query terms in the course of query rewriting, as well
as, the weight for aggregating original and personalized results using Borda’s
method. All these general parameters were fixed among all users during all
experiments and are summarized in Table 8.8.

λq λc λs λu λn

Equal weighting 0.2 0.2 0.2 0.2 0.2
Ignoring intentionally skipped re-
sults and downgrading unseen re-
sults

0.3 0.3 0.3 0.1 0

Ignoring intentionally skipped re-
sults unseen results

0.33 0.33 0.33 0 0

Emphasizing query text 0.5 0.25 0.25 0 0
Emphasizing result clicks 0.25 0.5 0.25 0 0
Emphasizing clickstream documents 0.25 0.25 0.5 0 0

Table 8.9: Considered parameter settings for the task query language model.
These are user-specific parameters.

Besides these general variations of our personalization approach, we also
experimented with different parameter settings for the weights in the task lan-
guage model for each user separately to account for the diverse user styles of
interacting with the Web. We varied the weight of queries with respect to
browsed documents controlled by the value of the parameter α. We chose
α ∈ {0.5, 0.7, 1}, thus testing the extreme points of giving equal importance
to queries and independently-browsed documents, as opposed to giving higher
weight to queries up to ignoring independently-browsed documents when α = 1.
Similarly we changed the influence of the individual components of the task
query language model by giving different weights to λq, λc, λn, λu and λs. These
regulate the importance of query strings, clicked documents, non-clicked doc-
uments, unseen documents and query-dependent clickstream documents with
respect to each other. Table 8.9 gives a summary of the 6 parameter combi-
nations in the task query language model we studied. In total, we restricted
ourselves to 18 parameter combinations for the task language model that al-
lowed us to test the importance of its individual components with respect to
each other. Finally, the threshold σ which determines when personalization is
employed, as well as, the threshold τ which regulates the number of expansion
terms on a query-to-query basis, or alternatively, a parameter fixing the number
of expansion terms to be selected, could be tuned. Table 8.10 summarizes these
additional user-specific parameters.

The rest of this section is organized as follows. We first present the ex-
perimental results we obtain when restricting our means of personalization to
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Parameter Description

σ Threshold for deciding when to personalize

num terms Number of expansion terms in the fixed setting

τ

Threshold determining the number of expan-
sion terms on a query-to-query basis in the
flexible setting

Table 8.10: Additional user-specific parameters.

result re-ranking only. In addition, we study another incarnation of our ap-
proach where we enforce the use of the current session task whenever possible
to account for the particular importance of the current session context. Then we
present the results we obtain by also employing query expansion within our per-
sonalization framework. As a proof-of-concept and an indicator of the potential
of our approach, we report in the following results based on the best performing
parameters setting. We conclude by proposing a method to learn and adjust
the optimum values for these parameters automatically from the user’s profile.

Evaluation Results with Re-ranking

We computed the NDCG at top-10 for the original Google results, enforced per-
sonalization results where personalization has been carried out for each query,
and our selective personalization results where personalization has been per-
formed only for queries whose KL divergence is below the threshold σ. We
experimented with two incarnations of our selective personalization approach.
In the first case, which we refer to as Fixed, we adopted the same fixed number of
expansion terms among all user queries, whereas in the other, coined Flexible, we
determined the optimal threshold τ which varies the number of expansion terms
between different queries. In both cases, in order to give the enforced person-
alization a fair chance and make results comparable, we chose the user-specific
parameters that would maximize the improvement in NDCG between enforced
personalized and original rankings. This would determine all user-specific pa-
rameters of the selective personalization approach except for the thresholds σ
and τ which we chose such that the performance of selective personalization is
maximized while keeping all other parameters fixed.

Tables 8.11 and 8.12 present the aggregated average performance where we
chose the best performing parameters setting for each individual user indepen-
dently, and then averaged the computed NDCG values over our 7 participants.
Table 8.11 represents the results where we relied on the ”ideal” user clustering
to construct query intents. Consequently, Table 8.12 represents the case where
the automatic clustering of the search results was used instead.

Our selective personalization outperforms both the original ranking and the
enforced personalization in the case of fixed number of expansion terms. We re-
port significantly large improvements over the original ranking with one-tailed
paired t-test p-values of 0.026 for human-labeled query intents, and 0.024 for
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Fixed Flexible
Avg Std dev. Avg Std dev.

Original 0.569 0.120 0.569 0.120
Enforced 0.536 0.132 0.594 0.107

Enforced (no query intents) 0.473 0.133 0.543 0.108
Enforced (no tasks) 0.454 0.131 0.519 0.136

Selective 0.586 0.134 0.587 0.117
σ -0.015 0.015 -0.003 0.022

Table 8.11: Average NDCG@10 for best parameter setting per user aggregated
over all users with human generated query intents.

Fixed Flexible
Avg Std dev. Avg Std dev.

Original 0.569 0.120 0.569 0.120
Enforced 0.542 0.129 0.594 0.112

Enforced (no query intents) 0.472 0.138 0.534 0.126
Enforced (no tasks) 0.454 0.131 0.517 0.134

Selective 0.593 0.119 0.600 0.114
σ -0.020 0.024 -0.005 0.023

Table 8.12: Average NDCG@10 for best parameter setting per user aggregated
over all users with automatically generated query intents.

automatically generated intents. Also, the improvements over the enforced per-
sonalization are statistically significant with p-values of 0.023 (human) and 0.021
(automatic). Similarly, we obtained statistically significant improvements for
flexible number of expansion terms over the original Google ranking. The en-
forced personalization with flexible number of expansion terms already benefits
from the selectivity in the number of expansion terms, and also outperforms
the original Google ranking significantly with p-values of 0.048 (automatic) and
0.022 (human). We find only small differences between the results obtained
when employing a selective personalization with a fixed as opposed to a flexible
number of expansion terms. Comparing the hierarchical clustering approach for
the generation of query intents to ”ideal” query intents as perceived by users, we
find the automatic approach to slightly outperform a human grouping indicating
the validity of the hierarchical clustering approach for determining query intent
candidates.

To evaluate the merit of a task-aware personalization approach, we compare
three variants of enforced personalization. As a baseline, we consider a person-
alization methodology that is unaware of both query intents and tasks, which
we refer to as ”enforced (no tasks)”. As an enhancement thereof, we also con-
sider a variant that serves as an intermediate step and distinguishes between
history tasks but still treats a query always in its entirety which we refer to
as ”enforced (no query intents)”. Comparing the enforced personalization that
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utilizes both our notion of query intents and search history tasks to these two
baselines indeed proves the concepts of user tasks and query intents beneficial.

Correlating KL-divergence with performance gains In Table 8.13, we
report the correlation between the improvement in NDCG of the enforced per-
sonalization with fixed number of expansion terms over the original ranking and
the KL-divergence between the chosen intent-task pair KL(I∗i , T

∗
j ). A negative

correlation indicates that queries with more relevant information in the local
index (i.e., with a low KL divergence) experience higher improvement in NDCG
as compared to those that have less relevant information in the local index (i.e.,
with a high KL divergence). We find that users who benefit the most from
personalization, i.e., with strongest improvement of selective personalization
over the original ranking, also show a medium negative correlation between the
improvement in NDCG of the enforced personalization over the original rank-
ing and KL(I∗i , T

∗
j ). This indicates the validity of our approach for predicting

whether a query benefits from personalization.

User 1 2 3 4 5 6 7

O 0.537 0.616 0.645 0.35 0.768 0.504 0.564
E 0.547 0.459 0.644 0.398 0.8 0.441 0.506
S 0.572 0.617 0.656 0.409 0.82 0.504 0.572
% 70% 88.8% 50% 100% 88.8% 70.6% 81.8%
π 0.005 0.402 0.347 -0.5 -0.253 0.037 -0.33

Table 8.13: Pearson correlation (π) between KL(F ∗i , T
∗
j ) and the improvement

of enforced personalization (E) over the original ranking (O). Selective per-
sonalization (S) and the percentage (%) of times it decides right. We report
NDCG@10 for fixed number of expansion terms and automatically-generated
intents.

Parameterizing the personalization framework Tables 8.14 and 8.15
show the chosen user-specific parameters setting when using fixed and flexi-
ble number of terms, respectively. We only report the case where query intents
were automatically generated. For the majority of users, browsed documents
play a role as α equals either 0.7 or 0.5 in most cases. Regarding the task query
language models, the weights of its components varied among the different users
supporting our intuition that these weights are indeed user-dependent.

For the general parameters that were fixed among all the users, we found the
exclusion of the original query terms, term selection according to terms’ intent-
task probabilities and the aggregation of original and personalized results with
an equal weight of 0.5 to be the best performing parameter setting for selective
personalization with both fixed and flexible number of expansion terms.
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User 1 2 3 4 5 6 7

α 0.7 0.7 0.7 1 0.5 0.5 0.7
λq 0.25 0.2 0.5 0.2 0.2 0.25 0.5
λc 0.5 0.2 0.25 0.2 0.2 0.25 0.25
λs 0.25 0.2 0.25 0.2 0.2 0.5 0.25
λu 0 0.2 0 0.2 0.2 0 0
λn 0 0.2 0 0.2 0.2 0 0

Table 8.14: Chosen parameter settings per user with automatically generated
query intents and flexible number of terms.

User 1 2 3 4 5 6 7

α 1 0.7 0.5 0.7 0.7 0.5 0.5
λq 0.2 0.3 0.3 0.25 0.25 0.2 0.2
λc 0.2 0.3 0.3 0.25 0.25 0.2 0.2
λs 0.2 0.3 0.3 0.5 0.5 0.2 0.2
λu 0.2 0.1 0.1 0 0 0.2 0.2
λn 0.2 0 0 0 0 0.2 0.2

Table 8.15: Chosen parameter settings per user with automatically generated
query intents and fixed number of expansion terms.

Considering the Current Session’s Context

When comparing the performance of queries across the various time points in
a session (see Figure 8.7), we find a large gap between the first query in a
session and both the last and the query before the last in terms of performance
of the original Google ranking (first: 0.33, last: 0.7 average NDCG@10). The
difference in performance between the first and the last query in a session is
significant with a one-tailed paired t-test p-value of 0.005. This indicates that
indeed the user succeeds in improving result quality solely based on her query
reformulation skills.

This observation motivates us to study a stronger consideration of session
context within our personalization framework. Here, we report the results for
a variant of our model where we enforce the use of the current session con-
text as the chosen task whenever available. We again report the results where
for each user, we chose the setting that optimizes the enforced personalization
NDCG, restricting the set of evaluated queries to those that have some current
session context associated with. Table 8.16 represents the average performance
aggregated over all users. We find statistically non-significant improvements of
selective personalization over both the original ranking and the enforced per-
sonalization for both the variant with fixed and the one with flexible number
of expansion terms. The correlation between the improvement in NDCG and
the KL divergence is negative in both cases. We again highlight the importance
of considering the different query intents by comparing the enforced person-
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Figure 8.7: Query performance gaps with respect to the query’s position within
a search session.

alization that takes into consideration these query intents, with the one that
treats a query always in its entirety. As indicated in Table 8.16, the enforced
personalization without tasks outperforms the personalization without intents.
Comparing the selective personalization that freely chooses an appropriate user
profile task to the one that enforces the use of the current session task on the
reduced set of queries for which current session information is available, shows
the benefit of this simple heuristic to aid the selective personalization in select-
ing the right user task. However, the rather moderate improvement over the
selective approach that freely chooses a user task suggests that our rationale for
selecting the appropriate user tasks already works quite well.

Fixed Flexible
Avg Std dev. Avg Std dev.

Original 0.555 0.161 0.555 0.161
Enforced 0.437 0.187 0.537 0.174

Enforced (no query intents) 0.353 0.190 0.486 0.165
Selective 0.584 0.151 0.576 0.161
Selective with current session enforced 0.588 0.171 0.590 0.167

σ 0.026 0.030
Pearson correlation -0.358 -0.436

Table 8.16: Average NDCG@10 for best parameter setting per user aggregated
over all users with current session enforced and automatically generated query
intents.

Adding Query Expansion

The results we have presented so far all rely on result re-ranking of the original
user’s query result set. One drawback of result re-ranking is the high depen-
dence on the performance of the original query. A query with a small recall,
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would not stand a high chance of improvement. On the other hand, automatic
query expansion, if not applied carefully, could harm the query performance.
Our framework allows for judicious query expansion, reasoning on how well the
expansion terms selected from the user’s intent-task pair are believed to present
the current user’s search actions.

Revisiting Section 8.4, our personalization strategy allows for automatic
query expansion, by augmenting the original user’s query with additional terms
before forwarding it to the search engine. We only expand queries that are be-
lieved to benefit from personalization, i.e., queries for which the kl-divergence
between the chosen intent-task pair is below the threshold value σ as set dur-
ing the re-ranking phase. For each qualifying query, we experimented with two
variants of expansion methods. The first method, which we refer to as ”en-
forced expansion” expands each qualifying query with kl-divergence below σ

with terms for which potential(w) < τ . Next, we evaluate our selective person-
alization scheme as described in Section 8.4, where we combine both the merits
of query expansion and result re-ranking. Queries that have expansion terms
with scores potential(w) < δ qualify for query expansion. If there are no such
terms, we re-rank the original results using terms that have potential(w) < τ ,
otherwise we refrain from personalization completely. We contrast these two
variants employing query expansion, with the selective personalization which
employs only re-ranking.

To evaluate query expansion, we only considered queries that were chosen
for personalization by our selective approach. We expanded each such qualify-
ing query adding terms in incremental manner, and fetching the top-5 results
for the expanded query. We only added terms whose potential(w) were below
the chosen threshold τ , i.e, terms that were chosen by our selective re-ranking
approach with flexible number of terms, and presented the user with the merged
set of results in random order. Similar to the case of re-ranking, each user had
to assess each result being highly relevant, irrelevant or completely irrelevant.
We restricted ourselves to only 5 results per query, in order to avoid overwhelm-
ing users with a large number of results. We also believe that it is sufficient to
test the effect of query expansion on top-5, since query expansion substantially
changes the result set.

Table 8.17 represents the performance of query expansion aggregated over
all 7 users. The reported NDCG values are all at top-5. Both our selective
personalization scheme, and the selective re-ranking outperform enforcing query
expansion and the original Google results, yet the selective re-ranking has the
largest gains.

Parameter Learning

In a running system, it is crucial to automatically determine the values of the
different system parameters. In [TZC+06], Taylor et al. discuss the lack of ef-
ficient learning algorithms for retrieval functions, and compare a greedy line
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Automatic
Average Std deviation

Original 0.558 0.208
Enforced Expansion 0.475 0.253

Selective (Expansion with Re-ranking) 0.578 0.185

Selective (only Re-ranking) 0.637 0.234
δ 0.047 0.021

Table 8.17: Average NDCG@5 for query expansion with flexible number of expansion

terms and automatically generated query intents.

search approach that directly optimizes NDCG to a gradient descent approach
optimizing the order of document pairs induced by the ranking function. Both
of these methods are approximations to doing an exhaustive search in the pa-
rameter space which becomes infeasible with a large number of parameters as
computing NDCG requires manual user assessments.

The experimental results we presented so far are based on doing an exhaus-
tive search on our set of test queries, thus providing us with an upper bound on
the performance of our approach indicating its potential. In the following we
discuss methods for determining optimal parameters in a running system. Most
of the aforementioned work assumes that we know an objective performance
function, such as NDCG, for each parameter setting we might want to consider.
This, however, requires to ask users for explicit relevance assessments which the
user usually is reluctant to give. Thus methods for implicitly determining the
near-optimal parameters from the user’s search behavior are needed.

In the following, we present our experimental results for learning parameters
from explicit user relevance assessments and from implicit user feedback. For
each participant, we extracted the last 8 queries that were recorded during
the logging period, and used these queries as a training set. For each selected
query, we ensured that the user had clicked on at least one result ranked below
the first one. The rationale behind this is to ensure that there is a potential
for improvement over the original ranking. We also asked our participants for
relevance assessments of the top-10 results for each query in the training set.

Explicitly learning parameters We determine the parameter values which
maximize the improvement in NDCG between enforced personalized and original
rankings on the training set. Applying the learned parameters on this training
set to our test queries set, we obtain evaluation results as reported in Table 8.18.
Even though the learned parameters do not fully generalize, selective personal-
ization still improves over enforced personalization when using fixed (p-value =
0.046) or flexible (p-value = 0.055) numbers of expansion terms. When com-
paring the performance of enforced personalization with the learned parameters
with the optimal performance of enforced personalization as reported in Table
8.12 we find a degradation in performance due to the non-optimality of the
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learned parameters.

Fixed Flexible
Avg Std dev. Avg Std dev.

Original 0.569 0.120 0.569 0.120
Enforced 0.499 0.160 0.481 0.189

Enforced (no query intents) 0.496 0.164 0.455 0.182
Enforced (no tasks) 0.468 0.161 0.473 0.178

Selective 0.517 0.150 0.494 0.186
σ -0.005 0.021 0.005 0.026

Table 8.18: Average NDCG@10 for best parameter setting per user aggregated
over all users with explicitly learned parameters.

Implicitly learning parameters We utilize the user click information to
learn parameters implicitly on the same training set. As most queries occur only
once, methods such as the one by Carterette et al. [CJ08] which estimate DCG
based on click rates of a significant number of users are not applicable to our
client-side personalization setting. Thus we experiment with a simple approach
which chooses parameters in such a way that clicked results would be ranked
the highest. The rationale behind is that we believe the user expresses implicit
positive feedback on the quality of a result by clicking it as she saw a summary
of its content displayed on the search result page. However, as Agichtein et
al. [ABDR06] already pointed out user clicks arise from a combination of query-
specific result relevance and background noise resulting from a rank position
bias. Thus we cannot expect a clicks to perflectly reflect result relevance.

We obtain an estimate of the expected performance of this method by com-
paring the NDCG of the original rankings in our training set, with the ones we
obtain by re-shuffling results in such a way that either (1) all clicked results are
ranked highest followed by the remaining ones in original order, or (2) clicked
results are ranked top, followed by unseen results, and intentionally non-clicked
results at the bottom. Averaging the NDCGs over the training queries of all
users yields an average NDCG of 0.863 for the original ranking, 0.897 for the
first re-ordering method and 0.857 for the second one. The differences between
original and method 1 are statistically significant with a one-tailed paired t-test
p-value of 0.031, and also the performance gap between the two methods are
statistically significant with a p-value of 0.004. This led us to choose the first
method for learning parameters. Its performance improvement over the origi-
nal ranking opens up potential for learning parameters that improve over the
original ranking. At the same time, these numbers raise awareness of the much
smaller margin of potential improvement as opposed to what might be learned
from explicit ratings which optimize parameters towards a targeted NDCG of
1. This indeed indicates the challenge of deducing relevance assessments from
clicks, which suffers from result position bias [Joa02], and noisy user click be-
havior [SSBT08].
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Table 8.19 shows the results of using the parameter settings learned by rely-
ing on implicit user feedback on our test set. Similarly as with explicit learning,
our selective approach does not fully generalize to the test evaluation set, how-
ever, still outperforms enforced personalization in both cases when using fixed
(p-value = 0.013) or flexible (p-value = 0.002) number of terms. Increasing
the size of the training set, we expect to be less susceptible to such problems.
However, the moderate sizes of our user profiles limited us to experiment with
a rather small training set.

Fixed Flexible
Avg Std dev. Avg Std dev.

Original 0.569 0.120 0.569 0.120
Enforced 0.381 0.176 0.510 0.186

Enforced (no query intents) 0.391 0.169 0.476 0.183
Enforced (no tasks) 0.381 0.142 0.487 0.173

Selective 0.466 0.213 0.534 0.182
σ -0.011 0.014 0.005 0.024

Table 8.19: Average NDCG@10 for best parameter setting per user aggregated
over all users with implicitly learned parameters.

Cross-validation On the joint set of training and test set evaluation queries,
we perform cross-validation for each user separately as follows. We remove all
queries of a single search session, and determine the best performing parameter
setting on the remaining queries. Then we evaluate the left-out queries based on
the chosen parameter setting. This procedure is repeated for all search sessions
in the set of evaluation queries. In Tables 8.20 and 8.21, we report the results we
obtain by averaging the that way obtained performance values over all queries
and users.

Fixed Flexible
Avg Std dev. Avg Std dev.

Original 0.66 0.085 0.66 0.085
Enforced 0.603 0.113 0.645 0.091

Enforced (no query intents) 0.586 0.11 0.631 0.093
Enforced (no tasks) 0.586 0.11 0.632 0.093

Selective 0.665 0.087 0.663 0.088

Table 8.20: Average NDCG@10 for cross-validation per user aggregated over
all users.

Indeed, we find that increasing the number of training examples improves
the performance of our selective personalization approach when comparing the
cross-validation results to the results we obtained in the previous two sections
with a smaller training set. For a fixed number of expansion terms we find sta-
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Fixed Flexible
Avg Std dev. Avg Std dev.

Original 0.752 0.066 0.752 0.066
Enforced 0.708 0.079 0.728 0.094

Enforced (no query intents) 0.695 0.084 0.719 0.09
Enforced (no tasks) 0.7 0.088 0.717 0.094

Selective 0.756 0.066 0.753 0.075
p-value 0.033 -

Table 8.21: Average NDCG@50 for cross-validation per user aggregated over
all users.

tistically significant performance gains over the original Google ranking in terms
of NDCG@50 with a one-tailed t-test p-value of 0.033. These results demon-
strate that learning the parameters of our selective, task-aware personalization
scheme is feasible given a sufficiently large training set.

Comparison with Ranking SVM

Next, we compare our personalization approach with Ranking SVM, a support
vector machine algorithm introduced by Joachims [Joa02] for learning rankings
from observed user search behavior. We refer the reader to Section 5.5 for a
more in-depth discussion of the Ranking SVM algorithm. The introduction
of Ranking SVM marked the growing interest of the IR community in applying
machine learning methods to the task of ranking search results which manifested
itself in a series of ”Learning to Rank” workshops and an increasing number of
publications in this research area. In the following we let Ranking SVM as a
state-of-the-art approach for learning rankings compete with our personalization
framework. For doing so we make use of Joachims’ SVMlight implemenation
[Joa99]. We consider both the original features and preferences used by Joachims
in [Joa02].

The features in [Joa02] translated to our setting are as follows.

Rank in Google features are:

rank in Google 100 minus rank in Google divided by 100

top1 in Google binary attribute indicating whether the URL is ranked
at position 1 in Google

top10 in Google binary attribute indicating whether the URL is ranked
in top 10 in Google

Query/Content Match features are:

query url cosine cosine between URL words and query

query title cosine cosine between title words and query

domain name in query query contains domain name from URL
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Popularity Attributes features are:

url length length of URL in characters divided by 30

country X binary attribute indicating whether the URL’s country code
equals to X

domain X binary attribute indicating whether the URL domain equals
to X

abstract contains home binary attribute indicating whether the URL
or title contain the word ”home”

url contains tilde URL contains ” ”

url X binary attribute indicating whether the URL equals to X

Joachims creates preferences constraints as follows.

For a ranking (link1, link2, link3, . . .) where linki denotes the result ranked at
position i and a set C containing the ranks of clicked-on links, extract a prefer-
ence

linki < linkj

for all pairs 1 ≤ j < i, with i ∈ C and j /∈ C, i.e., the clicked result linki is
ranked higher than the intentionally non-clicked results linkj .

Furthermore for each clicked document preferences over a random fraction of
other documents in the result set are added to stabilize the learning result and
keep it still somewhat close to the original ranking. We apply both preference
constraints directly to our setting, and introduce half the size of the known
resultset many random constraints.

Avg Std. dev.

Original 0.569 0.13
Joachims (KDD’02) 0.516 0.125

Selective Personalization 0.593 0.119

Table 8.22: NDCG@10 of Ranking SVM, original Google ranking, and our se-
lective and task-aware personalization scheme.

The NDCG values averaged over all users we obtain with Joachims’ approach
are depicted in Table 8.22. When contrasting them with the performance of
the original Google ranking, Joachims’ RankingSVM approach performs clearly
worse. The difference we observe is statistically significant with a one-tailed
t-test p-value of 0.01.

Discussion

In summary, our experimental results prove personalization beneficial by con-
trasting personalized results with general Google results. Especially, our selec-
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tive and task-aware personalization scheme is shown to be superior over a sim-
ple bag-of-words personalization scheme. By testing the different components
of our personalization scheme separately, we are able to show the advantages of
each component. We see how the mere introduction of tasks improves person-
alization, how the additional consideration of query intents further ameliorates
personalization, and how eventually the idea of selectivity makes our approach
outperform both the original Google ranking and all other tested personalization
schemes.

We further experiment with our framework, and find enforcing the use of
the current session’s task for all queries other than the first in a search session
to slightly improve performance. The rather moderate improvements indicate
that the automatic choice of the user task by our framework already performs
quite well.

When studying the impact of re-writing the query sent to the search engine,
we find improvements over the original query’s ranking. Yet, a mere re-ranking
of the original query result set outperforms query re-writing. We believe that
further improving query re-writing bears a big potential for ameliorating our
personalization scheme. Even though query re-writing has a higher risk of de-
grading result quality, it has at the same time a better chance of improving
result quality as opposed to a mere re-shuffling of search result ranks.

Finally, our cross-validation results show that the learned parameters to our
framework generalize well.

8.4.5 Efficiency

Tasks are computed offline. In a running system, the hierarchical clustering of
past user sessions would be re-computed periodically. To fold in new sessions
without making a complete re-computation necessary, incremental clustering
approaches such as [HK03a] could be employed. To analyze the complexity
of our approach at query-processing time, we empirically compare the relative
contribution of each query-processing step to the overall latency incurred by
our personalization approach. We picked an exemplary user, and averaged the
runtime of each processing step over her evaluation queries. The results are
shown in Table 8.23. The times given there are, however, based on our prototype
implementation which is not optimized for speed. Still they give a hint on the
relative cost of each query processing step with respect to the overall query
execution time.

Clearly, the hierarchical clustering of the top-10 search results and the re-
trieval of the top-k tasks best matching the query string which also comprises
the construction of their language models are the largest bottlenecks, followed
by the pairwise KL-divergence computations between all candidate intent-task
pairs. We considered replacing the hierarchical clustering here with a flat clus-
tering approach which requires to specify an optimal number of clusters n. We
experimented with methods for determining the optimal number of clusters.
These, however, mostly involve heavy computations as well such as computing
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clusterings for all possible values of n. Also, the predictions of n exhibited only
medium Pearson correlation with the number of clusters obtained from human
labellings.

The time complexity of the retrieval and construction of the top-k tasks can
be traded against additional space complexity for fully precomputing all possible
task language models. In our experiments we pre-computed term scores only
at the session level, and at query-time computed the task language model by
aggregation over the constituent sessions.

The complexity of the pairwise KL-divergence computation can be reduced
by limiting the number of candidate pairs to be considered. This might be either
achieved by choosing a smaller k or reducing the number of query intent candi-
dates. At query-time we perform a hierarchical clustering of the top-10 result
snippets. Instead of considering the full hierarchical cluster dendogram, we could
remove some of its levels. Yet another option would be to reduce the number of
terms in the summation of the KL-divergence computation by approximating
the task and query intent language models by their most contributing terms,
and ignoring terms below some probability threshold. We would, however, need
to carefully study the effect of these approximations on personalization perfor-
mance.

Query-processing step Seconds % Total runtime

1 Top-50 Google query results 0.342 0.7%
2 Top-k tasks and task LM 15.9 38.3%
3 Clustering of search results 18 43.4%
4 Query intent LM computation 0.11 0.27%
5 KL-divergence computation 7 16.9%
6 Term selection - Maximum Probability 0.001 0.002 %
7 Term selection - Maximum Divergence 0.052 1.25%
8 Result LM computation 0.12 0.29%

Table 8.23: Breakdown of query run-times.

8.5 Conclusion and Future Work

We have proposed a novel language modeling framework that explicitly ad-
dresses user tasks and carefully matches the current user needs with appropri-
ate past user tasks for an amelioration of search results. We introduced the
notion of selectivity that enables us to avoid the pitfalls of most personalization
systems that omit irregularities in users needs. Our framework also combines
both result re-ranking and query expansion, selectively choosing the appropri-
ate means of personalization. We presented an empirical user study where our
method achieved statistically significant gains over both the original Google
ranking and traditional personalization approaches.
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During our experiments, we relied on single terms to present the vocabulary
of both the task and the query intent language model. However, we encountered
limits of a mere bag-of-words model to truly capture user interests. Currently, we
are analyzing term correlations, and experimenting with ways of augmenting the
language models with correlated compounds of terms to capture dependencies
between words to further improve the selection process of expansion terms.

Furthermore, our current implementation always looks for a single best-
matching task-intent pair. However, we actually could also consider how close
the next best matching pairs are and allow more than one pair to qualify. For
example, consider the following scenario: a user is both a Java programmer and
has traveled to the island Java. However, the programming makes up a larger
part of the history. Then in our framework, the query ”Java” is biased towards
the programming interest, where it actually should recognize that the user has
two diverse almost equally strong interests.

As already indicated in Section 8.4.5, future work also encompasses further
studying the efficiency aspects of our approach.





Chapter 9

Conclusion

In this thesis, we have tackled the challenge to improve retrieval quality by
means of implicit user feedback. We have done so by first studying the kind
of user search behavior typically at hand. In this respect, we have analyzed
how users at the Ludwig-Maximilians-Universität in Munich search the Web.
Orthogonal to this study, we also have looked into how users of The European
Library portal go about querying digital libraries.

In a second step, we have performed a comparative study of the three most
prevalent retrieval models, the vector-space model, the probabilistic BM25 ap-
proach and the Kullback-Leibler divergence framework, when implicit user rele-
vance feedback from the immediate preceding actions in the same search session
are incorporated.

In the following, we have proposed new models and algorithms for exploiting
the knowledge of the user search behavior for an amelioration of search result
quality. We have suggested several families of link analysis algorithms which
extend the state-of-the-art PageRank method for computing structure-based
importance scores of Web pages. Thereby our algorithms augment PageRank’s
Web graph model by additional nodes representing queries and edges capturing
positive and negative feedback derived from the user interactions with the result
set.

Finally, we have addressed the issue of personalizing search results towards
the individual user needs. In this respect, we have advocated a selective person-
alization approach which changes search results according to user interests only
for queries where it is deemed beneficial. This way our approach avoids the risk
of overdoing personalization and hampering the user in exploring new topics of
interest.

Our work is a valuable contribution in the endeavor to facilitate a better
user search experience, yet there are still more challenges to be tackled as the
ever increasing amount of information on the Web opens up new possibilities
for improvement.

Our selective and task-aware personalization approach is based on a bag-
of-words model of text, not accounting for term dependencies or the semantics
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of text. Extending our approach in this direction is left for future work. Fur-
thermore the ideas of our personalization framework could be transferred to the
problem of personalizing search on structured data.

Another interesting issue for future work is to apply our behavior-aware
link analysis algorithms to social community portals such as Yahoo!Answers1,
LibraryThing2 or YouTube3. The user-generated content of such portals is
typically rated by users, and some portals also allow users to directly rate other
users.

1answers.yahoo.com
2www.librarything.com
3www.youtube.com

answers.yahoo.com
www.librarything.com
www.youtube.com
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Algorithm ε β δ α F K S

QLoop 0.15 0.5 0.2 - 0.007012 0.009949 0.031760
QLoop 0.15 0.5 0.3 - 0.011623 0.016487 0.052880
QLoop 0.15 0.5 0.4 - 0.017378 0.024632 0.079233
QLoop∗ 0.15 0.5 0.2 - 0.007012 0.009950 0.031761
QLoop∗ 0.15 0.5 0.3 - 0.011624 0.016487 0.052882
QLoop∗ 0.15 0.5 0.4 - 0.017378 0.024633 0.079236

LocalQJump 0.15 0.5 - - 0.000002 0.000002 0.000001
Uniform Glob-
alQJump

0.15 - - - 0.033848 0.049638 0.120331

Weighted Glob-
alQJump

0.15 0.5 - - 0.032768 0.048168 0.120451

Normalized Glob-
alQJump

0.15 - - - 0.032685 0.048008 0.120194

QReward on A+ 0.15 0.5 - 0.2 0.000364 0.000374 -
QReward on A+ 0.15 0.5 - 0.4 0.000431 0.000443 -
QReward on A+ 0.15 0.5 - 0.5 0.000456 0.000469 -
QReward on A+ 0.15 0.5 - 0.6 0.000486 0.000501 -
QReward on A+ 0.15 0.5 - 0.8 0.000612 0.000629 -

Table A.1: Footrule (F), Kendall’s τ (K), and statistical distance of various
rankings to QRank with ε = 0.15 and β = 0.5.

ε β δ Footrule Kendall Statistical Distance

0.15 0.5 0.2 0.0000041 0.000045 0.0000047
0.15 0.5 0.3 0.0000059 0.0000066 0.0000079
0.15 0.5 0.4 0.0000085 0.0000096 0.0000117
0.15 1.0 0.2 0.0000086 0.00001 0.0000196
0.15 1.0 0.3 0.0000146 0.0000175 0.0000196
0.15 1.0 0.4 0.0000217 0.0000269 0.0000294

Table A.2: Distances between NormalizedQLoop∗ and QLoop∗

ε β δ Footrule Kendall Statistical Distance

0.15 0.5 0.2 0.000005 0.000005 0.000006
0.15 0.5 0.3 0.000007 0.000007 0.000009
0.15 0.5 0.4 0.000010 0.000011 0.000014
0.15 1.0 0.2 0.000010 0.000012 0.000014
0.15 1.0 0.3 0.000016 0.000020 0.000023
0.15 1.0 0.4 0.000025 0.000031 0.000035

Table A.3: Distances between QLoop and QLoop∗
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Algorithm ε β δ α F K S

QRank

QRank 0.15 0.5 - - 0.032767 0.048167 0.120451

QRank 0.15 1.0 - - 0.068721 0.101826 0.244386

QLoop

QLoop 0.15 0.5 0.2 - 0.033711 0.048469 0.13895

QLoop 0.15 0.5 0.3 - 0.03471 0.049429 0.152157

QLoop 0.15 0.5 0.4 - 0.036345 0.052062 0.168766

QLoop 0.15 1.0 0.2 - 0.075548 0.111645 0.283979

QLoop 0.15 1.0 0.3 - 0.080099 0.118158 0.310537

QLoop 0.15 1.0 0.4 - 0.085767 0.126265 0.343148

QLoop∗

QLoop∗ 0.15 0.5 0.2 - 0.033709 0.048466 0.138948

QLoop∗ 0.15 0.5 0.3 - 0.034708 0.049426 0.152153

QLoop∗ 0.15 0.5 0.4 - 0.036342 0.052058 0.168761

QLoop∗ 0.15 1.0 0.2 - 0.075542 0.111637 0.283971

QLoop∗ 0.15 1.0 0.3 - 0.080089 0.118144 0.310525

QLoop∗ 0.15 1.0 0.4 - 0.085752 0.126242 0.343129

GlobalQJump

Uniform 0.15 - - - 0.002875 0.003744 0.001321

Uniform 0.25 - - - 0.020296 0.029377 0.075498

Uniform 0.5 - - - 0.056276 0.080867 0.237963

Normalized 0.15 - - - 0.000556 0.000909 0.000332

Normalized 0.25 - - - 0.018278 0.025887 0.075290

Normalized 0.5 - - - 0.052138 0.073802 0.237809

Weighted 0.15 0.5 - - 0.000008 0.000009 0.000003

Weighted 0.25 0.5 - - 0.017918 0.025252 0.075341

Weighted 0.5 0.5 - - 0.051396 0.072523 0.237939

LocalQJump

LocalQJump 0.15 0.5 - - 0.032767 0.048167 0.120451

LocalQJump 0.15 1.0 - - 0.068721 0.101826 0.244386

LocalQJump 0.25 0.5 - - 0.036343 0.052060 0.168765

LocalQJump 0.25 1.0 - - 0.085767 0.126265 0.343148

LocalQJump 0.5 0.5 - - 0.057547 0.084218 0.273684

LocalQJump 0.5 1.0 - - 0.116521 0.170221 0.489671

Table A.4: Footrule (F), Kendall’s τ (K), and statistical distance of various
rankings to PageRank with ε = 0.15 (part I)
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Algorithm ε β δ α F K

QReward

QReward on A 0.15 0.5 - 0.2 0.026710 0.030313

QReward on A 0.15 0.5 - 0.4 0.027498 0.031200

QReward on A 0.15 0.5 - 0.5 0.027797 0.031546

QReward on A 0.15 0.5 - 0.6 0.027880 0.031655

QReward on A 0.15 0.5 - 0.8 0.028020 0.031832

QReward on A 0.15 1.0 - 0.2 0.058428 0.086705

QReward on A 0.15 1.0 - 0.4 0.058428 0.086705

QReward on A 0.15 1.0 - 0.5 0.058428 0.086705

QReward on A 0.15 1.0 - 0.6 0.058428 0.086705

QReward on A 0.15 1.0 - 0.8 0.058428 0.086705

QReward on A+ 0.15 0.5 - 0.2 0.033086 0.048521

QReward on A+ 0.15 0.5 - 0.4 0.033129 0.048566

QReward on A+ 0.15 0.5 - 0.5 0.033136 0.048573

QReward on A+ 0.15 0.5 - 0.6 0.033138 0.048576

QReward on A+ 0.15 0.5 - 0.8 0.033133 0.048573

QReward on A+ 0.15 1.0 - 0.2 0.068841 0.101965

QReward on A+ 0.15 1.0 - 0.4 0.068867 0.101992

QReward on A+ 0.15 1.0 - 0.5 0.068871 0.101996

QReward on A+ 0.15 1.0 - 0.6 0.068873 0.101996

QReward on A+ 0.15 1.0 - 0.8 0.068865 0.101983

QReward on A+− 0.15 0.5 - 0.2 0.043054 0.0679

QReward on A+− 0.15 0.5 - 0.4 0.044863 0.070994

QReward on A+− 0.15 0.5 - 0.5 0.045218 0.071618

QReward on A+− 0.15 0.5 - 0.6 0.04567 0.072399

QReward on A+− 0.15 0.5 - 0.8 0.045951 0.07289

QReward on A+− 0.15 1.0 - 0.2 0.76437 0.116247

QReward on A+− 0.15 1.0 - 0.4 0.78917 0.120798

QReward on A+− 0.15 1.0 - 0.5 0.07933 0.121558

QReward on A+− 0.15 1.0 - 0.6 0.079735 0.122298

QReward on A+− 0.15 1.0 - 0.8 0.080029 0.122837

Table A.5: Footrule (F) and Kendall’s τ (K) distance of various rankings to
PageRank with ε = 0.15 (part II)
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