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Abstract

In this paper, we present a new approach that gener-
ates synthetic mouth articulations from an audio file and
that transfers them to different face meshes. It is based
on learning articulations from a stream of 3D scans of a
real person acquired by a structured light scanner at 40
three-dimensional frames per second. Correspondence be-
tween these scans over several speech sequences is estab-
lished via optical flow. We propose a novel type of Princi-
pal Component Analysis that considers variances only in a
sub-region of the face, while retaining the full dimensional-
ity of the original vector space of sample scans. Audio is
recorded at the same time, so the head scans can be syn-
chronized with phoneme and viseme information for com-
puting viseme clusters. Given a new audio sequence along
with text data, we are able to quickly create in a fully au-
tomated fashion an animation synchronized with that new
sentence by morphing between the visemes along a path in
viseme-space. The methods described in the paper include
an automated process for data analysis in streams of 3D
scans, and a framework that connects the system to existing
static face modeling technology for articulation transfer.

1. Introduction

Facial Animation in movie productions has reached
an impressive level of realism today. In particular, the
keyframe shapes designed by animators are highly realis-
tic and expressive. However, this manual design is ex-
tremely labor-intensive. In order to simplify and acceler-
ate this process, a number of automated techniques have
been proposed in computer graphics. In learning-based ap-
proaches, the price to pay for quality is spent in building
the knowledge database, while the synthesis is produced
very quickly. Fast scanning techniques, which are becom-
ing more and more available today, provide a unique source
of information about motions of real faces to learn from.
However, this novel type of data also poses specific prob-
lems. Our goal was to create a powerful, robust and general
approach to analyzing such data, and an implementation of
an animation system that exploits the advantages of these
new measuring devices particularly by taking advantage of
the high-speed information, while dealing properly with the
lower quality of the raw data.
Animation, in general, is facing two key challenges: (1)
produce photo-realistic images in each frame (spatial do-
main), and (2) produce realistic motion sequences (tempo-
ral domain). In order to address both of these issues, we
propose a learning-based approach that analyzes streams of
3D scans of talking faces or facial expressions. In this pa-
per, we focus on the spatial domain by extracting key shapes



from motion data automatically and by transferring them to
other face meshes by means of a morphable model. Thus,
our technique paves the way for a powerful approach on
motion analysis in the temporal domain. Furthermore, it of-
fers a strong and reliable low-level system on top of which
we will be able to develop different facial animation appli-
cations.
This work can be divided into two blocks. The first block,
the learning phase, consists in building the database while
the second, the synthesis, uses this knowledge to synthe-
size animations. For data acquisition (Section 2), we use
a dynamic structured-light 3D scanner to record different
sequences of an actress speaking a set of sentences. The
high frame-rate of this type of scanner was necessary to
be able to record the natural motion of the mouth during
articulation; the shape of the lips can be captured several
times within the utterance of each phoneme. The data are
preprocessed automatically to obtain a better quality of the
resulting meshes. Then, we establish correspondence on
these meshes by transforming a stream of independent face
meshes into a stream of deformations of a reference mesh
(Section 3.) This registration process is performed in two
steps: first the faces are aligned rigidly over the sequences,
followed by an optical flow algorithm that computes the ex-
act correspondence between the faces.
Once we have the deformations of the face over time, we
are able to build a vector space (morphable model, Section
4). By means of a modified Principal Component Analysis
(PCA), we capture the statistics of the mouth movements
in the speech sequences. By using a weight mask that as-
signs zero weight to eye movements and other parts of the
face mesh, such as the edge of the scan, the modified PCA
considers only the mouth movements as statistically rele-
vant. Still, the local principal components are mapped back
to the space of full faces, and they retain the full range of
degrees of freedom of the original dataset.
In PCA space, we are able to define clusters for the dif-
ferent visemes (the visual counterpart of phonemes). This
is possible by analyzing the audio (Section 4.1) that we
recorded during the 3D acquisition, performing phonetic
alignment in the audio signal, and labelling every frame by
the phoneme that was uttered. The whole face sequence
is then projected onto the basis of the viseme-space (Sec-
tion 4.2) to finally obtain the representations of the different
visemes in the morphable model. In the articulation synthe-
sis phase (Section 5), we interpolate between the visemes
in order to reanimate the face from a new audio sequence.
In Section 6, we animate novel face meshes by transferring
the deformations within the morphable model.

1.1. Related Work

The field of automated facial animation is evolving along
different paths. Our focus in this paper is on the learning-
based approach, that is based on studying the geometrical
properties of the articulation of the face as it can be recorded
by a 3D scanner.
In previous work on learning-based 3D animation, data have
been acquired as 3D surface scans with laser scanners [3, 2]
or structured light scanners [14, 25], from medical MRI
scans [21], or by reconstructing geometries from multiple
photographs [11, 18].
For dynamic approaches with a high temporal resolution,
several acquisition techniques exist such as a multiple-
cameras setups with stereo algorithms or additional tech-
niques that exploit the temporal coherence [23]. To reduce
the number of cameras, one can also record a single view of
an animated face, track a set of predefined feature-points on
the subject and fit a previously acquired generic face model
to the video by applying deformations on it like in [17, 21].
Also, the techniques presented in [4, 7] acquire the knowl-
edge of the mouth deformation from a two dimensional
source.
Today, the majority of learning-based animation systems
rely on a vector space representation of faces. In 2D
methods, images are warped to obtain shape deformations
[10, 9, 5]. In 3D methods, such as morphable models [3, 2]
and related systems, the combined coordinates of all surface
points are represented as shape vectors. An important step
in building such models is to establish correspondence be-
tween all sample datasets.
Correspondence algorithms aim at tracking pixels in a video
or vertices in a mesh sequences so to retrieve the exact dis-
placement of each of them over time. A method that op-
erates on a dense 3D mesh is based on optical flow over
the data to obtain a detailed map of displacements of the
pixels/vertices of the sequences [3, 2]. Optical flow may
produce unreliable results in smooth regions where the sim-
ilarity of adjacent pixels is large. Therefore it can be cou-
pled with a relaxation approach that produces smooth re-
sults [3], a coarse-to-fine approach [3, 22] and [23], or via
radial basis functions [7, 14, 15]. An alternative to optical
flow is to define feature-points on the subject that can be
tracked over the whole sequence. This approach is used by
[17, 12, 7, 19], and [24].
After shape registration, speech data can be analyzed statis-
tically by Principal Component Analysis [2] or Independent
Component Analysis [14, 6]. Transfer of facial expressions
and speech between individuals has been achieved by a di-
rect transfer of displacements [2], by methods that adapt the
deformations to the new geometry [15] and by multilinear
models [22].
A number of models for the motion of faces during speech



have focused on the temporal domain, including coarticu-
lation effects, such as [16, 8]. As mentioned above, these
effects are not the current focus of our work. We use a
smoothed linear interpolation to recreate the articulation be-
tween the different visemes. However, the system described
in this paper provides a good starting point for measuring
and modeling mouth movements in a very direct and pre-
cise way.

camera

face

projector

Figure 1. In the scanning process, some re-
gions that can be seen by the camera are
not lit by the projector due to cast shadows.
Those regions (red) cannot be reconstructed
and give rise to holes in the reconstructed
meshes (green).

2. Data Acquisition and Preprocessing

In order to capture the shape of the mouth for every ut-
tered phonemes and to be able to record coarticulation ef-
fects in the future, the goal of our acquisition procedure is
to achieve fast frame-rates. We use a structured light scan-
ner composed of a projector and a high speed camera syn-
chronized by a computer. A sequence of line patterns is
projected onto the subject in synchronization with the high-
speed camera. The cameras record with a frame-rate of
200Hz. With this high frequency, the absolute motion of the
animated subject within a sequence of 5 consecutive frames,
which are required by the scanner to record one 3D frame,
can be considered negligible. This gives us a frame-rate of
40 three-dimensional frames per second. This frame-rate
has turned out to be fast enough to study the articulation of
the subject. The camera of the scanner records a sequence
of greyscale bitmap images with a resolution of 640 × 480
pixels. After triangulation, each 3D frame captured by the
scanner is a depth field parameterized by the pixel coordi-
nates (u, v) of the camera. More specifically, we obtain 3D
coordinates x(u, v) at discrete steps of (u, v), along with a
grey-scale texture and a binary array for the mask, indicat-
ing which pixel is a valid depth estimate and which is not.
Due to the incremental depth update performed by the scan-
ner with each set of 5 camera images, only surface points
x(u, v) that were visible in the first frame can be recon-
structed in subsequent scans. A point that disappears dur-

ing the sequence is lost and cannot be recognized when it
reappears. In our case, this was a problem for the teeth and
the tongue. The actress began with a neutral expression and
then started to articulate. Hence, the inside of the mouth
could not be reconstructed appropriately.
We remedied the problem with teeth and tongue by remov-
ing them consistently in all scans. For that purpose we de-
veloped an algorithm that uses the depth and texture infor-
mation to detect the inner lip edges in a defined region of
the face. This region is defined as a rectangle of constant
size around the mouth over the sequences. We make sure
that the lips will not move beyond the boundaries of that
region during the articulation. The algorithm is driven by
a single parameter. We run the removal process over the
whole sequence and then verify the results. Usually, the pa-
rameter has to be readjusted for a small subset of frames,
but although this removal procedure has to be assisted, we
can remove the teeth and the tongue over a sequence of 250
frames within two minutes at high precision (see Figure 2).
Due to the angular offset between the camera and the pro-
jector, some surface points in the camera image are shad-
owed (see Figure 1). Moreover, this configuration causes
depth discontinuities in x(u, v) due to self occlusions in the
camera images. Both effects produce holes in the scanned
facial surface. The holes in the mesh are first filled by lin-
ear interpolation and then smoothed with multiple passes of
a polynomial kernel of degrees 9 to 3 successively. This
produces a smooth and satisfying reconstruction when ap-
plied in the horizontal direction, even for filling the mouth
by a concave surface after the teeth and the tongue have
been removed. Figure 2 illustrates the preprocessing steps.

3. Data Registration

In the data registration process, we establish dense point-
to-point correspondence on the recorded meshes to trans-
form the stream of independent face meshes into a stream
of deformations relative to a reference mesh. We selected a
reference head with a slightly opened mouth from one of the
sequences. Our data registration involves automated fea-
ture tracking, rigid orientation based on the 3D coordinates
of these marker-points, and a subsequent optical flow algo-
rithm for dense correspondence based on shape and texture.
Precise rigid alignment is important in order to avoid head
movements in new animations. The next two subsections
detail all relevant steps.

3.1. Tracking the Marker-Points

We painted about 50 white marker-points on the face of
the subject. These markers serve two purposes: first, they
help the optical flow to track correctly the surface of the
skin, especially on the smooth regions and around the lips.
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Figure 2. The first row shows the representation of the data in the mouth region. a: the texture with
the inside of the mouth, b: the mask, c: depth values, d: the texture with the inside removed. The
second row illustrates the 3D model in its original state (e), after automatic teeth and tongue removal
(f ) and after the holes are filled and smoothed (g).

The second purpose is that we use a subset of them as ref-
erence points for the alignment of the face orientations.
For tracking this subset, we implemented a template-
matching algorithm. The user places squares of 10 × 10
pixels over each maker. The algorithm records the texture
information inside those squares and superimposes them to
the next frame. It then tries to match this pattern in a neigh-
borhood of 20 × 20 pixels around the location in the previ-
ous frame. The matching is performed by minimizing the
squared distance of the pixel color value over the neighbor-
hood. This approach gave us a precise and reliable way to
track the makers within each sequences. For matching the
sequences among them, we selected a reference frame from
the corpus. The first frame of each sequence was then man-
ually superimposed with that reference frame and we were
able to connect the corresponding marker-points from one
sequence to the other (see Figure 3).
For rigid alignment, we selected markers from the forehead,
from the nose and around the eyes so that the jaw move-
ments have no influence on the final orientation of the head.
Based on the marker-point coordinates, the faces are aligned
via 3D-3D Absolute Orientation [13].

3.2. Optical Flow

The correspondence algorithm and the definition of
shape and texture vectors for the morphable model in this
paper is along the lines of [3]. Unlike [3], we do not use
a cylindrical parameterization of the surface, but a param-

eterization in terms of image coordinates u, v of the scan-
ner camera (Section 2). The algorithm relies both on struc-
tures in shape and in texture. In shape, the depth coordinate
z(u, v) would vary along the cheeks towards the left and
right edge of the scan, due to the curved structure of the
cheeks. However, the curvature is quite uniform, and so it
is more appropriate to use a quantity for shape matching
that does not vary along the cheeks. Previous experiments
have shown that curvature as defined in differential geome-
try does not improve the quality of the correspondence [3].
On our data, the quality was best if we replaced the z coor-
dinate by the radius relative to the vertical axis of the head,
which varies little along the cheek, and is less sensitive to
noise of the scanner than differential quantities:

r(u, v) =
√

x2(u, v) + y2(u, v). (1)

With this, we represent scans as combined arrays

I(u, v) = (r(u, v), g(u, v))
T

. (2)

In an extension of the optical flow algorithm of Bergen and
Hingorani [1], we find the minimum of the cost function

E(∆u,∆v) =
∑

u,v∈R

∥

∥

∥

∥

∆u
∂I(u, v)

∂u
+ ∆v

∂I(u, v)

∂v
+ ∆I

∥

∥

∥

∥

2

,

(3)

with a norm ‖I‖
2

= r2 + g2 (4)



Figure 3. Within a stream of scans, the
marker-points are tracked automatically by
template-matching. To initialize the corre-
spondence of these markers in different se-
quences that were recorded separately, the
first frame of each sequence is superim-
posed with a selected reference frame and
the markers are aligned manually (red lines).

in each point u, v, where R is a 5 by 5 neighborhood of
u, v. This optimization is performed in a coarse-to-fine se-
quence on a Gaussian pyramid of r(u, v) and g(u, v). After
each step, a relaxation algorithm smoothes the displacement
field ∆u(u, v), ∆v(u, v) in regions with low contrast [3].
The displacement field ∆u(u, v), ∆v(u, v) allows us to
sample the surface of each scan in correspondence with
the reference head, and to form shape and texture vectors
by concatenating the 3D coordinates and grey values of all
sampled vertices i = 1...n:

s = (x1, y1, z1, x2, . . . , xn, yn, zn)T , (5)
t = (g1, g2, . . . , gn)T . (6)

The optical flow algorithm is strongly affected by edges of
the recorded surfaces. Due to the natural head movements
of our recorded model, the edges vary over time. For this
purpose, after the the faces are aligned rigidly and before
optical flow is computed, all raw data are cropped automat-
ically: first, a common mask is defined as the intersection
of all the individual valid surface points in the cylindri-

cal representation. This mask is used for cropping the scans.

4. Statistical Data Analysis

The core of the learning-based approach is to find statis-
tical correlations in the training data that distinguish natu-
ral motion from random noise in each vertex position. The
morphable model approach captures such correlations auto-
matically. The goal in our data analysis is to define and an-
alyze clusters of visemes. We do this in a low-dimensional
representation that is obtained by a principal component
analysis (PCA).
PCA finds the directions of the greatest variance of the vec-
tors, and provides an orthogonal basis of the linear span of
examples. With this basis, every face can be transformed
into a low-dimensional vector. For numerical reasons, we
calculated the PCA only on every tenth frame of the train-
ing sequences. From the PCA computation we retained the
first 50 PCs; We have found that for mouth movements the
most important deformations are already defined by the 15
first components, the next ones are necessary for bringing
realism to the movement whereas after the 50th component,
the eigenvectors are mainly reflecting noise in the measure-
ment. We performed the PCA once on the shape informa-
tion and once on the texture, though the second one was not
necessary as the texture does not change over time. In fact,
mapping the texture of the reference face on the rest of the
data permitted to verify the quality of the data registration
(e.g. by testing whether the texture of the eye always fits to
the shape of the eye).
In the principal components at this point, there was a sig-
nificant contribution of the movement of the eyes because
the actress blinked during the recording process. To rem-
edy this problem, we developed a modified version of PCA
that weights variations in different image regions differ-
ently, but still produces principal component vectors that
apply to the entire face. Unlike a trivial version that would
set the displacements of the eye region to zero in all frames,
our method retains all degrees of freedom of the morphable
model, and it retains correlations across face regions that
may be present in the data (see Figure 4).

Throughout the rest of the paper, we consider shape vec-
tors after subtracting their average, x = s − s̄. In order to
analyze the variance on the mouth, we transform each data
vector xi, i = 1...m, to a reduced vector x̃i that contains
only the vertex coordinates of the mouth region. Combining
these to a data matrix X̃, we can compute the diagonaliza-
tion of the covariance matrix

C̃ =
1

m
X̃X̃T =

1

m
ŨW̃2ŨT (7)



Figure 4. When computing the PCA over the
whole face, eye-blinking will show up as an
important component. To circumvent this,
we developed a method that produces princi-
pal components on the whole face, but con-
siders only variance in the mouth region.
Note that if the eye movement was correlated
with mouth movements, our method would
have retained it automatically.

by a Singular Value Decomposition of the data matrix: X̃ =
ŨW̃ṼT . The principal components ũi are the columns of
the matrix Ũ, and these can be rewritten in terms of the data
vectors, using the matrices Ṽ and W̃:

ũi =
∑

j

1

w̃i

ṽjix̃j .

With the same linear weights, we can map the principal
components to the original vector space:

ui =
∑

j

1

w̃i

ṽjixj .

Unlike ũi, the vectors ui do not form an orthogonal basis,
and they differ from a PCA computed on the original data
directly, even though they span the same subspace.
Figure 5 illustrates the reference head that we selected and
the deformations along the first four PCs. The deformations
are amplified by a coefficient 3 so that we could also check
the consistency of the deformations. On the basis of the
viseme-space with the 50 first PCs, we define the clusters
for each viseme in the next section.

4.1. Sound Synchronization

For being able to identify visemes in the vector-space
we need to know what phoneme was uttered in each of the
frames of our sequences. For that purpose, we recorded
the audio at the same time we acquired the 3D data. The

Sphinx tool developed at Carnegie Mellon University [20]
allows, given a sentence as an audio file along with the
corresponding text, to get a decomposition into a phoneme
sequences over time with a resolution of a 100th of a
second.
The sentence corpus we used consisted of eleven sentences.
Every sequence was recorded over about 6,2 seconds (250
frames at 40Hz) from which we removed the silence at the
beginning and at the end. The sentences contained all the
phonemes used in the English language and most of them
several times so that for a given phoneme we have different
coarticulation effects depending on the the preceding
and following phonemes in the sentence. With that infor-
mation, we were able to attribute a phoneme to every frame.

4.2. Projecting the Sequences

Here we present the last step for building the viseme-
space. At this point, the vector space has been defined by
the basis computed from a subset of the face data and we
have got the information of what phonemes was uttered in
every frame. By projecting the whole corpus onto the basis,
we obtain the positions for all the faces in the space. We
build a table in which for every phoneme we list the frame
numbers that corresponded; we then consider each list indi-
vidually and define a cluster for that phoneme. All visemes
defined inside those clusters are thus potential visemes to a
given phoneme.
Still, we have to remember that the principal component ba-
sis is not orthogonal. Therefore, the projection of a vector x

is achieved by computing the reduced vector x̃, and calcu-
lating the scalar product ak = ũk · x̃. Then, x =

∑

k akuk.
Figure 6 illustrates the average viseme in some of the clus-
ters.

5. Reanimating Faces

In the morphable model, we defined a viseme cluster for
every phoneme1. Paths connecting the clusters define an in-
terpolation curve. The approach presented by [9] defines
smooth curves over these clusters that produce realistic an-
imations in 2D. This approach can be suited to our system
and would take advantage of the information on the coar-
ticulation we have in our data. Presently, we computed an
average viseme for every cluster and focused on generating
paths between them.

1We obtained 47 different visemes corresponding to the phonemes
/AA/, /AE/, /AH/, /AO/, /AW/, /AX/, /AXR/, /AY/, /B/, /CH/, /D/, /DH/,
/DX/, /EH/, /ER/, /EY/, /F/, /G/, /HH/, /IH/, /K/, /L/, /M/, /N/, /NG/, /OW/,
/OY/, /P/, /R/, /S/, /SH/, /T/, /TH/, /UH/, /UW/, /V/, /W/, /Y/, /Z/, /ZH/ and
/SIL/, for the silent viseme.



Figure 5. The first picture shows the reference head. The second column shows the result of shifting
the average face by +3 or -3 standard deviations along the first principal component. The other
columns show shifts along the next principal components.

After phonetic alignment with the Sphinx software (see sec-
tion 4.1), we have a phoneme sequence with one phoneme
for every 100th of a second over the novel audio file. Let
ai denote the coordinates of the viseme corresponding to
the phoneme attributed to the ith slot of the list. A sin-
gle phoneme usually spreads over several time slots. By
making the association phoneme-viseme, we could have
regenerated an animation by a direct reproduction of the
visemes for each time slot; but this would create disconti-
nuities from one viseme to the other, rather than a realistic,
smooth movement.
To approximate this, a viseme was created for every time
slot but with an influence of the preceding and succeeding
ones. So a new viseme was generated for every frame, and
we computed its coordinates a′

i as a linear combination of
ai and its neighbors in the sequence. We attributed weights
as follows:

a′

i = 0.1 · ai−1 + 0.5 · ai + 0.3 · ai+1 + 0.1 · ai+3

The weights sum up to 1 and we put a heavier weight on
the succeeding frame while keeping some influence from
frames i − 1 and i + 3 (we included an influence of the
i + 3 frame, as the lips tend to aim at the next phoneme to
be uttered).
After this process, we had a sequence of new visemes with
a frame-rate of 100 fps. As our animation runs with 25 fps,
we combined 4 subsequent frames to produce a motion-blur
effect that gives a more realistic touch just as in real videos,
where the displacement of the lips during each camera shot
becomes visible.

6. Articulation Transfer

For articulation transfer, we connect the morphable
model of viseme space with an existing morphable model
of individual neutral faces (identity space), by resam-
pling face vectors of the identity space according to the
shape vector definition of the reference face in viseme
space (see Figure 7). In this resampling, it is essen-
tial to establish a general correspondence between both
morphable models. We do this by fitting the morphable
model of identity space to a neutral frame from viseme
space. Having selected a frame with neutral mouth shape,
we project it into a cylindrical representation. Let ver-
tices i of the viseme model be projected to cylindrical co-
ordinates rviseme,i, hviseme,i, φviseme,i. This gives us a
cylindrical surface representation rviseme(h, φ) along with
greyscale texture gviseme(h, φ) of the neutral frame, to
which we can fit the morphable model of identity space
in an iterative optimization algorithm [3]. The algorithm
computes the optimal rigid transformation and the linear
model coefficients for nonrigid deformation such that a
cylindrical projection ridentity(h, φ), gidentity(h, φ) of the
identity model is a similar as possible to rviseme(h, φ),
gviseme(h, φ). After fitting, we know the corresponding
position hidentity,k, φidentity,k in this representation for all
vertices k of the identity model. If vertices i and k point
to the same coordinates h, φ, they correspond. Based on a
lookup and linear interpolation between neighboring vertex
coordinates and texture values, we can map the shape of the
best fit back to the viseme space. Moreover, this general
correspondence between vertices i and k provides a lookup
procedure for directly transferring any other face vector of
the identity model to the viseme space. In the supplemental
video, we show the results of mapping a 3D laser scan to the



silence dArk (/AA/) catCH (/CH/) liFt (/F/)

chiCKen (/K/) Serve (/S/) yOU (/UW/) doVe (/V/)

Figure 6. A subset of the visemes. Note that the white lipstick is only drawn on the outer edge of the
lips and can give the impression that the mouth is not completely closed even when it actually is.

viseme space, and reanimating this scan; this is deonstrated
my a morphing from the original recorded face to the novel
face.

Figure 7. By putting the morphable model
of our viseme space into correspondence
with an existing morphable model of neutral
faces, we were able to transfer the articula-
tion to novel face meshes.

7. Results and Discussion

The supplemental video to this paper shows reanima-
tions of the recorded face and other faces with new utter-

ances from audio and text inputs. The voice is from a dif-
ferent person.
In the animation, the articulations match the sound, but the
model has difficulty to close the mouth completely when
pronouncing a /B/ a /M/ or an /P/. These phonemes start
from the mouth closed and the sound is produced once the
lips burst open. Therefore, when the phoneme is detected
in the audio file, the mouth is already open in the corre-
sponding frame. By computing an average over different
frames of such visemes in the training data, our system will
represent them by a slightly opened mouth. This could be
corrected by distinguishing between different phases of the
phoneme utterance.
The video demonstrates the consistency of our registration.
We applied the texture of the reference face on all of the
deformed meshes, so the precision of the correspondence
can be judged by how the texture always matches the shape
variations, e.g. for the eyes, the nostrils, the lips or the eye-
brows. This implies that the texture can be edited easily so
to remove the maker points or add some color, or replace
the greyscale texture of the original recording by a colored
texture and a different face shape (see video).
In the animation, the edges of the face mesh are not station-
ary. One reason is that the edges are where the light from
the beamer and the view direction of the camera are almost
tangent to the surface of the face, and we have less preci-
sion in the reconstruction than for the rest of the face. This
noise is then propagated not only over the different face in
the sequence, but also over the different sequences where
the estimation can be significantly different as they were
recorded independently. These oscillations would then ap-
pear in the first PCs and therefore have an important impact
on the results. With our modified PCA, we reduced this ef-
fect and avoided the artefacts to influence what the principal



components are, but still our approach retains some of these
variations. They could be removed by keeping the vertex
coordinates of the edge vertices at a constant value. An-
other reason is that the head was positioned differently from
one sequence to the other and the edges in one sequence do
not match the ones from another sequence. The optical flow
is sensitive to regions with high curvature like the nose for
instance, but also to edges, and they clearly influence the
results. A fast way to remedy is to shrink the mask a little
bit before we output the animation.

8. Conclusion and Future Work

We have presented an automated end-to-end system for
data analysis and for the synthesis of animations for new
utterances. The precision of the correspondence is demon-
strated by applying the texture of the reference head over
all the other frames. In each timestep, the texture perfectly
matched the geometries, which guarantees that every vertex
position is consistent over the reference. We computed the
PCA over a subset of 200 frames from a corpus of 2000.
We did not select specific ones, but simply took every 10th.
We kept only the 50 first principal components out of the
200, as the remaining ones are mostly noise. Once the mor-
phable model was built, we could generate 3D models for
each viseme and see if they correspond to what a human
observer would expect. Some of them are illustrated in Fig-
ure 6. Finally, we were able to recreate from a novel au-
dio recording a new articulation, and by using a morphable
model, to recreate the animation on a novel head model. For
the results, we refer the reader to the supplemental video.
Unlike other approaches such as [15, 22], our method trans-
fers the displacements observed with one person directly to
other individuals. It is certainly desirable to capture and
recreate the effect of different individual styles and differ-
ent facial expressions on speech. The focus of our work
are the deformations along an utterance, and not across ut-
terances of different persons. Given a large corpus of data
from different individuals, individual differences in speech
are an interesting topic for future work along the lines of the
promising methods proposed so far [22]. Also for animat-
ing novel faces of animal-like characters, a mapping on the
corresponding deformation directions would be an interest-
ing step to implement [15].
Our results indicate the viability and robustness of the sys-
tem especially when comparing the final animation with the
low quality of the original data (see Figure 2).
There are still two aspects that we have to consider for the
animations to perform more realistically. The first one is
the coarticulation effect. Our approach does not explicitly
model coarticulation, which would certainly be found in the
original data set. In future work, we will focus on recreat-
ing real coarticulation effects. The second aspect is that

we assumed that a phoneme can be associated with a sin-
gle viseme. However, if we consider for instance the sound
produced when pronouncing a /P/, there is actually a se-
quence of two consecutive visemes that should be associ-
ated to it: The first one has both lips in contact and the next
one has the mouth open in a very fast motion. For some
of the phonemes, we should define a sequence of more than
one viseme, and force the occurrence of this sequence to ap-
pear in the animation. We are planning to investigate these
effects further in future work.
The presented system is a reliable backbone that should en-
able future developments in different directions. Coupled
with a facial movement tracker, we could generate video-
dubbing by superimposing a recreated face onto a moving
character in a video. Components describing different emo-
tions such as surprise, fear, anger etc, can also be taken into
account in order to modify the style of the rearticulated an-
imation.
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