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Figure 1: Our appearance reproduction model faithfully reproduces color, taking into account different viewing environments and display
types as shown here for different combinations of viewing environment and display. The plot shows the image histogram (grey) as well as the
input/output mapping (red, green and blue) for this particular image. The right panel shows that contrast is accurately reproduced for most
pixels (shown grey), as determined by the dynamic range independent image quality metric [Aydin et al. 2008].

Abstract

Managing the appearance of images across different display envi-
ronments is a difficult problem, exacerbated by the proliferation of
high dynamic range imaging technologies. Tone reproduction is of-
ten limited to luminance adjustment and is rarely calibrated against
psychophysical data, while color appearance modeling addresses
color reproduction in a calibrated manner, albeit over a limited lu-
minance range. Only a few image appearance models bridge the
gap, borrowing ideas from both areas. Our take on scene reproduc-
tion reduces computational complexity with respect to the state-of-
the-art, and adds a spatially varying model of lightness perception.
The predictive capabilities of the model are validated against all
psychophysical data known to us, and visual comparisons show ac-
curate and robust reproduction for challenging high dynamic range
scenes.
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Keywords: Color Appearance, High Dynamic Range Imaging,
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1 Introduction

Traditional imaging pipelines are designed around the abilities of
conventional capture and display devices, and therefore do not han-
dle dynamic range beyond what can be represented with a single
byte per pixel per color channel. Light in the world around us

∗Contact e-mail: reinhard@mpi-inf.mpg.de

cannot be well represented by such highly quantized values. This
has led to the development of a collection of capture, processing
and display technologies that are collectively termed high dynamic
range imaging (HDRI) [Reinhard et al. 2010; McCann and Rizzi
2012]. In particular capture and display hardware technologies are
rapidly maturing [Tocci et al. 2011; Seetzen et al. 2004], opening up
new opportunities in entertainment and broadcasting, but bringing
new demands on encoding, storage and especially on display.

For instance, dynamic range reduction [Myszkowski et al. 2008;
Reinhard et al. 2010] address luminance mismatches between im-
age and display, and may take display capabilities into account
[Mantiuk et al. 2008]. Many of these techniques offer sophisti-
cated mechanisms and models to handle the extensive luminance
range of HDR, often inspired by aspects of the visual system.
More often than not though, tone reproduction operators treat color
as a separate modality, and with much less precision. Usually,
post-processing steps are applied to reduce the saturation of col-
ors [Schlick 1994; Mantiuk et al. 2009]. Although this may lead
to satisfying results in many cases, they are not sufficient for ac-
curately modelling the appearance of colors under different condi-
tions. For instance, a color timer preparing a movie for the cinema
will need to take into account the specific viewing conditions likely
to occur (dark room, large display, varying viewing distances). On
the other hand, when preparing the same movie for DVD, to ensure
that the viewer will have the same experience as the cinema goer,
different viewing conditions are considered.

Color appearance models (CAMs) predict the appearance of a given
color under different conditions (which are specified as inputs to
the algorithm) [Fairchild 2005]. As opposed to tonemapping, most
CAMs are designed with a focus on color and less so on dynamic
range, making them less appropriate for dealing with HDR data as
they offer little compression. Although CAMs offer high predictive
power for single patches of color, spatial relations in an image can
greatly affect the appearance of colors, requiring spatially varying
image appearance models instead [Kuang et al. 2007].

A difference between tonemapping and color appearance solutions
is the treatment of the viewing environment. In the former, display
capabilities are rarely taken into account, albeit with one notable
exception [Mantiuk et al. 2008]. In CAMs on the other hand, the
room illumination is taken into account in a symmetric manner to
the original scene environment. Mixed adaptation to both room and
display is not considered in any model that we are aware of.
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We therefore propose a novel, fully calibrated model for reproduc-
ing the appearance of images under a wide range of different scene
and display/viewing conditions. As an example, the image in Fig-
ure 1 is processed for several different viewing and display condi-
tions, leading to images that, when seen under the corresponding
conditions, will have the same appearance. Algorithmically, the
novelty of our approach is, that rather than matching the input to the
visual system between scene and view environment, our algorithm
crucially achieves relative computational simplicity by matching
an intermediate state of visual processing, namely, photoreceptor
responses. We borrow from lightness perception to implement a
spatially varying response to the input, leading to a natural repro-
duction of scene appearance.

The algorithm is uniquely matched against all psychophysical cor-
responding color and color appearance data known to us. This al-
lows us to prepare images as well as video for observation under
known viewing conditions, as well as predict appearance correlates.
We believe that this algorithm brings together best practices from
research in color appearance modeling, tone reproduction research
as well as knowledge from human lightness perception, leading not
only to calibrated, but also visually pleasing results. In summary,
we offer the following contributions:

• We describe a calibrated and extensively evaluated global
model that can match image appearance over a wide range
of conditions and displays.

• We derive correlates for appearance characterization using a
significantly simpler formulation to any existing models and
achieve comparable predictive performance.

• We propose a novel formulation for modelling local aspects
of lightness perception, which allows us to take display size,
viewing distance and many other factors into account.

We begin by reviewing current state-of-the-art techniques. Then, in
Section 3 we describe our main model and in Section 4 we show
how it is extended to include a spatially varying notion of lightness
perception. The model is evaluated in the context of several appli-
cations in Section 5, while conclusions are drawn in Section 6.

2 Background

Image reproduction has a history dating back to the start of photog-
raphy, leading to significant advances in print reproduction [Adams
1983], color reproduction [Hunt 1996] and digital image reproduc-
tion [Reinhard et al. 2008]. The aim of image reproduction is to
offer imagery for human consumption that looks natural, realistic
as well as appealing and, above all, correct. It has long been un-
derstood that human visual perception plays a key role, and should
therefore be taken into account in any image and video reproduction
systems [Hunt 1996].

Color appearance models (CAMs), for instance, focus on the per-
ception of various attributes of color, including hue, lightness and
colorfulness [Fairchild 2005]. Of particular importance for our
work is lightness, which in color science is loosely defined as the
impression of how much light a patch of color appears to emit, rel-
ative to a patch of color perceived as “white”. In psychology, light-
ness is extensively studied as well, and it is found that its perception
depends crucially on the presence of light sources, their intensi-
ties, distances as well as sizes ([Gilchrist and Radonjić 2010] and
references therein). It is therefore a complex spatial phenomenon,
not yet extensively explored in either color appearance modeling or
high dynamic range imaging (but see below).

The CIECAM02 color appearance model is the most recent industry
standard, adopted by the Commission International de l’Éclairage

(CIE) [Moroney et al. 2002]. CAMs can be used to adapt the tri-
stimulus value of a patch of color for observation under different
viewing conditions. This is commonly achieved by operating the
model in reverse, substituting parameters describing the new view-
ing environment. Although these models are accurate in their pre-
diction of color appearance, they are validated only under certain
conditions, specifically for a limited range of illumination levels.
One reason is that these models are derived from psychophysical
data collected for a limited range of luminances [Luo et al. 1991].
A second reason is that by applying a CAM in both forward and
reverse mode, significant discrepancies in lighting conditions are
difficult to account for [Reinhard et al. 2007].

This can be remedied by deriving spatially varying color appear-
ance models, known as image appearance models [Fairchild and
Johnson 2002; Pattanaik et al. 1998; Kuang et al. 2007]. These
models are often closely related to CIECAM02, but include a spa-
tially varying component to better deal with dynamic range.

In the area of dynamic range reduction, image appearance models
are the exception in that their design naturally includes color man-
agement. Tone reproduction operators are specifically designed to
deal with large differences between the dynamic range of an im-
age and that of the target display. Global operators compress the
image by applying a single function to each pixel [Drago et al.
2003; Ferwerda et al. 1996; Tumblin and Rushmeier 1993; Ward
et al. 1997]. The shape of this function is often sigmoidal [Rein-
hard et al. 2002; Reinhard and Devlin 2005] or close to sigmoidal
(see Chapter 7 of Reinhard et al. [2010] for a discussion). Note
that such response functions are known to describe photoreceptor
output well [van Hateren 2006].

Local operators add a spatially varying compressive function to take
pixel neighborhoods into consideration. This often takes the form
of a Gaussian filter to approximate locally adaptive processes [Chiu
et al. 1993; Reinhard et al. 2002], may use stacks of band-pass fil-
ters [Li et al. 2005], or possibly employ edge-preserving smoothing
operators that help minimize haloing artifacts [Durand and Dorsey
2002]. They can also serve the purpose of local contrast manage-
ment [Fattal et al. 2002]. Some spatially varying operators take
inspiration from lightness perception, including retinex [McCann
and Rizzi 2012]. Lightness frameworks can be computed explic-
itly [Krawczyk et al. 2004], so that each framework has a signifi-
cantly different mean luminance. This allows each framework to be
treated semi-independently. Our model is also inspired by lightness
perception, although we embed our technique into a color manage-
ment algorithm rather than a tone reproduction operator, allowing
us to simultaneously manage lightness perception, dynamic range
as well as color appearance.

3 Our Model

We work under the hypothesis that it would be possible to match
the output of photoreceptors, and possibly further stages of visual
processing, to obtain a visual match. The aim is therefore to de-
rive a model (a flow chart is shown in Figure 2) to process images
such that when presented on a known display device under known
illumination they will elicit a perceptual response identical to the
original scene environment in which the image was captured. This
means that in addition to the input image (a), which we assume to
be specified in calibrated photometric units1 (cd/m2), the model
requires a set of parameters that characterizes the environment in
which the image was taken (e), as well as a characterisation of the
display device (f.2) and the viewing environment (f.1). These pa-
rameters are compatible with those used in other color and image

1The model produces plausible results even if the image is not calibrated,
as input parameters can be estimated from the image.
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Figure 2: An overview of the steps of our algorithm.

appearance models. The output of the model is then a new image
(g.2) which can be post-processed according to a desired rendering
intent (h) and displayed on the specified display (i), generating the
correct percept.

Additionally, it is possible to calculate a set of appearance correlates
(g.1) which describe how pixels in the input image would be per-
ceived in the environment in which the image was captured. These
are computed on the output of the global model, and this is dis-
cussed in Section 5.3. These correlates allow the model to serve as
a standard color appearance model.

We model the pathway that light takes from entering the eye until
the computation of the neural response generated by the photore-
ceptors. This includes modulating the pupil size (Figure 2(b)), ac-
counting for bleaching (c), as well as subsequent modeling of the
neural response of the three cone types (d). Although tone repro-
duction and color appearance models often omit the effects of pupil
size and bleaching, we have found that including these allows the
model to accurately predict photoreceptor output with a straightfor-
ward model. The non-linear response is modulated by a spatially
varying measure of scene adaptation (e), which is inspired by light-
ness perception and takes into account size, distance and strength
of the light sources in the scene (Section 4). Before describing each
stage, we begin by discussing the input parameters and their deriva-
tion.

3.1 Input Parameters

The first and most important input to the algorithm is an image I
with N pixels In = (Xn, Yn, Zn) that ideally would be linear and
specified in absolute values. We assume that the image is given
in the CIE XYZ color space, and that the Y channel is in cd/m2.
Like all color appearance models, the scene in which the photo-
graph was taken needs to be characterised. This is typically done
by specifying an adapting luminance La,s as well as the white point
of the dominant luminant, specified as a CIE XYZ tristimulus value
Wa,s = (XW,s, YW,x, ZW,s) (with the Y channel normalized to
100)2. These parameters can be specified by the user, or can be
estimated from the image. In the latter case, we find that esti-
mating Wa,s as the per-channel geometric mean leads to images
that are too desaturated. We therefore adjust this estimate to be
Wa,s = mWa,s + (1−m)WE , where WE = (100, 100, 100)

2Note that we use ’s’ in subscripts to denote scene referred parameters,
’d’ to refer to display parameters, and ’v’ to refer to the viewing environment
in which the display is located. If these identifiers are omitted, the variable
applies equally to all scene, display and viewing conditions.

is achromatic white. Choosing m = 0.5 has empirically proven to
produce a sensible interpolation, producing images that are not too
desaturated.

Although it would be possible to derive one set of parameters for
the entire image, we believe that for successful appearance repro-
duction it would be better to estimate these parameters in a spa-
tially varying manner. This will allow us to take proximity of light
sources, their size and intensity into account, thereby effectively ap-
proximating human lightness perception. This estimation technique
is described in Section 4.

Following CIECAM02 we compute the degree of adaptation Ds,
an interpolant which models to what extent the visual system is
adapted [Moroney et al. 2002]:

Ds = 1− exp((−La,s − 42)/92)

3.6
(1)

In our calculations we also need a notion of the maximum values
that occur in the image. However, directly measuring the maxi-
mum value will not lead to a robust algorithm. Instead, we com-
pute the maximum scene luminance by taking the 90th percentile,
giving La,max,s. This value was chosen such that small but ex-
tremely bright regions (e.g. the sun) would not bias further com-
putations. The associated maximum white point is Wa,max,s =
Wa,s La,max,s/La,s, a scaled version of the log average white
point.

In most color appearance models, each of the input parameters
has a counterpart that describes the display environment. How-
ever, the current and future range of display capabilities means
that it may not be sufficient to only describe the viewing environ-
ment: humans may adapt to both the viewing environment as well
as the display itself — an issue particularly important for HDR
displays. We therefore specify two counterparts for each scene-
related parameter; one describing the display and one describing
the viewing environment. These parameters should be specified by
the user, whereby we note that we typically use the display white
point for Wa,d = (XW,d, YW,d, ZW,d), and measure a white piece
of paper using a chromameter to derive the viewing white point
Wa,v = (XW,v, YW,v, ZW,v). We then infer the following view-
ing and display-related parameters: La,d = YW,d, La,v = YW,v ,
La,max,d = 5La,d, La,max,v = 5La,v and finally Dd = Dv = 1.
A summary of the model’s parameters is given in Table 1.

In the viewing environment the room illumination as well as the
display may contribute to the state of adaptation of the viewer. Al-
though partial adaptation is currently not a fully understood mech-
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Scene Display Viewing Description
La,s La,d La,v Adapting luminance
La,max,s La,max,d La,max,v Maximum luminance
Wa,s Wa,d Wa,v Adapting white point
Wa,max,s Wa,max,d Wa,max,v Maximum white point
Ds Dd Dv Degree of adaptation

Table 1: Description of model parameters.

anism, we assume that the viewing and display illuminants con-
tribute relative to their intensities, as well as the proportion of the
field of view taken up by the display. As a result, we combine
the room and display parameters into a unified set of parameters.
This is achieved by measuring the visual angle α of the display
relative to the entire visual field, and weighting La,d and La,v

according to this fraction. This leads to a new La,v defined as
αLa,d + (1 − α)La,v . We weigh all other display and view-
ing parameters in the same manner, reducing the number of view-
ing/display related parameters by half.

Finally, we convert the image as well as all tristimulus values to
LMS cones space by means of the Hunt-Pointer-Estévez transform
[Fairchild 2005]. In the following we describe the model of human
vision that we employ using scene referred parameters. An exact
counterpart can be assumed for the viewing environment. The out-
put of these two models is then combined into a single algorithm
that transforms the image such that appearance is preserved.

3.2 Pupil Size

The pupil size is normally seen as a function of the adapting lumi-
nance La,s and thus could be seen as providing an optimal aperture
for the given environment. However, it could also be seen as a pro-
tective device, constricting the pupil in bright environments to min-
imise the risk of damage to the retina. In that case, pupil area would
be a function of the maximum adapting luminance La,max,s, used in
the formulation for pupil area As [Moon and Spencer 1944]:

As = π (2.45− 1.5 tanh(0.4 ln(La,max,s + 1))2 (2)

The input image as well as all the white points and adapting lumi-
nances can be converted to trolands by multiplying by pupil area
As, yielding retinal illuminance.

3.3 Bleaching

The opsins within the photoreceptors can change state if hit by too
much light, stopping them temporarily from being able to transduce
light. The probability that a photoreceptor is able to function is
given by [Hood et al. 1978]:

p(W) =
4.3

4.3 + ln(W)
(3)

The vector notation used here is to indicate that we compute the
effect of bleaching for each of the three LMS color channels sepa-
rately. We compute factors for Wa,s, Wa,max,s and Wa,v . This
means that the effective retinal illuminance for these two white
points is:

We
a,s = Wa,sp(Wa,s) As (4)

We
a,max,s = Wa,max,s p(Wa,max,s) As (5)

While we could compute the effective retinal illuminance for the
image as well, it would be computationally more efficient to com-
pute a factor fs = As p(Wa,s) that is used to account for retinal
illuminance in the final mapping function introduced in Section 3.5.

3.4 Photoreceptor Response

We choose a model of photoreceptor behavior that is similar to ex-
isting models as they have been applied to tone reproduction as well
as color appearance modelling, i.e., we use a model that is a variant
of the well-known Michaelis-Menten equation3:

Vs = Vmax,s
I

I+ σs Vmax,s/fs
(6)

where Vs is the neural response due to stimulus strength I, the
semi-saturation constant is given by σs and the maximum response
is given by Vmax,s. The factor fs accounts for bleaching and
pupil size, as discussed in Section 3.3. The main difference from
the standard sigmoidal form is that the semi-saturation constant is
multiplied by Vmax,s. This allows us to match scene and view-
ing environments in a novel and interesting way, as shown in the
following section. Moreover, this equation can be rewritten as

Vs =
I

IV−1
max,s + σs/fs

which shows that the output of this system

is not normalized, but can vary according to the choice of Vmax,s.

Most models of human vision choose Vmax,s to be constant. How-
ever, it has been shown that this value should vary according to
overall illumination [Hood et al. 1978]. In particular, the maximum
neural response reduces somewhat in bright environments. We sur-
mise that its value is related to the maximum effective retinal illu-
minance, so that we can compute Vmax,s as:

Vmax,s = k

(
θ +We

a,max,s

θ

)−0.5

(7)

Although the literature does not specify values for k and θ, by opti-
mising against a set of corresponding color datasets [Li et al. 2002]
we have found that k = 34 and θ = 67 yields consistently good
results.

The semi-saturation constant σs models the neural mechanism of
adaptation, and as such is a function of both the adapting lumi-
nance as well as the adapting white point. Following Kunkel and
Reinhard [2009], we find that interpolating between these values
according to the degree of adaptation Ds produces an appropriate
triplet of semi-saturation constants σs:

σs = Ds W
e
a,s + (1−Ds)As La,s (8)

where La,s = La,s (1, 1, 1) is a scaled identity vector. The neural
response for the scene environment Vs is now considered to be
the quantity that gives rise to all further perceptual effects. It is
therefore desirable to match this neural response across viewing
conditions, which we discuss next.

3.5 Final Mapping Function

We assume that the neural response of the scene environment Vs

needs to be recreated in a potentially different viewing environment.
If we were to display the image in a given room on a given display,
this would elicit a neural response Vv . We aim to modify the input
image such that when observed in this viewing environment, the
neural responses are matched.

3Often the Naka-Rushton equation is used instead, which has the same
form, albeit with the I and σs terms exponentiated with n ∈ [0, 1]. In
CIECAM02 n is 0.42, whereas Kim et al. [2009] use n = 0.73. There
is significant debate as to what value would be optimal, although measure-
ments have shown that for the normal retina we have n = 1 ([Fishman and
Sokol 1990], page 17); hence our choice to omit the exponent.
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The modification of input image to display image can be written
as Ld = g(I). In general there is no guarantee that any mapping
g() leads to an appearance match. Alternatively, we require that
Vv(Ld) = Vs(I) and solve for Ld — effecting a direct appearance
match — for the functional form of (6). Although this is akin to
operating the model in forward and in reverse, as other appearance
models do, the specific form of (6) leads to a remarkable observa-
tion which is that Ld turns out to have the same functional form as
our assumed neural photoreceptor model:

Ld = Lmax
I

I + τLmax
=

I

IL−1
max + τ

(9)

where the two parameters Lmax and τ are given by:

Lmax =
σv

fv

1

1/Vmax,s − 1/Vmax,v
(10)

τ =
σs

fs

fv
σv

(11)

In practice, we would implement the right-hand side of (9), and
therefore need L−1

max which also has the mathematical advantage of
approaching zero when the scene and viewing conditions are iden-
tical (and thereby Vmax,s = Vmax,v). Our method is formally not
suitable to handle scene and display environments where the max-
imum scene luminance is smaller than the maximum luminance in
the viewing environment. In that case we have Vmax,s > Vmax,v
(due to (7)) resulting in Lmax < 0, which creates the potential of
generating negative pixel values. Bearing in mind that the range of
values attained by Vmax is small, we therefore introduce a straight-
forward variation to L−1

max that will produce plausible images even
when this condition is not met:

L−1
max =

fv
σv

∣∣∣∣ 1

Vmax,s
− 1

Vmax,v

∣∣∣∣ (12)

An important observation is that our mapping function (9) reduces
to the identity operator in case the scene and viewing environments
are the same. This means that for images which do not require
compression for the given viewing environment, the operator leaves
pixels unaltered.

The algorithm calculates in cone response space three fully inde-
pendent channels, which means that it is a strict von Kries model
[Fairchild 2005]. Although most color appearance models compute
chromatic adaptation in a separate sharpened color space as a pre-
process, we have folded chromatic adaptation into the computation
of three different semi-saturation constants, a technique first shown
to be viable by Kunkel and Reinhard [2009].

As a result, the model can be directly evaluated against correspond-
ing color datasets. Such psychophysical datasets are obtained by
showing observers a patch of color under a specific illuminant. The
patch is then shown under a different illuminant, and the observer
is asked to adjust the tristimulus value of the patch until it ap-
pears identical. We evaluate the model against the CSAJ, Kuo and
Luo, Lam and Rigg, Helson et al., Breneman, and the Braun and
Fairchild datasets [Li et al. 2002], as shown in Figure 3. For the
three color channels, the root mean square error is 2.0183, 1.6863
and 2.181 (overall 1.97), which is within 8% of CIECAM02 (but
note that we achieve this performance without requiring a separate
chromatic adaptation step).

3.6 Post-Processing

The image obtained by executing (9) will create a visual match in
the chosen viewing environment, under the condition that the dis-
play range is sufficient. In essence the image is prepared for a par-
ticular viewing condition, as opposed to a particular display device.
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Figure 3: The output of (9) for each of its channels plotted against
seven different corresponding color datasets.

As a result, pixels may be mapped to values outside the display’s
range. This would occur when the display is dim relative to the
viewing environment (e.g., when taking a laptop outside into the
sun).

In such cases it is inevitable that some information is lost. To decide
how to display an image any gamut mapping technique could be
used [Morovic̆ 2008]. For completeness, we introduce two straight-
forward rendering intents that post-process the image according to
the wishes of the observer. The most precise way to display pixels
is to simply clamp all pixels that are above the maximum display
value, i.e., L′d = min(La,max,d, Ld). We call this rendering in-
tent physical. It maps as many pixels accurately as possible. Al-
ternatively we can normalise the image to the display range, i.e.,
L′d = La,max,d Ld/max(Ld), a rendering intent we call linear.
This produces plausible images despite mapping pixels to values
that are potentially either too high or too low.

Note that such issues would not occur if the observer chose the illu-
mination in the viewing environment to be appropriately matched to
the display capabilities. As such, these rendering intents are created
to allow the display of images under less than ideal circumstances.

Finally, as usual, the image should be gamma corrected prior to
display to account for display non-linearities, and converted from
luminance values to pixel counts.

4 Local Lightness Perception

The model described so far affects all pixels in the image in the
same way as it produces a single tone curve per channel. Although
this is sufficient for many images, in more extreme scenarios, such
as the image shown in Figure 1, the resulting tone curve is appro-
priate for neither the bright or the darker parts of the image. A bet-
ter solution would be to adapt the curve to take into account local
trends in the image.

In the human retina, lateral interconnections allow such adaptation
to occur. Examples are horizontal cells that modify photorecep-
tor output [Lasansky 1981] as well as various amacrine cell types.
These cells form neural substrates which compute some form of
spatial adaptation. Many other lateral, forward, and backward in-
terconnections occur further along the visual pathway. These to-
gether give rise to various perceptual phenomena, one of which is
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Figure 4: A visualization of the median cut algorithm [Debevec
2005], creating regions which can be represented with a single
point acting as its representative light source.

the notion of lightness.

Studies of lightness perception have shown that the size of a re-
gion in a scene, in addition to distance and strength, plays a cru-
cial role in how that part of the scene is perceived. Gilchrist et
al. [1999] formalised these effects in the following rule, known as
the Area Rule: “In a simple display, when the darker of the two
regions has the greater relative area, as the darker region grows in
area, its lightness value goes up in direct proportion. At the same
time the lighter region first appears white, then a fluorescent white
and finally, self-luminous.” It was recently shown that lightness as
function of luminance can be modeled with a function akin to Equa-
tion (9) [Radonjić et al. 2011], albeit that in this work each term was
given an exponent n. It can be shown that the influence of nearby
patches can then be modeled by adjusting the exponent based on
strength and distance of these nearby patches [Allred et al. 2012].
As an alternative, we hypothesize that in the absence of an exponent
n a similar effect can be obtained by adjusting the semi-saturation
constant τ in (9) for each pixel based on nearby features.

With this in mind, our model of lightness perception considers lu-
minance, distance, as well as region size. The first issue then is nat-
urally the detection of appropriate regions in the input image. Al-
though some form of segmentation could be used [Krawczyk et al.
2004], this would be a costly operation and would require an addi-
tional cleanup step.

For our solution, we draw inspiration from importance sampling
techniques and specifically the median cut algorithm [Debevec
2005], which recursively subdivides the image into R regions of
equal luminous energy for a given number of iterations. A light
source is then placed in the centre of each region (or in a differ-
ent position, such as a centroid determined according to the energy
distribution within that region) and its color is computed as the re-
gion’s average pixel value (see Figure 4).

This method is both robust and efficient, subdividing the image into
regions of approximately equal energy. These regions can natu-
rally serve as neighborhoods over which the scene parameters La,s,
Wa,s andDs are estimated locally. In addition, the sizes of the dif-
ferent regions are implicitly computed in the subdivision process.
For instance, Figure 4 shows that approximately half the regions
are allocated to light parts of the scene, but these are much smaller
than their darker counterparts. This encodes the relation between
light and dark parts of the image and allows us to approximate the
area rule. We have found that 7 levels of recursion (128 regions)
creates regions that represent their local areas well. Subdividing
into more regions only creates more computations without further
benefit, while using fewer regions gracefully degrades the result, to

obtain a global operator in the limit of using the image as a single
region.

We restrict the minimum size of a region to 10 pixels to ensure that
small, bright regions such as highlights are not over-represented
in the estimation of adaptation levels. We position the virtual light
source representing each region at its center. For each region r ∈ R,
the pixels within that region are used to compute local adaptation
levels La,s,r (computed as the region’s geometric mean), degree
of adaptation Ds,r (Equation (1)) and effective retinal illuminance
We

a,s,r (Equation (4)). Note that the pupil size used for the com-
putation of We

a,s,r is computed based on global scene parameters
as the viewer will be observing the scene as a whole (Equation (2)).
This is also the case for Vmax,s (and consequently L−1

max) as it repre-
sents a global scaling to the maximum response of the photorecep-
tors (Equations (7) and (12)).

The semi-saturation value that drives the compressive part of our
model is then computed for each pixel based on its distance to each
of the virtual light sources. This computation also takes into ac-
count the size of the display and the viewing distance, effectively
including visual angle as a factor for determining the contribution
of each light source for a particular pixel.

To empirically model the inverse relation between distance and
light source contribution, for any image pixel In a weight wr,n ∈
wn is computed per region r, based on the pixel distance dr,n be-
tween the pixel and the center of each region r:

wn,r =

(
1− cos

(
π

2
− dn,r

ddiag
ω

))4

. (13)

Here, ddiag is the display diagonal in pixels, which is used to normal-
ize the pixel distances for each region, and ω = θD/120 is the ratio
between the visual angle covered by the display itself and the full
(binocular) visual field of the viewer, which we set to 120◦ [Stidwill
and Fletcher 2011]. The visual angle θD of the display is computed
based on its physical diagonal size dsize and the expected viewing
distance dview as θd = 2 tan−1(0.5 dsize/dview). The weights wn

are finally normalized so that they sum to 1 for each pixel. Pix-
els are then assigned their own values for adaptation luminance,
adaptation white point and degree of adaptation. For instance, the
adapting luminance is:

La,s,n =

R∑
r=1

wn,r La,s,r (14)

The per pixel degree of adaptation Ds,n and white points We
a,s,n

are computed analogously. A semi-saturation triplet σs,n is then
computed for each pixel In using a spatially varying version of (8):

σs,n = Ds,n We
a,s,n + (1−Ds,n)As La,s,n, (15)

where La,s,n = La,s,n (1, 1, 1). With this per pixel parameter we
compute a per-pixel τ using (11) after which the image is processed
using the model described in Section 3.5.

Although this spatially varying approach is not validated as a pre-
dictive model of lightness perception (a topic of future investiga-
tion), it does allows us to approximate spatial aspects of lightness
perception, including simultaneous contrast (Figure 5), and to pre-
serve sharp edges in the image without introducing artefacts. Spa-
tial modulations are overall very low frequency and their intensity
depends on the specific viewing conditions. If the image is intended
to be viewed on a laptop monitor in typical office conditions, it will
only fill a relatively small part of the viewer’s field of view and
other light sources are likely to play a role in their overall adap-
tation, meaning that all parts of the image will be perceived in a
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Figure 5: An HDR image with a standard simultaneous contrast
display was processed with global (left) and local (right) versions
of our algorithm. Note that the local version correctly simulates
simultaneous contrast if the display and viewing environment are
darker than the scene environment, making the gray on the dark
background lighter than the gray on the light background. Note
that our local processing creates luminance profiles akin to the
Cornsweet-Craik-O’Brien illusion.

Figure 6: This scene was rendered with our algorithm, using a
global set of parameters (left) and per pixel parameters (right), ap-
proximating lightness perception.

similar way. On the other hand, if the target viewing condition is a
cinema, the surrounding illumination is likely to be extremely low
and the screen very large. Consequently, the displayed image will
largely determine the adaptation of the viewer. If the original scene
was much brighter than the display or projector can handle, effects
due to lightness perception that would be apparent if the viewer was
in the original environment, need to be simulated in the compressed
output to match the scene appearance.

4.1 Implementation and Performance

Our local model is currently implemented in Matlab, while a global
variant exists in both C and Matlab. Neither implementation is
optimized for performance. For approximately 1 Mpixel images
(1287 × 855 pixels), the run-time was measured using an Apple
MacBook Pro with a 2.4 GHz. Intel Core 2 Duo processor. Ex-
cluding disk I/O, the local Matlab version requires 14.73 seconds
to complete, whereas the global Matlab version takes 2.67 seconds.
For comparison, the equivalent global C version runs in 0.73 sec-
onds.

5 Applications

In this section we describe three usage scenarios for which our
model is applicable. The first is what we call scene reproduc-
tion, whereby (un-)calibrated images are prepared for viewing in
a specific viewing environment. The second is video reproduc-
tion, demonstrating the use of our technique on high dynamic range
video, and finally we present our take on appearance prediction,
which requires the calculation of appearance correlates. In these
sections we compare our results to the state-of-the-art in tone re-
production, color appearance and image appearance models.

5.1 Scene Reproduction

The main aim of our work is to reproduce scene appearance across
a variety of viewing conditions. With this we mean to reproduce the
overall look and feel of a scene. An example is shown in Figure 6.
The left image was created with our algorithm, although we have set
La,s and Wa,s to the image’s global geometric mean, rather than
computing these values per pixel, as our standard algorithm would
do (right image). In our opinion the right image is closer to how
the scene itself would be perceived. In particular, note the bark on
the tree in the right image. The part of the tree trunk shown against
the sky is both darker and less rich in detail than the bottom part of
the tree trunk. This is indeed how such a scene appears as a result
of human lightness perception, although this is rarely captured in
photographs.

It is important to note that we intend to match appearances, rather
than maximize image attributes. This means that our aim is not to
produce the most punchy and contrast-rich image. We are, however,
aiming to produce well-balanced images with the correct distribu-
tion of intensities, contrasts and colors. Consider Figure 7, where
we compare our result with a set of state-of-the-art color appearance
models and tone reproduction operators. This well-known image is
difficult to reproduce accurately due to its large dynamic range, as
well as its strong color cast. Notice that in our scene reproduction
(top left) the colors are reproduced accurately. The marble of the
stairs can be clearly differentiated from the rest of the floor, the gold
on the walls appears as gold, and the wood on the ceiling looks like
wood.

The dynamic range independent quality assessment metric [Aydin
et al. 2008] shows that comparing input with our output yields min-
imal distortions (bottom left in Figure 7. Our result was created us-
ing default parameters that describe an average laptop in an office
environment4. The encoding of color in the quality metric images
is as follows: green pixels show loss of contrast, red indicates am-
plification of contrast, and blue indicates a contrast reversal. Grey
shows image areas without artifacts.

The same figure shows renderings and quality assessments for a
set of state-of-the-art color appearance models and tone reproduc-
tion operators. These include CIECAM02 [Moroney et al. 2002],
Kunkel’s [2009] and Kim’s [2009] color appearance models, the
iCAM06 image appearance model [Kuang et al. 2007], and Man-
tiuk’s display adaptive operator [2008] as well as the photographic
operator [Reinhard et al. 2002]. Where possible, we have used de-
fault parameters to create these images. For CIECAM02 this was
not possible, requiring hand tuning to find the parameters that best
represent the scene.

Each of these algorithms create images with very different appear-
ance. Characteristic for tone reproduction operators, the display
adaptive and photographic operators do not reproduce colors ap-
propriately, making the scene overly yellow. As expected, the color
and image appearance models do better in that respect, but tend to
make the image too flat — the quality metric shows significant loss
of contrast for these results. They also make the image either a little
light or dark. It may be that default parameters are not optimal for
this image, although it is more likely, at least for CIECAM02 and
Kunkel’s method, that the inverse step largely undoes the compres-
sion effected by the forward step. This is the reason that we have
taken a different approach, having a single compressive step that
takes both scene and viewing parameters into account.

4Display: La,d = 60 cd/m2, La,max,d = 191, Wa,d =
(55, 60, 65), Wa,max,d = (172, 191, 190); Viewing environment:
La,v = 800 cd/m2, La,max,v = 7010, Wa,v = (760, 800, 871),
Wa,max,v = (6662, 7010, 7632).
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Figure 7: A visual comparison of our output for a variety of color appearance, image appearance and tone reproduction operators. The
output is shown in the top row, and the bottom row shows the difference between the input high dynamic range image and the output image,
according to the dynamic range independent quality assessment metric [Aydin et al. 2008]. This metric shows where contrasts have changed
above visible threshold (see text). Memorial Church image courtesy of Paul Debevec.

A further comparison with Mantiuk et al. [2008], iCAM06 [2007]
and Kim et al. [2009] is given in Figure 8 for a set of four calibrated
images from the HDR survey [Fairchild 2007]. All algorithms in
this figure take the display environment into account, which was
set to an average laptop display, assumed to have a D65 white point.
Thus, this figure is best viewed on a D65 display, ideally under a
D65 illuminant, zoomed in such that each panel takes the full size
of the display. The viewing distance should then be about 30 cm.
Note that our method produces even results without over-saturating
the images (a problem common in tone reproduction [Mantiuk et al.
2009]). Our algorithm produces sufficient contrast to show both
color checkers in the second image from the top with good fidelity.
The early sunrise scene shows a dark sky, as expected of a scene
captured at 6:19AM. The night scene produces a well balanced re-
sult. Here, the car appears relatively dark as it is depicted against a
light store front, simulating the effects of lightness perception.

Finally, Figures 1 and 9 show the effect of preparing an image for
different display and viewing environments. Figure 9 shows an im-
age prepared for an average laptop (parameters as before) as well
as an iPhone screen5. Although the differences are subtle, they do
allow the snow to be reproduced accurately in each case.

5.2 Video Reproduction

The proposed model is suited for managing the appearance of video
content in addition to images. To guarantee temporal stability, we
apply a leaky integrator [Kiser et al. 2012] to τ and L−1

max. Such
leaky integrators efficiently remove flicker, while slowly adjusting
to variations in scene content, for instance when actors or objects
move into or out of a scene. For each frame i, Equation 9 is ex-
ecuted with parameters τ ′i and L−1′

maxi , which are computed as fol-

5Display: La,d = 100 cd/m2, La,max,d = 250, Wa,d =
(91, 100, 110), Wa,max,d = (227, 250, 276); Viewing environment:
La,v = 2000 cd/m2, La,max,v = 5440, Wa,v = (1907, 2000, 1907),
Wa,max,v = (5135, 5440, 5472).

lows:

τ ′i = α τi + (1− α) τ ′i−1 (16)

L−1′

max,i = αL−1
max,i + (1− α)L−1′

max,i−1 (17)

Thus, we interpolate between parameters computed for the current
frame and those stored from the previous frame using interpolant α.
For values of α less than 0.1, image sequences become temporally
stable. Note that in the global version this approach requires us to
keep track of only 6 values. In the local version, there are 3 values
for L−1′

max,i per image, and 3 values for τ ′i per pixel.

We have experimented with a range of high dynamic range video
segments [Tocci et al. 2011]. A series of frames from a video pro-
cessed with our model is shown in Figure 10. For this video, we
simulated a temporally varying illumination environment by using a
strongly colored border (ranging from CIE D75 to CIE A) to which
the observer will adapt. Using the color of this border as input to the
algorithm, we prepared the video for observation with this border.
Note that this allows the overall appearance of the video to co-vary
with the border, thus conveying the correct appearance.

5.3 Appearance Prediction

The model can be used to derive appearance correlates, including
lightness, hue and colorfulness, that describe color under specific
viewing conditions [Fairchild 2005]. In color science, such pre-
dictions are highly valuable as they allow inferences to be made
as to how humans perceive color in context. In our model, com-
puting appearance correlates requires specifying the scene envi-
ronment and resetting the viewing and display environments. The
latter is done by setting the following parameters La,v = 50,
Yb,v = 20, La,max,v = La,v 100/Yb,v , Wa,v = (50, 50, 50) and
Wa,max,v = Wa,v La,max,v/La,v . The scene environment should
be measured, for instance with a photometer, leading to a specifi-
cation of the scene parameters La,s and Wa,s. Color appearance
models normally also specify a relative background Yb,s, which we
set to 20. This allows us to compute the maximum adapting lumi-
nance as La,max,s = La,s 100/Yb,s. Under these conditions, the
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Figure 8: A visual comparison of our output with several models that take the display environment into account. The left column shows
the response curves for our method (log-linear plots), showing how they adapt to the image histogram (shown in grey). As each channel is
processed independently, strong color casts are automatically removed, as shown in the top image.

Figure 9: An image prepared for display on a laptop (left) and an
iPhone screen (right), taking into account differences in size, dis-
play properties, as well as viewing environments as listed in foot-
notes 5 and 6.

correlate of lightness J is computed as the ratio of the achromatic
signal and achromatic white:

J = 121

(
La,s

La,s + 168

Ld ·wj

Ld,W ·wj

)0.29 z

(18)

where Ld,W is the result of passing the scene white point Wa,s

through (9), z = 1.48 + (Yb,s La,s/100)
0.5 and wj is a vector of

weights given by (7.53, 6.93, 1.43). Following other appearance
models [Moroney et al. 2002; Kim et al. 2009; Kunkel and Reinhard
2009], the correlate of hue H is computed on the basis of opponent
signals a and b:

H =
180

π
tan−1

(
Ld · bh

Ld · ah

)
(19)

where ah = (12.59,−14.15, 1.68) and bh =
(3.38,−1.37,−2.62). Finally, the correlate of colorfulness
M can be computed with a method inspired by Kunkel and

Reinhard [2009]:

M = 93

(
(Ld · am)2 + (Ld · bm)2

10−3 +max(0,Ld · dm)

)0.73 √
J (20)

where am = (2.10,−2.84, 0.82), bm = (2.63,−2.26,−0.40)
and dm = (24.46, 0.93, 11.01).

This relatively straightforward model can be directly compared
against psychophysical color appearance datasets. There are two
such datasets that are relevant to color appearance modeling and
high dynamic range imaging, which are the LUTCHI dataset [Luo
et al. 1991] as well as the Kim et al. [2009] dataset. These sets are
the result of psychophysical experimentation in which human ob-
servers assess patches of color as presented under specific viewing
conditions. These conditions are described by parameters that are
compatible with the input parameters to our algorithm.

The three relevant appearance correlates measured in these datasets
are lightness, hue and colorfulness. Averaging over all different ob-
servation conditions in each of the datasets, we obtain the results as
shown in Figure 11. We compare our results for the two datasets
against three other color appearance models, namely, CIECAM02
[Moroney et al. 2002], Kim et al. [2009] and Kunkel and Rein-
hard [2009]. For each of the three color appearance correlates we
find that our results are comparable to or better than the other mod-
els which we deem the current state-of-the-art. It can thus serve as a
predictive color appearance model, even over the extended dynamic
range of Kim’s dataset.

5.4 Limitations

Our method is generally robust and achieves calibrated results when
tested against color appearance datasets as well as corresponding
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Figure 10: A series of frames from an HDR video processed with the proposed model. The adapting white point is progressively changed in
the video to demonstrate how the image is modified to simulate adaptation to the varying white point. Images courtesy of Contrast Optical
(Nora and Mike Tocci, and Chris Kiser).
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Figure 11: The performance as a predictive appearance model is
confirmed in this comparison against three other state-of-the-art
color appearance models, for three appearance correlates and two
psychophysical datasets (RMS error; left four bars: LUTCHI, right
four bars: Kim et al.).

color datasets. For images we use an estimation technique to de-
rive input parameters. Part of this estimation involves finding the
90th percentile of the image to robustly infer these parameters.
While this gets the image right in most cases, of the more than 100
calibrated images we have tested our algorithm against [Fairchild
2007], we have found that in less than 3% the image is reproduced
somewhat too dark. For those images, choosing a higher percentile
would fix this problem, although estimating this parameter auto-
matically for now remains an open problem.

6 Conclusions

Drawing inspiration from color appearance modeling, tone repro-
duction research as well as studies of lightness perception, we
present an appearance reproduction algorithm which prepares im-
ages and video for display under specific, measured viewing con-
ditions. Importantly, we take the room illumination as well as the
characteristics of the display device into account, leading to precise
appearance reproduction. The model requires input parameters de-
scribing the viewing environment and the display, but rather than
leaving its settings as guesswork, the correct inputs can be obtained
through a few direct measurements of the environment and display.

For calibrated scenes it would be possible to measure the scene
parameters and supply these to the algorithm. However, we have
found that a straightforward estimation technique, embedded into
a model of lightness perception and implemented by means of the
median cut algorithm, is able to robustly set all scene-referred pa-
rameters. The model also returns plausible imagery in case the in-
put image is not calibrated.

To ensure correct appearance reproduction, the algorithm was suc-
cessfully validated against seven corresponding color datasets, the
LUTCHI color appearance dataset as well as Kim et al.’s high dy-
namic range color appearance dataset. Combining a spatial model
of lightness perception with validated color management has led to
an accurate algorithm which in our opinion produces plausible and
attractive images.
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