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Abstract. In this paper, we combine Kazhdan’s FFT-based approach
to surface reconstruction from oriented points with adaptive subdivision
and partition of unity blending techniques. The advantages of our sur-
face reconstruction method include a more robust surface restoration in
regions where the surface bends close to itself and a lower memory con-
sumption. The latter allows us to achieve a higher reconstruction accu-
racy than the original global approach. Furthermore, our reconstruction
process is guided by a global error control achieved by computing the
Hausdorff distance of selected input samples to intermediate reconstruc-
tions.

1 Introduction

Many of today’s applications make use of 3D models reconstructed from real-
world objects such as machine parts, terrain data, and cultural heritage. Fur-
thermore, digital scanning devices for acquiring high-resolution 3D point clouds
have recently become affordable and commercially available. This has increased
the demand for techniques for the robust reconstruction of accurate models from
point cloud data. Therefore, surface reconstruction has been a field of intensive
research addressed in various fields and many approaches have been proposed.

An important group of surface reconstruction algorithms are computational
geometry approaches [1,2,3,4]. Those algorithms usually involve the computa-
tion of Delaunay or dual structures from the input data and reconstruct the
surface by extraction from the previously computed Delaunay complex. One sig-
nificant advantage of these methods is that they are usually supported by rigor-
ous mathematical guarantees. On the other hand, most computational geometry
techniques rely on clean data. Therefore, recent research trends focus on making
those methods more robust on noisy data [5,6,7].

Another class of surface reconstruction algorithms approximate the input by
the zero-level set of a trivariate function which is usually extracted to obtain the
resulting surface. Hoppe et al. [8] locally estimate the signed distance function
as the distance to the tangent plane of the closest point. Other methods use
globally or locally supported radial basis functions (RBFs) to define the implicit
function [9,10,11,12]. Ohtake et al. [13] define the implicit surface by locally
fitting quadratic primitives to the input point set. Another powerful class of
algorithms are Moving-Least-Squares (MLS) techniques [14,15,16]. They define
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the implicit function by applying a projection operator that moves points in the
vicinity of the MLS surface onto the surface itself. The surface is thus defined
by all fixpoints of the projection operator. Steinke et al. [17] propose a machine
learning approach based on Support Vector Machines (SVMs) to approximate
an implicit surface from a point cloud which can be considered as an extension
of RBF-based methods.

Recently, Kazhdan introduced a novel and elegant FFT-based reconstruction
technique [18]. His approach is able to reconstruct a solid, watertight model from
an oriented point set. He approaches the reconstruction problem indirectly by
first determining the integral of the characteristic function of the domain bound-
ing the input point set instead of the function itself. Using Stokes’ Theorem this
volume integral can be transformed into a surface integral which is dependent
on positions on the boundary of the volume and the corresponding normal direc-
tions. As the oriented input point set can be seen as a sampling of this boundary,
it can be used to approximate the surface integral and with it the integral of
the characteristic function. To finally obtain the characteristic function of the
dataset itself, the integration is conducted using the inverse FFT. This method
allows a robust and fast reconstruction of a solid and watertight model from
noisy samples. On the other hand, the approach has a high memory requirement
due to its global nature. The integral of the characteristic function has to be
sampled on a uniform grid for the whole volume in order to be able to apply the
inverse FFT. This limits the maximal reconstruction resolution of the approach
on today’s computers to a level where the reconstruction of fine details of the
input data is not possible. Furthermore, the approach has no global error control
and its globality prevents the accurate reconstruction of regions where the input
data bends close to itself. Our work proposes a simple solution to overcome these
limitations while preserving the advantages of the global approach.

The general idea of our technique is to employ an error-guided subdivision of
the input data. For this, we compute the bounding box of the input and apply
an octree subdivision. In order to decide whether an octree leaf cell needs to
be subdivided, we compute a local characteristic function for the points inside
the cell using Kazhdan’s global approach. This is a non-trivial task since the
points inside a cell do in general not represent a solid. We propose a solution to
that problem to avoid that surface parts are created which are not represented
by points. If the resulting local approximation inside the cell is not accurate
enough, the cell needs to be subdivided. By iterating this procedure, we com-
pute overlapping local characteristic functions at the octree leaves for each part
of the input with a user-defined accuracy. We obtain the final reconstruction by
combining the local approximations using the partition of unity approach and
extracting the surface using a polygonization algorithm. One advantage of our
adaptive approach is that the characteristic function is only determined close
to the surface and not for the whole volume. As the reconstruction accuracy is
mainly limited by memory requirements, this allows us to obtain higher recon-
struction resolutions. Additionally, the adaptiveness allows us a more accurate
reconstruction of strongly bended regions of the input.
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Fig. 1. Left: Local curve approximation for points inside and in the vicinity of a leaf cell
(inner rectangle). The dashed line indicates the irrelevant region of the reconstructed
solid. Right: Real 3D example of the sketch in the left image after pruning meaningless
regions of the solid.

The rest of this paper is organized as follows. Section 2 presents details of our
surface reconstruction technique. The data partitioning step and the computa-
tion of a local characteristic function for each cell is described in Section 2.1.
Their integration and the extraction of the final surface is presented in Sec-
tion 2.2. We show results of our technique in Section 3 before we conclude and
describe future work in Section 4.

2 Adaptive FFT-Based Surface Reconstruction

In this section, we present our adaptive FFT-based surface reconstruction tech-
nique (in the following denoted as AdFFT) in detail. We first describe the error-
controlled subdivision of the adaptive octree structure and the computation of
overlapping local surface approximations for the input points associated with the
octree leaves. We then integrate the local approximations using the partition of
unity approach to reconstruct the final model.

2.1 Adaptive Octree Subdivision

The general idea of the partition of unity approach is to divide the data domain
into several pieces and to approximate the data in these domains separately. The
resulting local approximations are then blended together using smooth and local
weighting functions which sum up to one over the whole domain.

In order to find local characteristic functions of the domain bounding the input
point cloud, we first compute the axis-aligned bounding box of the input data.
We then apply an adaptive octree subdivision of this bounding box. In order to
decide whether a cell needs to be subdivided, we compute the characteristic func-
tion of this cell and its vicinity with a fixed accuracy. If the surface extracted from
this characteristic function approximates the points in the cell sufficiently close
according to a user-defined accuracy, the cell has not to be subdivided further.

How to compute the characteristic function for a cell of the octree is not ob-
vious, as a straightforward application of the global FFT-based method always
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determines a characteristic function representing a solid, whereas the points in a
cell form in general non-closed surface patches. To avoid that irrelevant surface
parts occur in the local characteristic function, we use the construction shown in
Figure 1. We embed the octree cell including its oriented input samples at the
center of a larger cell with doubled edge lengths. In order to allow a smooth tran-
sition between adjacent local characteristic functions later in the integration step,
we add points in the vicinity of the original octree cell to the construction. In our
implementation, we choose all points in the octree leaf cell scaled by a constant
factor around its center for the computation of the local approximation. Accord-
ing to our experiments a constant factor of c = 1.8 works well for all performed
tests. By using the global FFT-based method with a fixed resolution (25 in our im-
plementation) on the larger volume, we then compute its characteristic function
at regular grid positions. As the shape of the octree cells is usually not cubical, we
transform all candidate data points and normals to fit into a cube to enable the
use of the FFT. Figure 1 sketches the idea behind this construction. The surface
patch inside and in the vicinity of the octree cell is correctly reconstructed and
the irrelevant surface part of the solid is outside of the inner cell. This works in
the majority of the cases as the irrelevant surface part always has an ellipsoidal
shape. Additionally, adding sufficient samples in the vicinity of the octree cell in-
creases the diameter of the shape that it does not cross inside the smaller cell. In
rare cases, the crossing cannot be avoided due to very different alignment of oc-
tree cell and local surface approximation. But since the resulting unwanted surface
parts are small and distant to the real surface they can be pruned easily during
the polygonization. The right image of Figure 1 shows a real example of a local
surface approximation for an octree cell and its vicinity.

To measure the accuracy of the resulting local approximation, we construct
a mesh from the computed characteristic function using the Marching Cubes
algorithm [19] and compute the Hausdorff distance of selected samples inside
the cell to the mesh. If the average computed distance is above the user-defined
error, the cell needs to be subdivided further. If a cell is empty, no approximation
needs to be computed and we leave it untreated. In order to guarantee an efficient
computation of the Hausdorff error, we use only a subset of points inside the
octree cell. In our implementation we select 10% of the cell points to obtain a
stable estimation.

In the presence of noise it might happen that the error criterion cannot be
reached everywhere on the dataset. This leads to an oversubdivision of octree
cells in very noisy regions until subcells contain not enough samples to allow
a robust local reconstruction. To avoid this, we introduce a stopping criterion
to ensure a minimum number of samples in non-empty cells. We fix this lower
bound to be 0.5% of the number of input points.

2.2 Integration

After the subdivision step, we obtain an octree with leaves on different depths
which are either empty or contain a sampling of a local characteristic function. In
order to obtain a common global resolution for all local characteristic functions,
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Fig. 2. Left: All local characteristic functions of octree cells containing the final iso-
surface have a common resolution. This allows an easy interpolation between adjacent
cells. Right: Example octree configuration for partition of unity blending. A corner
point p of a Marching Cubes cell and radial kernels of octree cells with centers ci and
cj are shown.

we reconstruct leaves with lower tree depths using a higher resolution inside each
cell (see left illustration of Figure 2). This allows us to blend and to interpolate
between adjacent cells and to apply the Marching Cubes algorithm on this uni-
form grid. To obtain the final reconstruction, we interleave the extraction of the
iso-surface and the combination of the local characteristic functions. In order to
be able to extract an iso-surface of a characteristic function which has a value
of one inside the surface and zero outside of the surface, we need to choose an
appropriate iso-value. We follow the global approach and choose it as the average
value of the characteristic function values obtained at the input samples.

Our Marching Cubes implementation processes all octree cells for which local
characteristic functions have been computed. As the local characteristic functions
overlap each other, cubes close to the boundary of octree cells have more than one
characteristic function value associated with its corners. To merge them into one
value, we use partition of unity blending. More precisely, if we denote the corner
position p and use our octree data structure to find all local function values
{f0, . . . , fN} at this position which are associated with the cells {c0, . . . , cN}, we
determine the global characteristic function value as

fg =
∑N

i=0 wifi
∑N

i=0 wi

where
wi = Gi (||ci − p||2) ,

and ci is the center of the cell ci. The center of the radial Gaussian weighting
function Gi(·) is fixed at ci. The bandwidth is chosen such that grid positions
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Fig. 3. Zoomed parts of reconstructions of the Thai Statuette created using the global
Kazhdan approach (left) and our technique (right). Both reconstructions were com-
puted using the maximal possible resolution for each technique. Note that our approach
accurately preserves fine details like the grapes beside the woman figures and sharp
features like the eyes of the elephant which are lost in the left reconstruction.
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more distant than the radius plus overlap of the cell ci are assigned weights close
to zero. For illustration see the right image of Figure 2.

After determining the global characteristic function values for the corners of
the cubes, we can interpolate them across the cube edges to compute the position
of the chosen iso-value. Our Marching Cubes implementation interpolates the
resulting global function quadratically.

3 Results

In this section, we present results of our reconstruction algorithm. We compare
our method with several state-of-the-art reconstruction techniques. Furthermore,
we apply our method to real-world laser scanner data as well as large and complex
point cloud data and discuss computation times and memory consumption.

Results of our reconstruction algorithm are shown in Figures 3-5. The recon-
structions in Figures 4 and 5 are shown in flat shading to illustrate faceting. The
mesh in Figure 3 is rendered in Phong shading to bring out small details on the
surface as single triangles are not visible. Tables 1 and 2 summarize details for
the presented reconstructions.

Figure 4 shows a comparison of recent state-of-the-art surface reconstruction
techniques with our approach. As input data we choose the head of the original
Dragon range scans from the Stanford 3D Scanning Repository. We compare
our approach with the recently proposed learning-based reconstruction tech-

Table 1. Timings and memory consumption for the reconstructions shown in Figure 4.
All results were computed on a 2.66 GHz Pentium4 with 1.5 GB of RAM.

method recon. polyg. memory user-defined error (res.)
SVM 41.86s 315s 304M 1 · 10−4

MPU 77s 101M 5 · 10−3

RBF+PU 153s 34s 98M 1 · 10−5

Kazhdan 8.87s 1.4s 179M (2563)
Kazhdan 102s 9.2s 1.1G (5123)
AdFFT 41.63s 63s 119M 1.7 · 10−3 (2563)
AdFFT 188s 298s 462M 1.2 · 10−3 (5123)

Table 2. Reconstruction information for the models presented in this paper and com-
puted using our method. The character N denotes the number of input samples and
M the number of used patches. The results were computed on a 2.66 GHz Pentium4
with 1.5 GB of RAM (only the Statuette was computed on a 2.4 GHz AMD Opteron
with 3GB of RAM).

model N recon. polyg. mem. error res. M

Thai Statuette 5M 406s 675s 2.2G 2.4 · 10−4 10243 2260
Dragon head scans 485K 188s 298s 462M 1.2 · 10−3 5123 874
Dragon head scans 485K 41.63s 63s 119M 1.7 · 10−3 2563 626
Armadillo scans 2.4M 82s 55s 273M 1.1 · 10−3 2563 565
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(a) input data (b) SVM [17] (c) MPU [13]

(d) RBF+PU [11] (e) Kazhdan [18] (f) AdFFT

Fig. 4. Comparison of our reconstruction approach (f) with other state-of-the-art tech-
niques illustrated on the Dragon head composed of registered range scans from the
Stanford 3D Scanning Repository. Notice that our technique is more robust on noisy
data than previous approaches (b)-(d) and generates a more faithful reconstruction
in highly bended regions than the global Kazhdan method (e). For a fair compari-
son no scanning confidence values were used to create the reconstructions (c) and (d).
Corresponding timings are reported in Table 1.

nique using Support Vector Machines (SVMs) [17], MPU [13], RBF+PU [11]
and Kazhdan’s global FFT-based method [18]. For a fair comparison of our
method with MPU and RBF+PU, we take no scanning confidences into account
while applying them. The figure shows that without confidence measures SVM,
MPU and RBF+PU create noisy reconstructions of the Dragon head scans and
produce additional zero-level sets around the surface. Due to the global nature
of Kazhdan’s approach the algorithm is robust reconstructing noisy real-world
data but has problems capturing regions where the surface bends close to itself.
By localizing the global approach using adaptive decomposition and partition of
unity blending, our algorithm is capable of accurately reconstructing those re-
gions while retaining the robustness of the global approach. Note that methods
like MPU and RBF+PU have a better performance on real-world data when
they utilize scanning confidence values, while our approach is robust on noisy
data without using additional scanning information.

In Figure 3 we compare our technique with the global Kazhdan approach
according to reconstruction accuracy. We reconstructed the highly detailed Thai
Statuette with both techniques using their maximal possible resolutions. Due
to the lower memory consumption of our method (see Table 1) we are able to
reach higher reconstruction resolutions. This allows us to faithfully represent fine
details, for instance, on the trunk of the elephant and the necklace of the woman
model (right image) which are lost using the global approach (left image). Note,
that although the Thai Statuette was decomposed into 2260 and the Armadillo
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(a) input data (b) approximated
patches

(c) AdFFT (d) mean curvature

Fig. 5. The original Armadillo dataset composed of 114 registered range scans from
the Stanford Scanning Repository (a) and a reconstruction from the noisy data using
our method (c). Image (b) illustrates the patches without overlap used to reconstruct
the Armadillo model. Figure (d) shows the mean curvature of our reconstruction (red
represents negative and blue positive mean curvature values). Although the final re-
construction is composed of many patches, the mean curvature plot does not show
blending artifacts.

model in Figure 5 into 565 patches and reconstructed with a lower resolution
(see Table 2), the reconstructions show no blending artifacts. For all models in
this paper, we used an overlap of 5 cells to blend adjacent reconstructions.

Figure 5 analyzes the effect of blending on the results of our surface recon-
struction algorithm in more detail. For this, we computed a reconstruction of
the original Armadillo range scans using our method. Figure 5(b) illustrates
the patches without overlap used to create the integrated reconstruction shown
in (c). Figure 5(d) shows a mean curvature plot of (c). The results indicate that
no visible blending artifacts close to the cell boundaries are introduced by our
approach.

4 Conclusion and Future Work

In this paper, we localized Kazhdan’s global FFT-based reconstruction algorithm
by using adaptive subdivision and partition of unity blending. We showed that
our method preserves the resilience of the global approach and is more robust
against noise than previous state-of-the-art reconstruction techniques. Further-
more, it is capable to reconstruct noisy real-world data and allows a precise
reconstruction of highly bended regions of the input data which are connected
by the global approach. We demonstrated the lower memory consumption of our
technique, which allows higher reconstruction resolutions and enables to capture
fine and small details in large and complex point clouds.

In the future, we want to consider scanning confidence values in the recon-
struction process to further increase the robustness of our approach on real-world
data. Furthermore, we plan to combine our technique with the Dual Contouring
algorithm [20] allowing for an adaptive polygonization of our reconstructions.



Adaptive Fourier-Based Surface Reconstruction 43

Acknowledgements

We would like to thank Michael Kazhdan and Yutaka Ohtake for making their
surface reconstruction software available. The Dragon and Armadillo dataset are
courtesy of the Stanford 3D scanning repository. The Thai Statuette is courtesy
of XYZ RGB. This work was supported in part by the European FP6 NoE grant
506766 (AIM@SHAPE).

References

1. Amenta, N., Bern, M., Kamvysselis, M.: A new Voronoi-based surface reconstruc-
tion algorithm. In: Proceedings of ACM SIGGRAPH 1998. (1998) 415–421

2. Amenta, N., Choi, S., Kolluri, R.: The power crust. In: Proceedings of 6th ACM
Symposium on Solid Modeling. (2001) 249–260

3. Boissonnat, J.D.: Geometric structures for three-dimensional shape representation.
ACM Transactions on Graphics 3(4) (1984) 266–286

4. Dey, T.K., Goswami, S.: Tight Cocone: A water-tight surface reconstructor. In:
Proc. 8th ACM Sympos. Solid Modeling Applications. (2003) 127–134

5. Dey, T.K., Goswami, S.: Provable surface reconstruction from noisy samples. In:
Proc. 20th ACM Sympos. Comput. Geom. (2004)

6. Mederos, B., Amenta, N., Velho, L., de Figueiredo, L.H.: Surface reconstruction
from noisy point clouds. In: Eurographics Symposium on Geometry Processing
2005. (2005) 53–62

7. Schall, O., Belyaev, A.G., Seidel, H.P.: Robust filtering of noisy scattered point
data. In: Eurographics Symposium on Point-Based Graphics 2005. (2005) 71–77

8. Hoppe, H., DeRose, T., Duchamp, T., McDonald, J., Stuetzle, W.: Surface re-
construction from unorganized points. In: Proceedings of ACM SIGGRAPH 1992.
(1992) 71–78

9. Carr, J.C., Beatson, R.K., Cherrie, J.B., Mitchell, T.J., Fright, W.R., McCallum,
B.C., Evans, T.R.: Reconstruction and representation of 3D objects with radial
basis functions. In: Proceedings of ACM SIGGRAPH 2001. (2001) 67–76

10. Dinh, H.Q., Turk, G., Slabaugh, G.: Reconstructing surfaces using anisotropic
basis functions. In: International Conference on Computer Vision (ICCV) 2001.
Volume 2. (2001) 606–613

11. Ohtake, Y., Belyaev, A.G., Seidel, H.P.: 3D scattered data approximation with
adaptive compactly supported radial basis functions. In: Shape Modeling Interna-
tional 2004, Genova, Italy (2004)

12. Turk, G., Dinh, H.Q., O’Brien, J., Yngve, G.: Implicit surfaces that interpolate.
In: Shape Modelling International 2001, Genova, Italy (2001) 62–71

13. Ohtake, Y., Belyaev, A., Alexa, M., Turk, G., Seidel, H.P.: Multi-level partition of
unity implicits. ACM Transactions on Graphics 22(3) (2003) 463–470 Proceedings
of SIGGRAPH 2003.

14. Alexa, M., Behr, J., Cohen-Or, D., Fleishman, S., Silva, C.T.: Point set surfaces.
IEEE Visualization 2001 (2001) 21–28

15. Amenta, N., Kil, Y.J.: Defining point-set surfaces. ACM Transactions on Graphics
23(3) (2004) 264–270 Proceedings of SIGGRAPH 2004.

16. Fleishman, S., Cohen-Or, D., Silva, C.T.: Robust moving least-squares fitting with
sharp features. ACM Transactions on Graphics 24(3) (2005) 544–552 Proceedings
of ACM SIGGRAPH 2005.



44 O. Schall, A. Belyaev, and H.-P. Seidel

17. Steinke, F., Schölkopf, B., Blanz, V.: Support vector machines for 3D shape
processing. Computer Graphics Forum 24(3) (2005) 285–294 Proceedings of EU-
ROGRAPHICS 2005.

18. Kazhdan, M.: Reconstruction of solid models from oriented point sets. In: Euro-
graphics Symposium on Geometry Processing 2005. (2005) 73–82

19. Lorensen, W.E., Cline, H.E.: Marching Cubes: a high resolution 3D surface con-
struction algorithm. Computer Graphics 21(3) (1987) 163–169 Proceedings of
ACM SIGGRAPH ’87.

20. Ju, T., Losasso, F., Schaefer, S., Warren, J.: Dual contouring of hermite data. ACM
Transactions on Graphics 21(3) (2002) 339–346 Proceedings of ACM SIGGRAPH
2002.


	Introduction
	Adaptive FFT-Based Surface Reconstruction
	Adaptive Octree Subdivision
	Integration

	Results
	Conclusion and Future Work


<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (ISO Coated)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 524288
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize false
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.01667
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.01667
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.00000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName (http://www.color.org)
  /PDFXTrapped /False

  /SyntheticBoldness 1.000000
  /Description <<
    /DEU ()
    /ENU ()
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.000 842.000]
>> setpagedevice


